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9.1 Introduction

Cryptography studies methods to protect several aspects of data, in particular privacy and authen-
ticity, against a malicious adversary who tries to break the security. In contrast with steganography,
where the data and their existence are physically hidden, cryptography transforms the data mathe-
matically, usually using a key. Cryptanalysis is the study of methods to break cryptosystems.
Cryptography has been studied for centuries [19,28], although initially it focused only on pro-

tecting privacy. Originally, it was used in the context of military and diplomatic communication.
Nowadays, most of these historical cryptoschemes have no practical value since they have been
cryptanalyzed, that is, broken. However, it should be noted that it has taken cryptanalysts (those
researchers or technicians trying to break cryptosystems) more than 300 years to find a general
method to solve polyalphabetic ciphers with repeating keywords [19] (see Section 9.2.4). This con-
trasts with popular modern cryptosystems, such as Data Encryption Standard (DES) and RSA (see
Sections 9.5.1 and 10.3.2), that have only been around for a few decades, which brings us to modern
cryptography now.
Modern cryptography differs from historical cryptography in many respects. First of all, mathe-

matics plays a more important role than ever before. By means of probability theory, Shannon was
able to prove that Vernam’s one-time pad (see Section 9.4) is secure. Second, the rather new area of
computational complexity has been used as a foundation for cryptography. Indeed, the concept of
public key, which facilitates the use of cryptography (see Section 9.3.4), finds its origin there. Third,
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the widespread use of communication implies that cryptography is no longer a uniquely military
topic. High-speed networks and computers are responsible for a world in which postal mail has
almost been replaced by electronic communication in such applications as bank transactions, access
toworldwide databases as in theWorldWideWeb, e-mail, etc. This also implies awhole new range of
security needs that need to be addressed, for example: anonymity (see Chapter 18), authenticity (see
Chapter 12), commitment and identification, law enforcement, nonrepudiation (see Chapter 12),
revocation, secure distributed computation, timestamping, traceability, witnessing, etc.
To illustrate the concept, we will first describe some historical cryptosystems in Section 9.2 and

explain how these can be broken. In Section 9.3, we will define cryptosystems.

9.2 Historical Cryptosystems

Here, we will discuss some historical cryptosystems to lay the foundation for describing how they
can be broken. For a more complete survey of historical cryptosystems, the reader may refer to the
literature.

9.2.1 The Caesar Cipher and Exhaustive Key Search

One of the oldest cryptosystems is Caesar cipher, often incorrectly cited as the first cryptosystem.
Caesar replaced each symbol in the original text, which is now called plaintext or cleartext, by
one that was three positions further in the alphabet, counted cyclically. The word “plaintext,” for
example, would become “sodlqwhaw” in this system. The result is called ciphertext. The problem
with this scheme is that anyone who knows how the text is encoded can break it. To prevent this, a
key is used.
To describe a more modern variant of the Caesar cipher, let n be the cardinality of the alphabet

being used, which is 26 for the English alphabet, or 27 when the space symbol is included in the
alphabet. (In many old cryptoschemes, the space symbol was dropped since it would facilitate
breaking the code.) The first symbol of the plaintext is mapped into the number 0, the second into 1,
etc. To encrypt with the Caesar cipher, one adds modulo n the key k to the symbol m, represented
as an integer between 0 and n − 1. (Two integers, a and b, are equivalent modulo n, denoted
as a ≡ b mod n, when a and b have the same nonnegative remainder when divided by n). The
corresponding symbol, then, in the ciphertext is c = m+ k mod n, where the equality indicates that
0 ≤ c < n. If a long enoughmessage contains redundancy, as plain English does, then an exhaustive
search of all possible keys will reveal the correct plaintext. Decryptions (the process that permits
the person who knows the secret key to compute the plaintext from the ciphertext) with the wrong
key will (likely) not produce an understandable text. Since it is feasible to test all possible keys, the
keyspace in the Caesar cipher is too small.

9.2.2 Substitution Cipher and Ciphertext-Only Attack

We will now consider the substitution cipher. In plaintext, each symbolm is replaced by the symbol
Ek(m), specified by the key k. To allow unique decryption, the function Ek must be one-to-one.
Moreover, if the same symbols are used in the ciphertext as in the plaintext, it must be a bijection. If
the key can specify any such bijection, the cipher is called a simple substitution cipher. Obviously,
for the English alphabet, there are 26! = 403291461126605635584000000, roughly 4∗1026, different
keys. We will now discuss the security of the scheme, assuming that only the cryptanalyst knows the
ciphertext and the fact that a substitution cipher was used. Such an attack is called a ciphertext-only
attack. Note that an exhaustive key search would take too long on a modern computer. Indeed, a
modern parallel computer can perform 1015 operations per second. For simplicity, assume that such
a computer could perform 1015 symbol decryptions per second. One wonders then how long the
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ciphertext needs to be before one can be certain that the cryptanalyst has found a sufficiently correct
key. This measure is called the unicity distance. Shannon’s theory of secrecy [30] tells us that there
are 28 symbols for an English text. An exhaustive key search would roughly take 3.6 ∗ 105 years
before finding a sufficiently correct key. However, a much faster method for breaking a substitution
cipher exists, which we will describe now.
In English, the letter “e” is the most frequently used. Furthermore, no other letter has a frequency

of occurrence that comes close to that of “e.” A cryptanalyst starts the procedure by counting how
many times each letter appears in the ciphertext. When the ciphertext is long enough, the most
frequent letter in the ciphertext corresponds to the letter “e” in the plaintext. The frequencies of
the letters “T,O,A,N,I,R,S,H” are too similar to decide by which letter they have been substituted.
Therefore, the cryptanalyst will use the frequency distribution of two or three consecutive letters,
called a digram and a trigram. When the space symbols have been discounted, the most frequent
digrams are: “th”; “e” as the first letter, decreasing in order as follows: “er,ed,es,en,ea”; and “e” as
the second letter: “he,re.” The digram “he” is also quite common. This permits the identification of
the letter “h,” and then the letter “t.” The next step is to distinguish the vowels from the consonants.
With the exception of the diagrams “ea,io,” two vowels rarely follow one another. This allows one
to identify the letter “n,” since 4 out of 5 letters following “n” are vowels. Using similar properties of
other digrams and trigrams, the full key is found. If mistakes are made, they are easily spotted, and
one can recover using backtracking.

9.2.3 Ideal Ciphers and Known-Plaintext Attack

Redundancy in a language permits breaking a substitution cipher; however, one may question the
security of a text if it is compressed first. Shannon proved that if all redundancy is removed by the
source coder, a cryptanalyst using a ciphertext-only attack cannot find a unique plaintext solution.
In fact, there are 26 meaningful plaintexts! Shannon called such systems ideal. However, one cannot
conclude that such a system is secure. Indeed, if a cryptanalyst knows just one (not too short) plaintext
and its corresponding ciphertext, finding the key and breaking all future ciphertexts encrypted with
the same key is a straightforward procedure. Such an attack is known as a known-plaintext attack.
Other types of attacks are the chosen text attacks, which comprise chosen-plaintext and chosen-

ciphertext attacks. In a chosen-plaintext attack, the cryptanalyst succeeds in having a plaintext of his
choice being encrypted. In a chosen-ciphertext attack, it is a ciphertext of his choice that is decrypted.
The cryptanalyst can, in this context, break the simple substitution cipher by having the string of all
the different symbols in the alphabet encrypted or decrypted. Chosen-plaintext attacks in which the
text is not excessively long are quite realistic in a commercial environment [12]. Indeed, company A
could send a (encrypted) message about a potential collaboration to a local branch of company B.
This company, after having decrypted the message, will most likely forward it to its headquarters,
encrypting it with a key that the cryptanalyst in company A wants to break. In order to break it,
it is sufficient to eavesdrop on the corresponding ciphertext. Note that a chosen-ciphertext attack
is a little harder. It requires access to the output of the decryption device, for example, when the
corresponding, and likely unreadable, text is discarded.
Although ideal ciphers are a nice information theoretical concept, their applicability is limited

in an industrial context where standard letters, facilitating a known-plaintext attack, are often sent.
Information theory is unable to deal with known-plaintext attack. Indeed, finding out whether a
known-plaintext is difficult or not is a computational complexity issue. A similar note applies to
the unicity distance. Many modern ciphers, such as Advanced Encryption Standards (AES) (see
Section 9.5.3), have unicity distances shorter than that of the substitution cipher, but no method
is known to break them in a very efficient way. Therefore, we will not discuss in further detail the
results of ideal ciphers and unicity distance.
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9.2.4 Other Historical Ciphers

Before finishing the discussion on historic cryptosystems, we will briefly mention the transposition
cipher and the polyalphabetic cipherswith repeating keywords. In a transposition cipher, also known
as a permutation cipher, the text is split into blocks of equal length, and the order of the letters in
each block is mixed according to the key. Note that in a transposition cipher, the frequency of
individual letters is not affected by encrypting the data, but the frequency of digrams is. It can be
cryptanalyzed by trying to restore the distribution of digrams and trigrams. In most polyalphabetic
ciphers, known as periodic substitution ciphers, the plaintext is also split into blocks of equal length,
called the period d. One uses d substitution ciphers by encrypting the ith symbol (1 ≤ i ≤ d) in a
block using the ith substitution cipher. The cryptanalysis is similar to the simple substitution cipher
once the period d has been found. The Kasiski [20] method analyzes repetition in the ciphertext to
find the exact period. Friedman [16] index of coincidence to find the period is beyond the scope
of this introduction. Other types of polyalphabetic ciphers are running key ciphers, the Vernam’s
one-time pad (see Section 9.4), and rotor machines, such as Enigma.
Many modern cryptosystems are polygram substitution ciphers, which are a substitutions of

many symbols at once. To make them practical, only a subset of keys is used. For example, DES
(see Section 9.5.1) used in Electronic Code Book mode substitutes 64 bits at a time using a 56 bit
key instead of a log2(2

64!) bit key (which is longer than 264 bits) if any polygram substitution is
allowed. Substitution and transposition ciphers are examples of block ciphers, in which the plaintext
and ciphertext are divided into strings of equal length, called blocks, and each block is encrypted
one-at-a-time.

9.3 Definitions

As mentioned in Section 9.1, modern cryptography covers more than simply the protection of
privacy, but to give all these definitions is beyond the scope of this chapter. We will focus on privacy
and authenticity.

9.3.1 Privacy

DEFINITION 9.1 A cryptosystem used to protect privacy, also called an encryption scheme or
system, consists of an encryption algorithm E and a decryption algorithm D. The input to E is a
plaintext message m ∈ M and a key k in the key space K. The algorithm might use randomness
r ∈ R as an extra input. The output of the encryption is called the ciphertext c ∈ C and c = Ek(m) =
fE(k,m, r).
The decryption algorithm (which may use randomness) has input a key k′ ∈ K ′ and a ciphertext

c ∈ C and outputs the plaintext m, so, m = Dk′(Ek(m)). To guarantee unique decryption, the
following must be satisfied:

for all k ∈ K, for allm, for allm′ �= m, for all r and r′ : fE(k,m, r) �= fE(k,m′, r′).
9.3.1.1 Security

Clearly, in order to prevent any unauthorized person from decrypting the ciphertext, the decryption
key k′ must be secret. Indeed, revealing parts of it may help the cryptanalyst.
The types of attacks that a cryptanalyst can use have been informally described in Section 9.2. The

most powerful attack is the adaptive chosen text attack in which the cryptanalyst employs several
chosen texts. In each run, the cryptanalyst observes the output and adapts the next chosen text based
on the previous ones and the output of previous attacks.
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An encryption scheme is secure if, given public parameters and old plaintext-ciphertext pairs
obtained using known-plaintexts and/or chosen text attacks, the possible new ciphertexts for mes-
sagesm0 andm1 are indistinguishable. A sufficient condition is that they are indistinguishable from a
random string of the same length uniformly chosen.We will discuss this further in the Sections 9.3.3
and 9.4.2.

9.3.2 Authenticity

While the terminology is rather standard for cryptosystem’s protecting privacy, that for authenticity
is not. Research and a better understanding of the topic have made it clear that using concepts as
encryption and decryption makes no sense. This was done in the early stages when the concept was
introduced.

DEFINITION 9.2 A cryptosystem used to protect authenticity, also called an authentication
scheme or system, consists of an authenticator generation algorithm G and a verification algorithm
V . The input to G is a message m ∈ M and a key k′ in the key space K ′. The algorithm might use
randomness r ∈ R as an extra input. The output of the generation algorithm is the authenticated
message (m, a)wherem is themessage, and a is the authenticator. In otherwords, (m, a) = Gk′(m) =
(m, fG(k′,m, r)).
The inputs of the verification algorithm V (which may use randomness) are a key k ∈ K and a

string (m′, a′). Themessage is accepted as authentic ifV(m′, a′, k) returnsACCEPT, else it is rejected.
To guarantee that authentic messages are accepted, one needs that Vk(Gk′(m)) is (almost always)
ACCEPT.

9.3.2.1 Security

It is clear that to prevent any unauthorized person from authenticating fraudulent messages, the key
k′ must be secret. Indeed, revealing parts of it may help the cryptanalyst.
The types of attacks that a cryptanalyst can use are similar to those that have been informally

described in Section 9.2. The goal of the cryptanalyst has changed. It is to construct a new, not
yet authenticated, message. The most powerful attack is the adaptive chosen text attack, in which
the cryptanalyst employs several chosen messages which are given as input to G. The cryptanalyst
observes the output of G in order to adapt the next chosen message based on previous ones and the
output of previous attacks.
Anauthentication scheme is secure if, givenpublicparameters andoldmessage-authenticatorpairs

obtained using knownmessage and/or chosen message attacks, the probability that any cryptanalyst
can construct a a new pair (m′, a′) in which the verification algorithm V will accept as authentic is
negligible. Chapter 12 discusses this in more details.

9.3.3 Levels of Security

Modern cryptography uses different models to define security. One distinguishes between: heuristic
security, as secure as, proven secure, quantum secure, and unconditionally secure.
A cryptographic system or protocol is heuristically secure as long as no attack has been found.

Many practical cryptosystems fall within this category.
One says that a cryptosystem or protocol is as secure as another if it can be proven that a new

attack against one implies a new attack against the other and vice versa. A much stronger statement
is that a system is proven secure.
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To speak about proven security, one must first formally model what security is, which is not
always obvious. A system or protocol is said to be proven secure relative to an assumption if one can
prove that if the assumption is true, this implies that the formal security definition is satisfied for
that system or protocol.
In all aforementioned cryptosystems, one usually assumes that the opponent, for example, the

eavesdropper, has a bounded computer power. In the modern theoretical computer science model,
this is usually expressed as having the running time of the opponent be bounded above by a
polynomial in function of the security parameter,which often is the length of the secret key. Infeasible
corresponds with a minimum running time bounded below by a superpolynomial in the length of
the security parameter. Note that there is no need to use a polynomial versus superpolynomial
model. Indeed, having a huge constant as a lower bound for a cryptanalytic effort would be perfectly
satisfactory. For example, according to quantum physics, time is discrete. A huge constant could be
the estimated number of time units which have elapsed since the (alleged) big bang.
Acryptosystemisunconditionally securewhen thecomputerpowerof theopponent isunbounded,

and it satisfies a formal definition of security. Although these systems are not based onmathematical
or computational assumptions, usually these systems can only exist in the real world when true
randomness can be extracted from the universe. In Section 9.4, we will discuss an unconditionally
secure encryption scheme.
A special class of cryptosystems assumes the correctness of the laws of quantum physics. These

cryptosystems are known as quantum cryptography [1].

9.3.4 Conventional Cryptography versus Public Key

We will now discuss whether k must remain secret and analyze the relationship between k′ and k.
If it is easy to compute k′ from k, it is obvious that k must also remain secret. The key is unique
to a sender-receiver pair. In this case, the cryptosystem is called a conventional or symmetric
cryptosystem.
If, on the other hand, given k it is hard to compute k′ and hard to compute a k′′, which allows

partial cryptanalysis, then the key k can be made public. The system, the concept of which was
invented by Diffie and Hellman and independently by Merkle, is called a public key or asymmetric
cryptosystem. This means that for privacy protection each receiver Rwill publish a personal kR, and
for authentication, the sender Smakes kS public. In the latter case, the obtained authenticator is called
a digital signature, since anyone who knows the correct public key kS can verify the correctness.
The scheme is then called a signature scheme. Note that recently some have unified the formal
definitions for authentication and digital signature using the terminology of “digital signature,”
which is unfortunately a poor choice of wording.
The public key k is considered a given input in the discussion on the security of encryption and

authentication schemes (see Sections 9.3.1 and 9.3.2).
Itwas stated in the literature that digital signature schemeshave theproperty that the sender cannot

denyhaving sent themessage.However, the sender can claim that the secret keywas physically stolen.
This would allow him to deny even having sent a message [29]. Such situations must be dealt with
by an authority. Protocols have been presented in which the message is being deposited to a notary
public or arbiter [25]. Schemes have been developed in which the arbiter does not need to know
the message that was authenticated [9,10]. Another solution is digital timestamping [18] based on
cryptography (the signer needs to alert an authority that his public key must have been stolen).
The original description of public key systems did not explain the importance of the authenticity

of the public key [27]. Indeed, if it is not authentic, the one who created the fake public key can
decrypt messages intended for the legitimate receiver, or can sign claiming to be the sender. So, the
security is then lost. In practice, this problem is solved by using a certificate which is itself a digital
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signature(s) of the public key. It is provided by a known trusted entity(ies) who guarantee(s) that
the public key of S is kS.
We will now explain the need to use randomness in public key encryption systems. If no random

input is used, the public key system is vulnerable to a partially known-plaintext attack. In particular,
if the sender S, for example, a supervisor, uses a standard letter to send almost the same message
to different receivers, for example, to inform them about their salary increase, the system does not
guarantee privacy. Indeed, any of the receivers of these letters can exhaustively fill in the nonstandard
part and encrypt the resulting letter using the public key of the receiver until the obtained ciphertext
corresponds with the eavesdropped one! So, if no redundancy is used, the eavesdropper can always
verify whether a particular message has been encrypted. It is easy to see that if no randomness is
used, the resulting ciphertext will have a probability distribution which is 0 for all values, except
for the deterministic encryption of the plaintext. Although these attacks are well known, very few
practical public key systems take precautions against them. Goldwasser–Micali [17] called schemes
avoiding this weakness as probabilistic encryption schemes and presented a first solution (see
Section 10.7). It is secure against known-plaintext attack under a computational number theoretic
assumption.

9.3.5 Practical Concerns

To be practical, the encryption, decryption, authentication, and verification algorithms must be
efficient. In the modern theoretical computer science model, this is usually expressed as having a
running time bounded by a polynomial in function of the length of the key and by stating that the
length of the message is bounded by a polynomial in function of the length of the key.
It is clear that to be usefulM = {0, 1}∗ (or have a polynomial length). However, this is often not

the case. Amode or protocol is then needed to specify how the encryption and decryption algorithms
(or the authentication and verification algorithms) are used on a longer text. For an example, see
Section 9.5.4.

9.4 The One-Time Pad

The one-time pad (a conventional cryptosystem) and Shannon’s analysis of its security are the most
important discoveries in modern cryptography. We will first discuss the scheme, then give a formal
definition of the security, prove it to be secure, and briefly discuss some of the applications of the
one-time pad.

9.4.1 The Scheme

In Vernam’s one-time pad, the key is (at least) as long as the message. Let the message be a string of
symbols belonging to the alphabet (a finite set) S, for example, {0, 1}, on which a binary operation
“∗” is defined, for example, the exor (exclusive-or). We assume that S(∗) forms a group.
Before encrypting the message, the sender and receiver have obtained a secret key, a string, of

which the symbols have been chosen uniformly random in the set S and independent. Letmi, ki, and
ci be the ith symbols of, respectively, themessage, the key, and the ciphertext, each belonging to S. The
encryption algorithm produces ci = mi ∗ ki in S. To decrypt, the receiver computes mi = ci ∗ k−1i .
The key is used only once. This implies that if a new message needs to be encrypted, a new key is
chosen, which explains the terminology: one-time pad.
It is trivial to verify that this is an encryption scheme. In the case S(∗) = Z2(+) = {0, 1}(+), the

integers modulo 2, the encryption algorithm, and the decryption algorithm are identical, and the
operation corresponds with an exor (exclusive or). We will now define what privacy means.
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9.4.2 Security

DEFINITION 9.3 Shannon defined an encryption system to be perfect when, for a cryptanalyst
not knowing the secret key, the messagem is independent of the ciphertext c, formally:

prob(m = m | c = Ek(m)) = prob(m = m). (9.1)

THEOREM 9.4 The one-time pad is perfect.

PROOF 9.4 Let the length of the message be l (expressed as the number of symbols). Then the
message, key, and ciphertext belong to Sl = S × S × · · · × S. Since Sl is a group, it is sufficient to
discuss the proof for the case l = 1. Let c = Ek(m) = m ∗ k in S. Now, if k′ = m−1 ∗ c = k, then
prob(c = c | m = m, k = k′) = 1, else it is 0. Using this fact we obtain:

prob(m = m, c = c)=
∑
k′∈S

prob(c = c | m = m, k = k′) · prob(m = m, k = k′)
= prob(m = m, k = k)
= prob(m = m) · prob(k = k) (k is independent ofm)

= prob(m = m) · 1
|S| (k is uniform)

Also, if c = m′ ∗ k′, then prob(c = Ek(m) | m = m′, k = k′) = 1, else it is 0. This gives:

prob(c = c)=
∑
k′,m′

prob(c = c | m = m′, k = k′) · prob(m = m′, k = k′)

=
∑
k′ ,m′

c=m′∗k′
prob(m = m′, k = k′)

=
∑
m′

prob(m = m′) · prob(k = (m′)−1 ∗ c) (k is independent ofm)

= 1
|S| ·

∑
m′∈S

prob(m = m′) (k is uniform)

= 1
|S| ,

implying that prob(m = m, c = c) = prob(m = m) · prob(c = c). �

COROLLARY 9.5 In the one-time pad, the ciphertext has a uniform distribution.

This corollary corresponds with the more modern view on the definition of privacy. Note that it
is easy to make variants of the one-time pad that are also perfect.
Shannon proved that the length of the key must be at least, what he called, the entropy (see

Chapter 12) of the message. More recent work has demonstrated that the length of the key must be
at least the length of the message [2,22].

9.4.3 Its Use

The use of the one-time pad to protect private communication is rather limited since a new secret
key is needed for each message. However, many zero-knowledge interactive proofs use the principle
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that the product in a group of a uniformly chosen element with any element of the group, whatever
distribution, gives a uniform element.
Also, the idea of stream cipher, in which the truly random tape is replaced by a pseudo-random

tape finds its origin in the one-time pad.

9.5 Block Ciphers

As already observed in Section 9.2.4, many modern encryption schemes, in particular conventional
encryption schemes, are (based on) polygram substitution ciphers. To obtain a practical scheme,
the number of possible keys needs to be reduced from the maximum possible ones. To solve this
problem, Shannon proposed the use of mixing transformation, in which the plaintext is iteratively
transformed using substitution and transposition ciphers. Feistel adapted this idea. The outdated
DES is a typical example of a Feistel scheme, which we describe in Section 9.5.1. The more modern
scheme, called the AES, is given in Section 9.5.3. The official modes used for AES are discussed in
Section 9.5.4.

9.5.1 The DES Algorithm

The messages belong to {0, 1}64 and the key has 56 bits. To encrypt a message longer than 64 bits, a
mode is used (see Section 9.5.4). Since the algorithm is outdated, we only discuss it briefly. A more
complete description can be found in [8,33].
First, the detailed design criteria of the DES algorithm are classified, while the algorithm itself is

public.TheDESalgorithm[33], asdescribedbyNBS(nowcalledNIST), consists of three fundamental
parts:

• The enciphering computation which follows a typical Feistel approach
• The calculation of f (R,K)

• The key schedule calculation

The Feistel part is described in Figure 9.1 and briefly described below.
In the enciphering computation, the input is first permuted by a fixed permutation IP from 64

bits into 64 bits. The result is split up into 32 left bits and 32 right bits, respectively. In Figure 9.1, this
corresponds to L and R. Then a bitwise modulo 2 sum of the left part Li and of f (Ri,Ki) is carried
out. After this transformation, the left and right 32 bit blocks are interchanged. From Figure 9.1,
one can observe that the encryption operation continues iteratively for 16 steps or rounds. In the
last round, no interchange of the finally obtained left and right parts is performed. The output is
obtained by applying the inverse of the initial permutation IP to the result of the 16th round.
Owing to the symmetry, the decryption algorithm is identical to the encryption operation, except

that one uses K16 as first subkey, K15 as second, etc.

9.5.2 Variants of DES

Since the introduction of the DES, several variants were proposed. The popularity of these variants
is different from country to country. Some examples are FEAL, IDEA, and GOST. The security of
these schemes varies. Note that DES is no longer secure due to fast exhaustive key search machines
[15]. To avoid this weakness, double and triple encryption are used. Both use a 112 bit key. Double
encryption DES is obtained by running DESk1 ◦DESk2 . Triple encryption uses DES as encryption
and as decryption, denoted as DES−1 giving: DESk1 ◦DES−1k2 ◦DESk1 . However, the block length of
the double and triple variants is too short for high security. So, AES is preferred.
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FIGURE 9.1 DES block diagram of the enciphering computation.

9.5.3 AES

TheAES is a new encryption standard sinceNovember 2001. In contrast with the development of the
DES, the development process of AES was open. AES was proposed by researchers from academia.
AES is a block cipher. The size of a plaintext/ciphertext block is 128 bits (the original scheme,

called Rijndael allowed for larger block sizes, but these are not part of the standard). The key can
have 128, 192, or 256 bits.
Figure 9.2 is a schematic representation of a typical round in the AES finalist. Depending on the

key size block, the number of rounds varies, that is, 10, 12, or 14 rounds. The first and last round
differ slightly from the other rounds.
A typical round in AES consists of:

Byte sub, which are fixed byte substitutions. In contrast with DES, only one S-box is used.
It is a substitution, which was not the case in DES. The substitution is nonlinear. It
consists of an inverse operation in a finite field GF(28), followed by an affine (invertible)
transformation over GF(2).

Shift row, a permutation of the bytes.
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Byte sub

Shift row

Mix column

Add round key

S S S S S S S S S S S S S S S S

FIGURE 9.2 A typical one round of the AES finalist, as explained at the 23rd National Information Systems
Security Conference. (From Daemen, J. and Rijmen, V., Rijndael, Presentation given at the 23rd National Informa-
tion Systems Security Conference, October 16–19, 2000, http://csrc.nist.gov/encryption/aes/rijndael/misc/nissc2.pdf.
With permission.)

Mix column, which are fixed linear combinations. Each linear combination over GF(28) acts
on 4 bytes and outputs 4 bytes.

Add round key, which performs an exor with the round key. The round key is obtained from
the initial key by the key scheduling. The key scheduling uses linear combinations and
the Byte Sub operation.

9.5.4 The Modes

Some of the modes that were used with the DES are outdated and have been replaced by newmodes
and/or updated modes. NIST recommends five confidentiality modes, one authentication mode, an
authenticated encryption mode, and finally a high-throughput authenticated encryption mode. The
AES Key Wrap mode is under preparation. Nonstandard modes have been developed and are, for
example, used in Kerberos [3,21]. It is beyond the scope of this chapter to give all the details and
properties for these modes; the reader can find them in several publications [7,13,14,26].
The five confidentiality modes are briefly surveyed. How these work for decryption is left as an

exercise. When we refer to the Triple DES/AES encryption algorithm, we silently assume that each
time a key is given as input.
The ECB mode, in encryption, works similarly to a substitution cipher. The plaintext is divided

into full size blocks,mi (64 bits for DES, Triple DES and 128 bits for AES). The ith input to DES/AES
is the plaintext block mi. The output corresponds to the ciphertext block ci. This mode is not
recommended. As we discussed in Section 9.2, most texts contain redundancy. If the same key is
used for too long a time, most parts of the plaintext can be recovered.
In the CBC mode in encryption, the ciphertext block ci is the 64/128 bit output of the DES/AES

encryption algorithm. The input to the DES/AES is the bitwise modulo 2 sum (EXOR) of the 64/128
bit plaintextmi and of the previous 64/128 bit ciphertext ci−1. The initial vector used, IV, should be
unpredictable.
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In the CFB and OFB mode, the ciphertext block ci and the plaintext block mi are n bits, where
1 ≤ n ≤ 64/128. In both modes, the ciphertext block ci = mi ⊕ Selectn(DESk(di)), where di is the
input to DES (similarly for AES), ⊕ is the bitwise modulo 2 sum, and Selectn selects the n most
significant bits.
The input di to the DES/AES in the CFB encryption mode is constructed from the (64 − n) (or

128 − n) least significant bits of di−1 (the previous input), shifted to the left by n positions, and
concatenated with ci−1, the n bits of the ciphertext. The initial vector should be unpredictable.
In the OFB mode in encryption, DES/AES is used as a stream cipher (see Section 9.4.3). The

output of DES/AES is used as a pseudo-random generator. The input di is the concatenation of the
(64 − n) (or (128 − n)) least significant bits of di−1 (the previous input), shifted to the left by n
positions, and the nmost significant bits of DESk(di−1) (similarly for AES). The initial vector must
be unique to each plaintext.
The counter mode (CTR mode) in encryption is similar to the OFB mode, in the sense that both

form stream ciphers. However, the input to the encryption algorithm is the output of a counter.

9.5.4.1 Authentication

While the CBC and CFB modes were originally considered for authentication with DES, for AES,
a new mode exists. The original CBC-MAC should not be used since it is weak. The current
recommendation is a variant of it, which was developed by academics. (Consult [14] for details.)

9.6 Research Issues and Summary

It is important to remark that cryptography does not solve all modern security problems. Cryptogra-
phy, although rarely stated explicitly, assumes the existence of secure and reliable hard or software.
Some research on secure distributed computation has allowed this assumption to be relaxed slightly.
Also, in the communication context, modern cryptography only addresses part of a bigger problem.
Spread spectrum techniques prevent jamming attacks, and reliable fault tolerant networks reduce
the impact of the destruction of communication equipment.
Finally, it should be pointed out that cryptography is not sufficient to protect data. For example,

it only eliminates the threat of eavesdropping while transmitted remotely. However, data can often
be gathered at the source or at the destination using, for example, physical methods. These include
theft (physical or virtual), the caption of electromagnetic radiation when data are displayed on a
normal screen, etc.
This chapter introduced elementary principles of modern cryptography, including the concepts

of conventional cryptosystems and public key systems, several different types of attacks, different
levels of security schemes can have, one-time pad, and AES as an example of a block cipher.

9.7 Further Information

Since the introduction of public key, the research on cryptography has boomed. Readers interested
in applied oriented cryptography should consult [23]. This book discusses block ciphers in great
length. Those who prefer a textbook can consult [32].
Themost known annual conferences on the topic of cryptography are Eurocrypt and Crypto, run-

ning since the early 1980s, of which the proceedings are published in Springer’s Lecture Notes
in Computer Science. Conferences and workshops running since the 1990s include Asiacrypt
(which absorbed Auscrypt), FSE, and Public Key Cryptography (PKC). Some conferences focus on
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computer security issues as well as cryptography, for example, the ACM Conference on Computer
and Communications Security. Several local and regional conferences are also organized, many
with proceedings published in Springer’s Lecture Notes in Computer Science, for example the IMA
Conference on Cryptography and Coding in Britain. Some results on the topic have appeared in less
specialized conferences such as FOCS, STOC, etc.
Articles on the topic appear in a wide variety of journals but unfortunately several years after the

results have been presented at conferences. The Journal of Cryptology is dedicated to research
on cryptography. Design, Codes and Cryptography is another journal. Some other specialized
journals have a different focus, for example, Cryptologia is primarily on historic aspects of
cryptography.

Defining Terms

Asymmetric cryptosystem:A cryptosystem in which given the key of one party (sender or receiver,
depending from context), it is computationally difficult or, when using information theory, impos-
sible to obtain the other parties secret key.
Block cipher:A family of cryptosystems inwhich the plaintext and ciphertext are divided into strings
of equal length, called blocks, and each block is encrypted one-at-a-time.
Ciphertext: The result of an encryption operation.
Cleartext: The unencrypted, usually readable text.
Conventional cryptosystem: A cryptosystem in which the keys of all parties must remain secret.
Cryptanalysis: The study of methods to break cryptosystems.
Cryptanalyst: A person who (wants to) breaks cryptosystems.
Decryption: The operation that tranforms ciphertext into plaintext using a key.
Digital signature:The digital equivalent of a handwritten signature. A digital signature of amessage
is strongly message dependent and is generated by the sender using his/her secret key and a suitable
public key cryptosystem.
Encrypt: The operation that tranforms plaintext into ciphertext.
Exhaustive search: A method to break a cryptosystem by trying all possible inputs, in particular all
possible keys.
Plaintext: A synonym for cleartext, that is, the unencrypted text.
Polygram substitution cipher: A substitution cipher of many symbols at once.
Probabilistic encryption scheme: A public key system in which randomness is used, such that two
encryptions of the same ciphertext give, very likely, different ciphertexts.
Public key:A key that is public, or a family of cryptosystems in which a key of one of the parties can
be made public.
Symmetric cryptosystem: A system in which it is easy to find one party’s key from the other
party’s key.
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10.1 Introduction

Several conventional encryption schemes were discussed in Chapter 9. The concept of public key
was introduced in Section 9.3.4. In this chapter, we will discuss some public key encryption systems
based onnumber theory. First, we give theminimal number theory and algebraic backgroundneeded
to understand these schemes from a mathematical viewpoint (see Section 10.2). Then, we present,
in Section 10.3, the most popular schemes based on number theory. We explain in Section 10.4
the computational number theory required to understand why these schemes run in (expected)
polynomial time. To avoid overburdening the reader with number theory, we will postpone the
number theory needed to understand the computational aspect until Section 10.4.We briefly discuss
security issues in Section 10.7.

10-1
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10.2 Minimal Background

10.2.1 Algebra

For the reader who is not familiar with elementary algebra, we review the definition of a semigroup,
monoid, group, etc.

DEFINITION 10.1 A setM with an operator “∗,” denoted asM(∗), is a semigroup if the following
conditions are satisfied:

1. the operation is closed inM, i.e., ∀a, b ∈ M : (a ∗ b) ∈ M,
2. the operation is associative inM, i.e., ∀a, b, c ∈ M : (a ∗ b) ∗ c = a ∗ (b ∗ c),

When additionally

3. the operation has an identity element inM, i.e., ∃e : ∀a ∈ M : a ∗ e = e ∗ a = a,
we callM(∗) a monoid. WhenM(∗) is a monoid, we call the cardinality ofM the order ofM.

When usingmultiplicative notation (∗), we will usually denote the identity element as 1 and when
using additive notation (+) as 0.

DEFINITION 10.2 In a monoidM(∗), the element a ∈ M has an inverse if an element denoted as
a−1 exists such that:

a ∗ a−1 = a−1 ∗ a = e,
where e is the identity element inM(∗). Two elements a, b ∈ M commute if a ∗ b = b ∗ a.

An element having an inverse is often called a unit. When working in a monoid, we define
a−n = (a−1)n and a0 = 1.

DEFINITION 10.3 Amonoid G(∗) is a group if each element in G has an inverse. It is an Abelian
group if, additionally, any two elements of G commute.

If H is a monoid (group) and H ⊆ G, where G is also a monoid (group), then H is called a
submonoid (subgroup).

DEFINITION 10.4 LetM(∗) be a monoid and a ∈ M. One defines

〈a〉 = {ak | k ∈ N}

where N are the natural numbers, i.e., {0, 1, . . .}. If 〈a〉 is a group, we call it a cyclic group and call
the order of 〈a〉 the order of a, or ord(a).

Note that inmodern cryptography, finite sets aremore important than infinite sets. In this respect,
the following result is interesting.

THEOREM10.1 Let M(∗) be finite monoid. If a ∈ M has an inverse inM(∗), then 〈a〉 is an Abelian
group. Also, ord(a) is the smallest positive integer m for which am = 1.
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PROOF Since the setM is finite, positive integers k1 and k2 must exist, where k1 < k2, such that
ak1 = ak2 . Now, since a is invertible, this means ak1−k2 = 1. This implies that 〈a〉 is an Abelian
group. So, then 〈a〉 = {ak | 0 ≤ k < ord(a)}. �

We will now define what a ring is. Unfortunately, there are two different definitions for it in the
literature, but we will use the one that is most relevant to modern cryptography.

DEFINITION 10.5 A set R with two operations + and ∗ and two distinct elements 0 and 1 is a
ring if:

1. R(+) is an Abelian group with identity element 0.
2. R(∗) is a monoid with identity element 1.
3. R is distributive, i.e., ∀a, b, c ∈ R :

a ∗ (b+ c) =(a ∗ b)+ (a ∗ c)
(a+ b) ∗ c =(a ∗ c)+ (b ∗ c)

A ring R is commutative if it is commutative for the multiplication. A ring R in which R0 = R \ {0}
is an Abelian group for the multiplication is called a field.

A subring is defined similarly as a subgroup.

10.2.2 Number Theory

10.2.2.1 Integers

We denote the set of integers as Z, and the positive integers as Z+, i.e., {1, 2, . . .}.

DEFINITION 10.6 If α is a real number, we call �α� the integer such that
�α� ≤ α < �α� + 1. (10.1)

THEOREM 10.2 ∀a ∈ Z ∀b ∈ Z+ ∃q, r ∈ Z : a = q · b+ r where 0 ≤ r < b.

PROOF From 10.1, it follows that

0 ≤ a
b
−

⌊a
b

⌋
< 1.

Since b > 0, this gives
0 ≤ a− b ·

⌊a
b

⌋
< b.

By taking q = �a/b� and r = a− b · �a/b�, we obtain the result. �

The reader has probably recognized q and r as the quotient and non-negative remainder of the
division of a by b. If the remainder is zero, then a is a multiple of b or b divides a, written as b | a.
We also say that b is a factor of a. If b is different from 1 and a, then b is a nontrivial factor or a
proper divisor of a.
One can categorize the positive integers based on the number of distinct positive divisors. The ele-

ment 1 has one positive divisor. Primes have exactly two, and the other elements, called composites,
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have more than two. In cryptography, a prime number is usually denoted as p or q. Theorem 10.3 is
easy to prove using induction and the following lemma.

LEMMA 10.1 When n is composite, the least positive nontrivial factor of n is a prime.

PROOF Let a, b, c ∈ Z+. It is easy to prove that if b | a and c | b, then c | a. Also, if b is a nontrivial
factor of a, then 1 < b < a. Using contradiction, this implies the lemma. �

THEOREM 10.3 If n ≥ 2, then n is the product of primes.

10.2.2.2 Greatest Common Divisor

Using a definition other than the standard one and proving these to be equivalent will allow us to
introduce several important results. First, we will define what an integral modulus is.

DEFINITION 10.7 A modulus is a subset of the integers which is closed under addition and
subtraction. A modulus that contains only 0 is called the zero modulus.

THEOREM 10.4 For each non-zero modulus, a positive integer d exists such that all the elements of
the modulus are multiplies of d.

PROOF If such an element exists, it must clearly be the least positive integer. We will now prove
its existence by contradiction. Suppose that a is not a multiple of d, then, using Theorem 10.2, we
have a = qd+ r, where q and r are integers such that 1 ≤ r < d. Clearly, r is then an element of the
modulus and is smaller than d. We obtain a contradiction. �

It is obvious that if a and b are integers, then am + bn, where m and n are any integers, forms a
modulus. (For those familiar with ring theory, it implies that this modulus is an ideal.) We are now
ready to define the greatest common divisor.

DEFINITION 10.8 When a and b are integers and are not zero, then the least positive integer d
in the modulus am+ bn is the greatest common divisor of a and b, denoted as gcd(a, b) or (a, b). If
(a, b) = 1, a and b are called co-prime.

COROLLARY 10.1 Theorem 10.4 implies:

∃x, y ∈ Z : ax+ by = gcd(a, b) (10.2)

∀x, y ∈ Z : gcd(a, b) | ax+ by (10.3)

If c | a and c | b, then c | gcd(a, b). (10.4)

PROOF 10.2 and 10.3 follow from Theorem 10.4 and 10.2 implies 10.4. �

Due to 10.4, the definition of the greatest common divisor is equivalent to the traditional one.
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10.2.2.3 Congruences

In Section 9.2.1, we defined what it means for two numbers to be equivalent modulo n. It is easy to
see that this satisfies the definition of equivalence relation. The corresponding equivalence classes
are called residue classes. When a is an integer, we let â = {b | b ≡ a mod n}. When we work
modulo n, we call Zn = {̂0, 1̂, . . . , n̂− 1} the set of all residue classes. Other notations for Zn, which
we do not explain, are Z/(n) and Z/nZ. The following theorem is trivial to prove.

THEOREM 10.5 If a ≡ b (mod n) and c ≡ d (mod n), then a + c ≡ b + d (mod n) and
a ∗ c ≡ b ∗ d (mod n).

Due to this theorem, we can say that if a ≡ b mod n, that a and b are congruent modulo n. Now
let A and B be two residue classes, and we define A+ B = {a+ b | a ∈ A and b ∈ B} and similarly
A ∗ B. Theorem 10.5 tells us that A+ B and A ∗ B are residue classes. This implies:

COROLLARY 10.2 Zm is a commutative ring.

PROOF Given that Z is a commutative ring, this follows easily from Theorem 10.5. �

If one selects one representative out of each residue class, we call the resulting set of integers a
complete residue system. It is easy to see that {0, 1, . . . ,m− 1} is a complete residue system. Adding
(multiplying) two integers a and b in this complete residue system is easy by adding (multiplying)
them as integers and taking the non-negative remainder after division bym. If c is the result, we write
c = a+b mod n (c = a∗b mod n), as was done in Section 9.2.1. Using this addition (multiplication),
one can view the ring Zn as corresponding to the set {0, 1, . . . , n − 1}. We do not discuss this
formally.

THEOREM 10.6 Let n ≥ 2. The element a ∈ Zn has an inverse modulo n if and only if
gcd(a, n) = 1.

PROOF If gcd(a, n) = 1, then 10.2 implies that integers x and y exist such that xa + yn = 1, or
xa = 1 mod n. So x ≡ a−1.
Now if an inverse a−1 ∈ Zn exists, then a · a−1 ≡ 1 mod n. Using the definition of congruence,

this means that n | (a · a−1 − 1) or that a · a−1 − 1 = yn, where y is an integer. From 10.3, this
implies that gcd(a, n) | 1. �

COROLLARY 10.3 Z∗n , the set of elements in Zn relatively prime to n is an Abelian group for the
multiplication.

COROLLARY 10.4 When p is a prime, Zp is a finite field.

COROLLARY 10.5 If gcd(a, n) = 1, then the equation ax ≡ b mod n has exactly one solution
modulo n.

PROOF Assume that we had different solutions modulo n. Let us say x1 and x2. Then ax1 ≡
ax2 mod n, and since a has an inverse, we obtain that x1 ≡ x2 mod n. This is a contradiction. �
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10.2.2.4 Euler–Fermat’s Theorem

The Euler–Fermat theorem is probably the most important theorem for understanding the RSA
cryptosystem (see Section 10.3.2). We first give the following definition.

DEFINITION 10.9 The order of Z∗n is denoted as φ(n). The function φ is called the Euler-totient
function, or Euler function. If one selects one representative out of each residue class co-prime to n,
we call the resulting set of integers a reduced residue system.

LEMMA 10.2 If {a1, a2, . . . , aφ(n)} is a reduced residue system, and gcd(k, n) = 1, then {ka1, ka2,
. . . , kaφ(n)} is a reduced residue system.

PROOF First, gcd(kai, n) = 1. Second, if i �= j, then kai �≡ kaj mod n, by contradiction. �

This lemma implies the Euler–Fermat theorem.

THEOREM 10.7 ∀b ∈ Z∗n : bφ(n) ≡ 1 mod n

PROOF Let {a1, a2, . . . , aφ(n)} be a reduced residue system. Lemma 10.2 implies that

φ(n)∏
h=1

(bah) ≡
φ(n)∏
h=1

ah mod n. (10.5)

Since gcd(ah, n) = 1, a−1h exists, so:

φ(n)∏
h=1

(
a−1h ahb

) ≡ φ(n)∏
h=1

a−1h ah mod n, implying

bφ(n) ≡ 1 mod n

�

COROLLARY 10.6 Ifm ∈ Z∗n , thenmφ(n)+a ≡ ma mod n.

It is easy to see that when p is a prime, φ(p) = p − 1. The next corollary is known as Fermat’s
little theorem.

COROLLARY 10.7 Let p be a prime. ∀b ∈ Zp : bp ≡ b mod p

10.3 Encryption Schemes

We will explain some encryption schemes from a mathematical viewpoint without addressing the
algorithms needed. These are explained in Section 10.4.
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10.3.1 Discrete Log

Given an element b ∈ 〈a〉, a cyclic group, we know that a k exists such that b = ak in this cyclic
group. This k is called the discrete logarithm of b in the base a and often denoted as k = loga(b). To
have any value to cryptography, it must be hard to find this k. So, a proper group needs to be chosen,
which we discuss later.
One of the first schemes that was based on discrete logarithm is a key distribution scheme. Here,

we discuss the ElGamal encryption scheme [16].

10.3.1.1 Generating a Public Key

We assume that a finite group 〈g〉(·) has been chosen of a large enough order, and that q, a multiple
of the order of the ord(g), is given (it is sufficient that not too large an upperbound on q is known).
Note that q is not necessarily a prime. For simplicity, we assume that q is public. This information
could be part of a person’s public key. We also assume that the group operation (·) and the inverse
of an element can be computed in (expected) polynomial time.
WhenAlice wants to generate her public key, she chooses a uniform random a ∈ Zq and computes

yA = ga in this group and makes yA public.

10.3.1.2 ElGamal Encryption

To encrypt a messagem ∈ 〈g〉 (otherwise a hybrid scheme is used, see Section 10.7), the sender finds
the public key yA of the receiver. The sender chooses∗ a uniformly random k ∈ Zq and sends as
ciphertext c = (c1, c2) = (gk,m · ykA) computed in 〈g〉.

10.3.1.3 ElGamal Decryption

To decrypt the ciphertext, the legitimate receiver knowing the secret key a computesm′ = c2 ·(ca1)−1.
It is easy to verify thatm′ = m · (ga)k · (gk)−a = m.

10.3.1.4 Suitable Group

As we already mentioned, to have any cryptographic value, the discrete logarithm must be hard.
Unfortunately, there is no proof that the discrete logarithm is a hard problem. One can only state
that so far no one has found an algorithm running in polynomial time for the general problem. For
some groups, the problem is a little easier than in the general case. For some, the discrete logarithm
is even easy. Indeed, for example, for the cyclic group Zn(+), the discrete logarithm corresponds
with finding x such that ax = b mod n, which is easy as we will discuss in Sections 10.4.3 and 10.5.3.
Groups that areused inpractice are themultiplicative groupof afinite field (see also Section10.5.9),

or a subgroup of it and elliptic curve groups.

10.3.2 RSA

RSA, which is a heuristic cryptosystem, is an acronym for the inventors of the scheme, Rivest et al.
[35]. It is basically an application of the Euler–Fermat theorem.

∗ It is possible that q is secret. For example, when the group 〈g〉 was selected by the one who constructed the public key.
We then assume that a not too large upperbound on q is public and is used instead of q.
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10.3.2.1 Generating a Public Key

To select her public key, Alice chooses two random primes p and q, large enough, and multiplies
these to obtain n = p · q. She chooses a random element e ∈ Z∗φ(n) uniformly and computes
d = e−1 mod φ(n). She publishes (n, e) as public key and keeps d as a secret key. Note that p, q and
φ(n) need to remain secret.

10.3.2.2 Encryption

To encrypt a message, the sender finds the public key of the receiver, which we call (n, e). When
m ∈ Zn (otherwise a hybrid scheme is used, see Section 10.7), the resulting ciphertext c = me mod n.
10.3.2.3 Decryption

To decrypt a ciphertext c ∈ Zn, the legitimate receiver, let us say Alice, knowing her secret key d
computesm′ = cd mod n.
We will now explain why the decryption works for the casem ∈ Z∗n . This can easily be generalized

for allm ∈ Zn, using theChineseRemainder theorem (seeTheorem10.22). Since e·d = 1 mod φ(n),
we have e ·d = 1+kφ(n) for some integer k. So, due to Euler–Fermat’s theorem (see Corollary 10.6),
whenm ∈ Z∗n , we have that cd = med = mk·φ(n)+1 = m mod n. Som′ = m.
10.3.2.4 Notes

RSA is also very popular as a signature scheme (see Chapter 12).
To speed up encryption, it has been suggested to choose e = 3, or a small e, or an e such thatw(e),

the Hamming∗ weight of e, is small. Several attacks have been presented against such solutions. To
avoid these, it seems best to choose e as described.
Whenm is chosen as a uniformly random element in Zn, and p and q are large enough, no attack

is known for findingm. It has been argued, without proof, (see Section 10.5.2 for more details) that
this is as hard as factoring n.

10.4 Computational Number Theory: Part 1

When describing the RSA and the ElGamal public key systems, we silently assume many efficient
algorithms. Indeed for the ElGamal system, we need efficient algorithms to

• Select an element of large enough order (when choosing the public key),
• Select a uniformly random element in Zq (when generating a public key and when
encrypting),

• Raise an element in a group to a power (when constructing the public key, when encrypt-
ing and decrypting),

• Multiply two elements in the group (when encrypting and decrypting),
• Compute an inverse, for example in Z∗p (when decrypting), and
• Guarantee thatm ∈ 〈g〉 (when encrypting).

For RSA we need algorithms to

• Select a random prime (when generating a public key),
• Multiply two large integers (when constructing a public key),

∗ The Hamming weight of a binary string is the number of ones in the string.
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• Compute φ(n), or a multiple of it (when constructing a public key),
• Randomly select an element in Z∗φ(n) (when constructing a public key),
• Compute an inverse (when constructing a public key), and
• Raise an element in a group to a power (when encrypting and decrypting).

We now discuss the necessary algorithms. To avoid repetition, we will proceed in a different order
than listed above. If necessary, we will discuss on more number theory before giving the algorithm.

10.4.1 Multiplication and Modulo Multiplication

Discussing fast integer multiplication andmodulo multiplication is a chapter in itself, and therefore,
beyond the scope of this chapter. Although algorithms based on FFT are order wise very fast, the
numbers used in modern cryptography are too small to compensate for the rather large constants
in FFT based algorithms.
The algorithms used are the trivial ones learned in elementary school. However, usually the base

is a power of 2, instead of 10.

10.4.2 Fast Exponentiation

Assume that we have a semigroup M(∗) in which an efficient algorithm exists for multiplying two
elements. Since squaring an element might be faster [24] than multiplying, we allow for a separate
algorithm square to square an element.

Input declaration: an element a ∈ M and b a positive integer.
Output declaration: ab inM(∗)
function fastexpo(a, b)
begin
case

b = 1 then fastexpo:= a
b > 1 and odd then fastexpo:= a∗fastexpo(a, b− 1)
b is even then fastexpo:= square(fastexpo(a,b/2))

end

The above function uses, at maximum, 2|b|multiplications, where |b| is the binary length of b.

10.4.3 Gcd and Modulo Inverses

Let a ≥ b ≥ 0. The algorithm to compute the greatest common divisor goes back to Euclid and is,
therefore, called theEuclidean algorithm. It is based on the observation that gcd(a, b) = gcd(a−b, b).
This trick can be repeated until 0 ≤ r = a − mb < b, which exists (see Theorem 10.2). This gives
the modern version of the Euclidean algorithm:

Input declaration: non-negative integers a, b where a ≥ b
Output declaration: gcd(a, b)

function gcd(a, b)
begin
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if b = 0 then gcd := a
else gcd := gcd(b, a mod b)

end

Note: We assume that a mod b returns the least non-negative remainder of a when divided by b.
When a = b = 0, the function returns 0.

THEOREM 10.8 The number of divisions required to compute the gcd(a, b) when 0 < b < a, is, at
maximum, 1+ �logR a�, where R = (1+√5)/2.

PROOF We denote r−1 = a, r0 = b, and ri the remainder obtained in the ith division. Note that
the gcd(a, b)will be such a remainder. We define n such that rn−1 = gcd(a, b), implying that rn = 0.
We call the ith quotient di. So, we have:

di =
⌊
ri−2
ri−1

⌋
(1 ≤ i ≤ n) (10.6)

ri−2 = di · ri−1 + ri (1 ≤ i ≤ n) (10.7)
rn−2 = dn · rn−1.

Note that ri < ri−1 (0 ≤ i ≤ n), rn−1 ≥ 1 = f2, and rn−2 ≥ 2 = f3, where fn is the nth Fibonacci
number. Using this and the fact that fn+1−i = fn−i + fn−i−1 and 10.7, it is easy to prove with inverse
induction, starting from i = n − 1, that ri ≥ fn+1−i. So, a ≥ fn+2 and b ≥ fn+1. Since rn−2 ≥ 2,
this implies the following. When the Euclidean algorithm takes exactly n divisions to compute
gcd(a, b), we have a ≥ fn+2 and b ≥ fn+1. So, if b′ < a′ < fn+2, then there are, at maximum,
n − 1 divisions when computing the greatest common divisor of a′ and b′ using the Euclidean
algorithm.
Now since R2 = R + 1, we have Rn−1 = Rn−2 + Rn−3. This implies, using induction, that

∀n ≥ 1 : Rn−2 ≤ fn ≤ Rn−1. So, if 0 < b′ < a′ and Rn−2 < a′ < Rn, there are, at maximum, n− 1
divisions. This corresponds to saying that if n− 2 < logR(a

′) < n, or n− 2 ≤ �logR(a′)� < n there
are, at maximum, n− 1 divisions.

An extended version of the Euclidean algorithm allows computing the inverse of b modulo a,
where 0 < b < a.

ALGORITHM 10.1
Input: positive integers a, b where a > b > 0
Output: g = gcd(a, b), x and y, integers such that ax+ by = gcd(a, b) and c = b−1 mod a if it exists
(otherwise c = 0)
begin
r−1 = a; r0 = b; x−1 := 1; y−1 := 0; x0 := 0; y0 := 1; i := 0;
while ri �= 0 do

begin
i := i+ 1;
d :=

⌊
ri−2
ri−1

⌋
;

ri := ri−2 − d ∗ ri−1;
xi := xi−2 − d ∗ xi−1;
yi := yi−2 − d ∗ yi−1;

end
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g := ri−1; x := xi−1; y := yi−1;
if g = 1 then

if i mod 2 = 1 then c := y
else c := y+ a

else c := 0;
end

Observe that only d, ri, ri−1, xi, xi−1, yi, and yi−1 are needed. So, a more careful implementation
allows saving memory.

LEMMA 10.3 For i ≥ −1, we have in Algorithm 10.1 that

axi + byi = ri. (10.8)

PROOF We use the definition of di in 10.6. It is easy to verify that 10.8 holds for i = −1 and
i = 0. For larger values, we use induction and assume that 10.8 has been proven for i− 1 and i− 2.
Observe that xi = xi−2 − dixi−1 and yi = yi−2 − diyi−1. So
axi+byi = a(xi−2−dixi−1)+b(yi−2−diyi−1) = (axi−2+byi−2)−di(axi−1+byi−1) = ri−2−diri−1
using the induction hypothesis. Since ri = ri−2 − di ∗ ri−1, we have proven the claim. �

THEOREM 10.9 In Algorithm 10.1, c = b−1 mod a if b−1 mod a exists and 0 ≤ c < a.

PROOF We assume that gcd(a, b) = 1. From the proof of Theorem 10.8 and Lemma 10.3,
we have for the x and y returned by Algorithm 10.1 that ax + by = gcd(a, b). This implies that
c ≡ b−1 mod a. So, we only need to prove that 0 ≤ c < a.
We let n be as in the proof of Theorem 10.8 and di be as in 10.6. We first claim that

(−1)iyi ≥ 0 (10.9)

when −1 ≤ i ≤ n. This is easy to verify for i = −1 and i = 0. We now assume that 10.9 is true for
i = k − 1 and i = k − 2. Since di > 0 when 0 < b < a and using the recursive definition of yi,
we have (−1)kyk = (−1)k(yk−2 − dkyk−1) = (−1)k−2yk−2 + (−1)k−1dkyk−1 ≥ 0 by the induction
hypothesis.
Due to 10.9, we have |yi| = |yi−2| + di ∗ |yi−1|. Since y0 = 1 and di ≥ 1, we have

|y1| ≥ |y0| and |yi| > |yi−1| for 2 ≤ i ≤ n, (10.10)

as is easy to verify using induction.
Finally, we claim that for all i (0 ≤ i ≤ n):

yi−1ri − yiri−1 = (−1)i+1a (10.11)

xi−1ri − xiri−1 = (−1)ib (10.12)

For i = 0, 10.11 is trivially satisfied. Assume that the equations are satisfied for i = k− 1. Noticing
that rk = rk−2 − dkrk−1 and yk = yk−2 − dkyk−1, we obtain for i = k that

yk−1rk − ykrk−1 = yk−1(rk−2 − dkrk−1)− (yk−2 − dkyk−1)rk−1
= yk−1rk−2 − yk−2rk−1
= −(yk−2rk−1 − yk−1rk−2),

which, using the induction hypothesis, proves 10.11. Similarly, one can prove 10.12.
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Since rn = 0 and rn−1 = gcd(a, b) = 1, 10.11 and 10.12 imply that yn = (−1)na and xn =
(−1)n+1b, respectively. So if n ≥ 2 then, using 10.10, |yn−1| < a and |yn−1| �= 0. If n = 1, then
by the definition x1 = x−1 − d1 ∗ x0 = 1 and by 10.12 x1 = b, so b = 1 and yn−1 = y0 = 1 < a.
Thus, 0 < |yn−1| < a. Using this and 10.9, we obtain that if n is odd c = yn−1 < a and c > 0, else
−a < yn−1 < 0, so 0 < c = a+ yn−1 < a. �

10.4.4 Random Selection

We assume that the user has a binary random generator which outputs a string of independent bits
with uniform distribution. Using this generator to output one bit is called a coin flip.
We will now describe how to select a natural number a with uniform distribution such that

0 ≤ a ≤ b, where 2k−1 ≤ b < 2k. One lets the generator output k bits. We view these bits as a binary
representation of an integer x. If x ≤ b, one outputs a = x, else one flips k new bits until x ≤ b. The
expected number of coin flips is bounded above by 2k.
The case one requires that b1 ≤ a ≤ b2 is easy to reduce to the previous one. Indeed, choose a′

uniformly such that 0 ≤ a′ ≤ (b2 − b1) and add b1 to the result.
Selecting an element in Z∗n can be done by selecting an integer a such that 0 ≤ a ≤ n − 1 and

by repeating the procedure until gcd(a, n) = 1. The expected number of coin flips is O(log log(n) ·
log(n)), which we do not prove.
Before we discuss how to select a prime, we will discuss more on number theory. This number

theory will also be useful to explain the first probabilistic encryption scheme (see Section 10.7.1).

10.5 More Algebra and Number Theory

10.5.1 Primes and Factorization

LEMMA 10.4 If p is a prime and p | a · b, then p divides a or b.

PROOF If p /| a, then gcd(a, p) = 1. So, due to Corollary 10.1, integers x, y exist such that
xa+ yp = 1, or xab+ ybp = b. Since p | ab, this implies that p | b. �

THEOREM 10.10 Prime factorization of any integer n is unique, i.e., the primes p1, . . . , pk and the
integers ai ≥ 1 such that

n =
k∏
i=1
paii

are unique.

PROOF From Theorem 10.3, we know that n is a product of primes. Assume that

k∏
i=1
paii =

m∏
j=1
qbjj , (10.13)

where qj are primes and bj ≥ 1. First, due to Lemma 10.4 and the fact that pi and qj are primes, a pi
is equal to some qj and vice versa (by induction). So, k = m and when renaming pi = qi. If ai > bi
and dividing both sides of 10.13 by pbii , we obtain a contradiction due to Lemma 10.4. �
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COROLLARY10.8 The least commonmultiple of a and b, denoted as lcm(a, b) = a ·b/ gcd(a, b).

PROOF The proof is left as an exercise. �

10.5.2 Euler-Totient Function

The algorithm used to compute φ(n) when constructing an RSA public key is trivially based on the
following theorem. First, we define what, in number theory, is called a multiplicative function, and
we also introduce the Möbius function.

DEFINITION 10.10 A real or a complex valued function defined on the positive integers is called
an arithmetical or a number-theoretic function. An arithmetical function f is multiplicative if it
is not the zero function, and if for all positive integers m and n where gcd(m, n) = 1, we have
f (m · n) = f (m) · f (n). If the gcd restriction is removed, it is completely multiplicative.

DEFINITION10.11 A square is an integer to the power 2. TheMöbius function is defined as being

μ(n) =
{

0 if n is divisible by a square different from 1,
(−1)k if n = p1 · p2 · · · pk, where pi are distinct primes.

A number is squarefree if μ(n) �= 0.

LEMMA 10.5 If n ≥ 1, we have∑
d|n

μ(d) =
⌊
1
n

⌋
=

{
1 if n = 1,
0 if n > 1. (10.14)

PROOF When n = 1, μ(1) = 1 since it is the product of 0 different primes. We now discuss the
case that n > 1, and then accordingly to Theorem 10.10 n =∏k

i=1 paii , where pi are distinct primes.
In 10.14, only when d is squarefree, μ(d) �= 0, so∑
d|n

μ(d) = μ(1)+ μ(p1)+ · · · + μ(pk)+ μ(p1 · p2)+ · · · + μ(pk−1 · pk)+ · · · + μ(p1 · p2 · · · pk)

= 1+
(
k
1

)
· (−1)+

(
k
2

)
· (−1)2 + · · · +

(
k
k

)
(−1)k = (1− 1)k = 0

�

LEMMA 10.6 If n ≥ 1 then

φ(n) = n ·
∑
d|n

μ(d)
d

.

PROOF From the definition of the Euler-totient function, we immediately have

φ(n) =
n∑
k=1

⌊
1

gcd(k, n)

⌋
.
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This can be rewritten, using Lemma 10.5, as

φ(n) =
n∑
k=1

∑
d|gcd(k,n)

μ(d) =
n∑
k=1

∑
d|k
d|n

μ(d).

In the second sum, all d divide n. For such a fixed d, k must be a multiple of d, i.e., k = md. Now,
1 ≤ k ≤ n, which is equivalent to the requirement that 1 ≤ m ≤ n/d. Thus,

φ(n) =
∑
d|n

n
d∑

m=1
μ(d) =

∑
d|n

μ(d)

n
d∑

m=1
1 =

∑
d|n

μ(d) · n
d
.

�

THEOREM 10.11 φ(n) = n ·
∏
p|n

(
1− 1

p

)
, where p are distinct primes.

PROOF When n = 1, no primes divide n, so the product is equal to 1. We will now consider the
case where n > 1, so n =∏m

i=1 paii , where pi are distinct primes and ai ≥ 1. Obviously,

m∏
i=1

(
1− 1

pi

)
= 1−

m∑
i=1

1
pi
+

∑
i,j
i�=j

1
pipj

−
∑
i,j,k
i�=j
i�=k
j�=k

1
pipjpk

+ · · · + (−1)m
p1p2 · · · pm . (10.15)

Each term on the right hand side corresponds to a ±1/d, where d is a squarefree divisor of n.
For those, the numerator is μ(d). For the other divisors of n, μ(d) = 0, so the sum in 10.15 is∑
d|n(μ(d)/d). Using Lemma 10.6, we have proven the theorem. �

COROLLARY 10.9 φ(n) is multiplicative.

This corollary implies that, given the factorization of n, it is easy to compute φ(n). Assuming the
correctness of the Extended Riemann Hypothesis and given φ(n), one can factor n in polynomial
time, which we will not prove.

10.5.3 Linear Equations

THEOREM 10.12 The equation
ax = b mod n (10.16)

has no solution if gcd(a, n) /| b, else it has gcd(a, n) solutions.

PROOF Ifax = b mod n, an integer y exists such thatax+ny = b. Statement 10.3 inCorollary 10.1
tells us that gcd(a, n) must divide b. From now on, we assume it does. We will prove that there are
then gcd(a, n) solutions.
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Corollary 10.5 tells us that if gcd(a, n) = 1, the solution is unique. Suppose now that d = gcd(a, n)
and ax = b mod n, then d | n | (ax− b), which implies that

a
d
x = b

d
mod

n
d
.

This has a unique solution x0 modulo n/d, since gcd(a/d, n/d) = 1. Using the definition of
congruence, this implies that x0 is a solution of 10.16. Another implication is that all other solutions
modulo nmust have the form

x = x0 +m · nd where 0 ≤ m ≤ d − 1.

�

10.5.4 Polynomials

The following theorem plays an important role in secret sharing (see Chapter 13).

THEOREM10.13 Let p be a prime and f a polynomial. The number of solutions (including repeating
ones) of f (x) = 0 mod p is, at maximum, the degree of f .

PROOF The theorem is trivially satisfied when the number of solutions is zero. If a1 is a solution,
then f (x) = (x− a1)q1(x)+ r1(x), where r1(x) is the remainder, i.e., has degree zero. Since p | f (a1)
andp | (a1−a1)q1(a1), r1(x) = 0 mod p. Ifa1 is a solutionofq1(x)obtain, f (x) = (x−a1)2q′1(x) mod
p. In general, an f1(x) exists such that f (x) = (x− a1)h1 f1(x) mod p and f1(a1) �≡ 0 mod p. Clearly,
the degree of f1(x) ism−h1. Suppose that a2 is another solutionmodulo p, then, f (a2) = (a2−a1)h1
f1(a2) = 0 mod p. Since a2 �≡ a1 mod p, Lemma 10.4 implies p | f1(a2), or, in other words,
that f1(a2) mod p. So, using a similar argument as previously, we obtain that f (x) = (x − a1)h1
(x − a2)h2 f2(x), where a1 and a2 are solutions of f2(x) = 0. This gives (using induction) the
following:

f (x) =
( l∏
i=1

(x− ai)hi
)
fl(x),

where fl(x) = 0 mod p has no solutions. This immediately implies the theorem. �

When p is composite, the theorem does not extend, as we will briefly discuss in Section 10.5.7.

10.5.5 Quadratic Residues

DEFINITION 10.12 The set of quadratic residue modulo n is denoted as QRn = {x | ∃y ∈ Z∗n :
x ≡ y2 mod n}. The set of quadratic nonresidues modulo n is QNRn = Z∗n \ QRn.

THEOREM 10.14 If p is an odd prime, then |QRp| = |QNRp| = (p− 1)/2.

PROOF First x2 = a mod phas, atmaximum, two solutions due toTheorem10.13.Now, squaring
all elements of Z∗p and noticing that x2 ≡ (−x)2 mod p, we obtain the result. �
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DEFINITION 10.13 Let p be an odd prime. The Legendre symbol

(
a
p

)
= (a | p) =

⎧⎨⎩
1 if a ∈ QRp,

−1 if a ∈ QNRp,
0 if a ≡ 0 mod p.

We will now discuss Euler’s criterion.

THEOREM 10.15 Let p be an odd prime. (a | p) = a(p−1)/2 mod p.

PROOF The case a ≡ 0 mod p is trivial, which we will now exclude. If (a | p) = 1, then an integer
x exists such that x2 = a mod p, so a(p−1)/2 = xp−1 = 1 mod p due to Fermat’s little theorem
(Corollary 10.7). Since |QRp| = (p− 1)/2, the polynomial equation

a
p−1
2 = 1 mod p (10.17)

in a has at least (p − 1)/2 solutions (see Theorem 10.14), and using Theorem 10.13, this implies
exactly (p− 1)/2 solutions. So, if a(p−1)/2 = 1 mod p, then (a | p) = 1.
Similarly, using Fermat’s little theorem, the equation

ap−1 − 1 = 0 mod p (10.18)

inahas exactly p−1 solutions.Nowap−1−1 = (a(p−1)/2−1)(a(p−1)/2+1). So, the (p−1)/2 solutions
of 10.18 that are not solutions of 10.17must be the solutions of the equation (a(p−1)/2+1) = 0 mod p.
Since |QNRp| = (p−1)/2, and all solutions of 10.17 are quadratic residues, we have for all a ∈ QNRp
that (a(p−1)/2 + 1) = 0 mod p. �

COROLLARY 10.10 If p is an odd prime, then (a | p) · (b | p) = (a · b | p).

COROLLARY 10.11 If p is an odd prime, then (−1 | p) = (−1) p−12 .

We now discuss Gauss’ lemma.

THEOREM 10.16 Let p be an odd prime, n an integer such that p /| n and m the cardinality of
the set

A = {ai | ai = k · n mod p for 1 ≤ k ≤ (p− 1)/2 and p/2 < ai < p}.
Then, (n | p) = (−1)m.

PROOF Let B = {bk | bk = k · n mod p for 1 ≤ k ≤ (p − 1)/2}. We define C = {cj} = B \ A,
and let |C| = l. Observe that for all cj and ai we have that p �= ai + cj, by contradiction. Indeed,
otherwise p | (ai + cj) = (ki + kj)n, which is not possible. Therefore,⎛⎝ l∏

j=1
cj

⎞⎠ ·
( m∏
i=1

(p− ai)
)
=

(
p− 1
2

)
! (10.19)
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Now, trivially,⎛⎝ l∏
j=1
cj

⎞⎠ ·
( m∏
i=1
ai

)
≡

p−1
2∏
k=1

(k · n) =
(
p− 1
2

)
! · (np−12 ) (mod p). (10.20)

≡ (−1)m ·
(
p− 1
2

)
! (mod p) (10.21)

using 10.19 to obtain the last congruence. So, combining 10.20 and 10.21, we have n(p−1)/2 ≡
(−1)m mod p, which gives the result using Euler’s criterion. �

COROLLARY 10.12 If p is an odd prime, then(
2
p

)
=

{
1 if p ≡ 1 mod 8 or p ≡ 7 mod 8,

−1 if p ≡ 3 mod 8 or p ≡ 5 mod 8.

PROOF It is easy to verify that when n = 2, the set A = {�(p + 3)/4� · 2, . . . , ((p − 1)/2) · 2}.
So,m = (p− 1)/2−�p/4�. Let p = 8a+ r, where r = 1, 3, 5, or 7. Then,mmodulo 2 is respectively
0, 1, 1, and 0. �

Using Gauss’ lemma, one can prove the law of quadratic reciprocity. Since the proof is rather long
(but not complicated), we refer the reader to the literature.

THEOREM 10.17 If p and q are odd distinct primes, we have(
p
q

)
·
(
q
p

)
= (−1) (p−1)(q−1)

4 .

10.5.6 Jacobi Symbol

DEFINITION 10.14 Let n = ∏h
i=1 pi, where pi are (not necessarily distinct) primes and a an

integer. The Jacobi symbol (a | n) =∏h
i=1(a | pi). The set Z+1n = {a ∈ Zn | (a | n) = 1}.

Since 1 = p0, we have that (a | 1) = 1. Also, if n is a prime, it is obvious that the Jacobi symbol
is the same as the Legendre symbol. We will discuss why there is no need to factor n to compute the
Jacobi symbol. The following theorems are useful in this respect.

THEOREM 10.18 The Jacobi symbol has the following properties:

1. If a ≡ b mod n, then (a | n) = (b | n).
2. (a | n) · (a | m) = (a | n ·m).
3. (a | n) · (b | n) = (a · b | n).

PROOF These follow immediately from the definition and Corollary 10.10. �
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THEOREM 10.19 When n is an odd positive integer, we have (−1 | n) = (−1)(n−1)/2.

PROOF When a and b are odd, then trivially

(a− 1)/2+ (b− 1)/2 ≡ (ab− 1)/2 mod 2. (10.22)

This allows one to prove by induction that

h∑
i=1

pi − 1
2

≡

( h∏
i=1
pi

)
− 1

2
mod 2. (10.23)

The rest follows from Corollary 10.11. �

THEOREM 10.20 If n is an odd positive integer, then(
2
n

)
=

{
1 if n ≡ 1 mod 8 or n ≡ 7 mod 8,

−1 if n ≡ 3 mod 8 or n ≡ 5 mod 8.

PROOF It is easy to verify that Corollary 10.12 can be rewritten as (2 | p) = (−1)(p2−1)/8. The
rest of the proof is similar to that of the preceding theorem replacing 10.22 by

(a2 − 1)/8+ (b2 − 1)/8 ≡ (a2b2 − 1)/8 mod 2,

where a and b are odd integers. Note that k(k+ 1) is always even. �

THEOREM 10.21 If m and n are odd positive integers and gcd(m, n) = 1, then(m
n

)
·
( n
m

)
= (−1) (m−1)(n−1)

4 .

PROOF Let m = ∏k
i=1 pi and n =

∏l
j=1 qj, where pi and qj are primes. From Theorem 10.18,

we have

(m
n

)
·
( n
m

)
=

⎛⎝ k∏
i=1

l∏
j=1

(
pi
qj

)⎞⎠ ·
⎛⎝ k∏
i=1

l∏
j=1

(
qj
pi

)⎞⎠ =
⎛⎝ k∏
i=1

l∏
j=1

(
pi
qj

)
·
(
qj
pi

)⎞⎠
=

k∏
i=1

l∏
j=1

(−1)
(pi−1)(qj−1)

4 = (−1) (m−1)(n−1)
4

using Theorem 10.17 to obtain the second to the last equation and 10.23 to obtain the last. �

One could wonder whether (a | n) = 1 implies that a ∈ QRn. Before disproving this, we discuss
the Chinese Remainder Theorem.
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10.5.7 Chinese Remainder Theorem

THEOREM 10.22 If gcd(n1, n2) = 1, then the system of equations

x ≡ a1 mod n1 (10.24)

x ≡ a2 mod n2 (10.25)

has exactly one solution modulo n1 · n2.

PROOF Due to 10.24 and the definition of modulo computation, x must have the form x =
a1 + n1 · y for some y. Using 10.25, a1 + n1 · y ≡ a2 mod n2, which has exactly one solution in y
modulo n2. This follows from Corollary 10.5 since gcd(n1, n2) = 1. So, n1y has only one solution
modulo n1 · n2, or x = a1 + n1 · y is unique modulo n1 · n2. �

As an application, we consider the equation x2 = a mod n, where n is the product of two different
primes, p and q. Since p | n | (x2 − a), a solution modulo n is also a solution modulo p (and q
respectively). TheChinese Remainder Theorem tells us that it is sufficient to consider the solutions of
x2 = a mod p and x2 = a mod q, which we now discuss. If (a | p) = 1, then there are two solutions
modulo p; when (a | p) = −1, there are no solutions modulo p; and finally when (a | p) = 0, there
is one solution modulo p. So a ∈ QRn only if (a | p) = 1 and (a | q) = 1, implying that (a | n) = 1.
However, the converse is obviously not true, so (a | n) = 1 does not necessarily imply that a ∈ QRn.

10.5.8 Order of an Element

We describe some general properties of the order of an element.

LEMMA 10.7 Let 〈α〉(·) be a cyclic group of order l, an integer. If αm = 1, then l | m.

PROOF From Theorem 10.1, we have that l is the smallest positive integer for which αl = 1.
Assume that l /| m, then m = ql + r, where 0 < r < l. So, 1 = αm = (αl)q · αr = 1 · αr . So, r is a
smaller positive integer for which αr = 1. So, we have a contradiction. �

LEMMA 10.8 Let K(·) be an Abelian group and α,β ∈ K with k = ord(α) and l = ord(β). If
gcd(k, l) = 1, then ord(α · β) = ord(α) · ord(β).

PROOF Let us call m the order of α · β. Since (αβ)m = 1, we have αm = β−m. This implies
that αlm = β−lm = (βl)−m = 1 and β−km = (αk)m = 1. Using Lemma 10.7, we obtain that k | lm
and respectively l | km. Since gcd(k, l) = 1, this implies that k | m and l | m, and so, kl | m. Now,
trivially, (αβ)kl = 1. Using Lemma 10.7, this implies that klmust be the order of αβ. �

THEOREM 10.23 Let K(·) be an Abelian group and let

m = max
α∈K(ord(α)).

We have that ∀β ∈ K : ord(β) | m.
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PROOF We prove this by contradiction. When β = 1, the identity, the result is trivial. We now
assume that β �= 1. Let d = ord(β) and suppose that d /| m. Then, a prime p and an integer e ≥ 1
exit such that pe | d, pe /| m, but pe−1 | m. It is easy to verify that when ord(α) = m we have that
ord(αp

e−1
) = m/(pe−1) and that ord(βd/pe) = pe. Since gcd(m/(pe−1), pe) = 1, Lemma 10.8 implies

that ord(αp
e−1 · βd/pe) = m · p, which is larger thanm. So, we obtain a contradiction. �

DEFINITION10.15 The exponent, exp(K), of a finite groupK is the smallest positive integer such
that ∀β ∈ K : βexp(K) = 1.

COROLLARY 10.13 When K is a finite Abelian group, then exp(K) = maxα∈K(ord(α)).

The following theorem is used to prove that Z∗p , where p is prime, is a cyclic group.

THEOREM 10.24 Let K be a finite Abelian group. K is cyclic if and only if exp(K) = |K|.

PROOF First, if K = 〈α〉, then |K| = ord(α), so exp(K) = |K|. Second, let K be a finite Abelian
group such that exp(K) = |K|. By Corollary 10.13, an element α exists such that exp(K) = ord(α).
Since exp(K) = |K|, we have that |K| = ord(α) = |〈α〉|, implying that K is cyclic. �

10.5.9 Primitive Elements

Before proving that Z∗p (p is a prime) is a cyclic group, we will define a primitive element.

DEFINITION 10.16 If the order of α in the group Z∗n is φ(n), then we say that α is a primitive
element of Z∗n , or a primitive root modn, or a generator of Z∗n .

So, when Z∗n has a primitive element, the group is cyclic.

THEOREM 10.25 If p is prime, Z∗p is cyclic.

PROOF Due to Fermat’s little theorem (Corollary 10.7), we have that ∀a ∈ Z∗p : a|Z
∗
p | = 1. So

exp(Z∗p) ≤ |Z∗p |. By the definition of the exponent of a group, all elements of Z∗p satisfy the equation
xexp(Z

∗
p )−1 = 0. Now by Theorem 10.13, this equation has atmost exp(Z∗p) solutions inZp, therefore

at most exp(Z∗p) solutions in Z∗p . So, |Z∗p | ≤ exp(Z∗p). Since these results imply |Z∗p | = exp(Z∗p), using
Theorem 10.24, the theorem is proven. �

To prove that Zpe is cyclic when p is an odd prime, we use the following lemma.

LEMMA 10.9 When p is an odd prime, a primitive root g mod p exists such that for all integers
e > 1:

gφ(pe−1) �≡ 1 mod pe. (10.26)
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PROOF We will start with the case where e = 2. If g is a primitive root modp which satisfies
10.26, then there is nothing to prove. Else, when gφ(pe−1) = 1 mod p2, we choose g0 = g+p (modulo
p) as a primitive element. Now, using Theorem 10.11,

(g0)φ(pe−1) ≡ (g + p)p−1 ≡
p−1∑
i=0

(
p− 1
i

)
pigp−1−i ≡ 1+ (p− 1)pgp−2 + 0 �≡ 1(mod p2),

satisfying 10.26. So, we assume from now on that g satisfies 10.26 when e = 2.
The case e > 2 is proven by induction. We will assume that 10.26, up to e ≥ 2, has been proven.

Due to Euler–Fermat’s theorem, gφ(pe−1) ≡ 1 mod pe−1, or

gφ(pe−1) = 1+ lpe−1,
for an integer l. Due to our assumption, p /| l. Since e ≥ 2, φ(pe) = pφ(pe−1). So,

gφ(p(e−1)+1) = (1+ lpe−1)p =
p∑
i=0

(
p
i

)
lipi(e−1) = 1+plpe−1+ p(p− 1)

2
l2p2(e−1)+rp3(e−1), (10.27)

for some integer r. Since p is odd, we have that 2 | (p − 1). This implies pe+1 | p(p − 1)p2(e−1)/2,
since e+ 1 ≤ 2e− 1 when e ≥ 2. Also, e+ 1 ≤ 3e− 3 when e ≥ 2. So, modulo pe+1 Equation 10.27
becomes

gφ(pe) ≡ 1+ lpe �≡ 1 mod pe+1.
�

THEOREM 10.26 When p is an odd prime and e ≥ 1 is an integer, Zpe is cyclic.

PROOF The case e = 1 was proven in Theorem 10.25. When e ≥ 2, we consider a g satisfying
the conditions in Lemma 10.9 and call k the order of g modulo pe. Since g is a primitive root
modulo p, p − 1 | k, so k = m(p − 1). From Euler–Fermat’s theorem k | φ(pe), it is implying that
m | pe−1, or m = ps. So, k = (p − 1)ps. Now, s = e − 1, otherwise we have a contradiction with
Lemma 10.9. �

DEFINITION 10.17 The Carmichael function λ(n) = exp(Z∗n).

THEOREM 10.27 We have that

λ(2k) =
{
2k−1 if k < 3
2k−2 if k ≥ 3

PROOF It is easy to verify that 1 and 3 are primitive roots modulo 2 and 4, respectively. When
k ≥ 3, we prove by induction that

∀a ∈ Z∗2k : a2
k−2 = 1 mod 2k. (10.28)

First, if k = 3, then 2k−2 = 2. Now all a are odd, and a2 = (2l+1)2 = 4l(l+1)+1, for some l. Since
l(l+ 1) is even, a2 = 1 mod 8. We will now assume that 10.28 is valid for k. This implies that for all
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odd integers a2k−2 = 1+q2k, and squaring both sides gives a2k−1 = 1+q2k+1+q222k ≡ 1 mod 2k+1.
So, when k ≥ 3 and a ∈ Z2k , then ord(a) | 2k−2. We now need to prove that an a ∈ Z∗2k exists for
which ord(a) = 2k−2. We take a = 3 and need to prove that 32

k−3 �≡ 1 mod 2k. Using 10.28 instead
of the Euler–Fermat theorem, the last part of the proof of Lemma 10.9 can easily be adapted to prove
the claim, and this is left as an exercise. �

The Chinese Remainder Theorem implies the following corollary.

COROLLARY 10.14 If n = 2a0pa11 · · · pakk , where pi are different odd primes, then
λ(n) = lcm(λ(2a0),φ(pa11 ), . . . ,φ(pakk )).

COROLLARY10.15 When n is the product of two different odd primes, as in RSA, Z∗n is not cyclic.

10.5.10 Lagrange Theorem

The following theorem is well known in elementary algebra.

THEOREM 10.28 The order of a subgroup H of a finite group G is a factor of the order of G.

PROOF Define the left coset of x ∈ G relative to the subgroup H as Hx = {hx | h ∈ H}. First,
any two cosets, let us say Hx and Hy, have the same cardinality. Indeed, the map mapping a ∈ Hx
to ax−1y is a bijection. Second, these cosets partition G. Obviously, a coset is not empty and any
element a ∈ G belongs to the coset Ha. Suppose now that b belongs to two different cosets Hx
and Hy, then b = h1x, h1 ∈ H and b = h2y, where h2 ∈ H. But then y = h−12 h1x, so y ∈ Hx.
Then any element z ∈ Hy will also belong to Hx, since z = hy for some h ∈ H. So, we have a
contradiction. Since each coset has the same cardinality and they form a partition, the result follows
immediately. �

10.6 Computational Number Theory: Part 2

10.6.1 Computing the Jacobi Symbol

Theorems 10.18–10.21 can easily be used to adapt the Euclidean algorithm to compute the Jacobi
symbol.

Input declaration: integers a, n, where 0 ≤ a < n
Output declaration: (a | n)
function Jacobi(a, n)
begin

if n = 1
then Jacobi := 1
else if a = 0

then Jacobi := 0
else if a = 1
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then Jacobi := 1
else if a is even

then if (n ≡ 3 mod 8) or (n ≡ 5 mod 8)
then Jacobi := −Jacobi(a/2 mod n, n)
else Jacobi := Jacobi(a/2 mod n, n)

else if n is even
then Jacobi := Jacobi(a mod 2, 2) · Jacobi(a mod n/2, n/2)
else if (a ≡ 3 mod 4) and (n ≡ 3 mod 4)

then Jacobi := −Jacobi(n mod a, a)
else Jacobi := Jacobi(n mod a, a)

end

Note that if a ≥ n then (a | n) = (a mod n | n). The proof of correctness, the analysis of the
algorithm, and a non-recursive version are left as exercises.

10.6.2 Selecting a Prime

The methods used to select a (uniform random) prime of a certain length consist in choosing a
(uniformly random) positive integer of a certain length and then testing whether the number is a
prime. There are several methods to test whether a number is a prime. Since the research on this
topic is so extensive, it is worth a book in itself. We will, therefore, limit our discussion.
Primality testing belongs to NP ∩ co− NP as proven by Pratt [32]. In 2004, it was proven that

the problem is in P [1], which was an unexpected result. The algorithm is unfortunately not very
practical. In most applications in cryptography, it is sufficient to know that a number is likely a
prime. We distinguish two types of primality tests, depending on who chooses the prime. We will
first discuss the case where the user of the prime chooses it.

10.6.2.1 Fermat Pseudoprimes

We will start by discussing primality tests where the user chooses a uniformly random number of
a certain length and tests for primality. In this case, a Fermat pseudoprime test is sufficient. The
contrapositive of Fermat’s little theorem (see Corollary 10.7) tells us that if a number is composite,
a witness a �≡ 0 mod n exists such that an−1 �≡ 1 mod n, and then n is composite. A number n
is called a Fermat pseudoprime to the base a if an−1 �≡ 1 mod n. Although all primes are Fermat
pseudoprimes, unfortunately, not all pseudoprimes are necessarily primes. TheCarmichael numbers
are composite numbers but have the property that for all a ∈ Z∗n : an−1 = 1 mod n. In other words,
that λ(n) | n− 1. It is easy to verify that n = 3 ∗ 11 ∗ 17 satisfies this. Alford et al. [3] showed that
there are infinitely many Carmichael numbers. We will use the following result.

THEOREM 10.29 If n is a Carmichael number, then n is odd and squarefree.

PROOF 2 is not a Carmichael number and if n > 2, then 2 | λ(n). Since n is a Carmichael
number, λ(n) | n − 1, so n is odd. Suppose now that p2 | n, where p is a prime. Since p �= 2, using
Corollary 10.14, we have that p | λ(n). This implies that p | n− 1, since λ(n) | n− 1. Now, p | n and
p | n− 1, implying that p | 1, which is a contradiction. �

In the case, where an odd number n is chosen uniformly random among those of a given length
and one uses Fermat’s primality test with a = 2, the probability that the obtained number is not a
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prime is sufficiently small for cryptographic applications. However, if the number n is not chosen by
the user and is given by an outsider, Fermat’s test makes no sense due to the existence of Carmichael
numbers, which the outsider could choose. We will now discuss how to check whether a number
given by an outsider is likely to be a prime.

10.6.2.2 Probabilistic Primality Tests

We will now describe the Solovay–Strassen algorithm in which the probability of receiving an
incorrect statement that a composite n is prime can be made sufficiently small for each number n.
The algorithm was also independently discovered by D. H. Lehmer.
We will assume that using a function call to Random, with input n, outputs a natural number a

with a uniform distribution such that 1 ≤ a < n.

Input declaration: an odd integer n > 2.
Output declaration: element of {likely-prime, composite}
function Solovay-Strassen(n)
begin
a := Random(n); (so, 1 ≤ a ≤ n− 1)
if gcd(a, n) �= 1, then Solovay–Strassen:=composite

else if (a | n) �≡ an−12 mod n, then Solovay–Strassen:=composite
else Solovay–Strassen:=likely-prime

end

To discuss how good this algorithm is, we first introduce the set

E(n) = {a ∈ Z∗n | (a | n) ≡ a
n−1
2 mod n}.

LEMMA 10.10 Let n ≥ 3 be an odd integer. We have that n is prime if and only if E(n) = Z∗n .

PROOF If n is an odd prime, the claim follows directly from Euler’s criterion (Theorem 10.15).
We prove the converse using a contradiction. So, we assume that n is composite and E(n) = Z∗n ,

which implies (by squaring) that ∀a ∈ Z∗n : an−1 ≡ 1 mod n. Thus, n is a Carmichael number,
implying thatn is squarefree (seeTheorem10.29). So,n = pr,wherep is aprimeandgcd(p, r) = 1.Let
bbe aquadratic nonresiduemodulop anda ≡ b mod p anda ≡ 1 mod r.Now, fromTheorem10.18,
(a | n) = (a | p)(a | r) = (b | p) = −1. Thus, due to our assumption, a(n−1)/2 = −1 mod n,
implying that a(n−1)/2 = −1 mod r, since r | n | (a(n−1)/2 + 1). This contradicts with the choice of
a ≡ 1 mod r. �

THEOREM10.30 If n is an odd prime, then Solovay–Strassen(n) returns likely-prime. If n is an odd
composite, then Solovay–Strassen(n) returns likely-prime with a probability less or equal to 1/2.

PROOF The first part follows from Corollary 10.4 and Theorem 10.15. To prove the second part,
we use Lemma 10.10. It implies that E(n) �= Z∗n . So, since E(n) is a subgroup of Z∗n , as is easy to
verify E(n), it is a proper subgroup. Applying Lagrange’s theorem (see Theorem 10.28) implies that
|E(n)| ≤ |Z∗n|/2 = φ(n)/2 ≤ (n− 1)/2, which implies the theorem. �
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It is easy to verify that the protocol runs in expected polynomial time. If, when running the
Solovay–Strassen algorithm k times for a given integer n, it returns each time likely-prime, then the
probability that n is composite is, at maximum, 2−k.
It shouldbeobserved that theMiller–Rabinprimality test algorithmhas aneven smaller probability

of making a mistake.

10.6.3 Selecting an Element with a Larger Order

We will discuss how to select an element of large order in Z∗p , where p a prime. On the basis of
the Chinese Remainder Theorem, Pohlig–Hellman [30] proved that if p − 1 has only small prime
factors, it is easy to compute the discrete logarithm in Z∗p . Even if p− 1 has one large prime factor,
uniformly picking a random element will not necessarily imply that it has (with high probability)
a high order. Therefore, we will discuss how one can generate a primitive element when the prime
factorization of p− 1 is given. The algorithm follows immediately from the following theorem.

THEOREM 10.31 If p is a prime, then an integer a exists such that

for all primes q | p− 1, we have a
p−1
q �≡ 1 mod p. (10.29)

Such an element a is a primitive root modulo p.

PROOF A primitive element must satisfy 10.29 and exists due to Theorem 10.25. We now prove,
using a contradiction, that an element satisfying 10.29 must be a primitive element. Let l = ord(a)
modulo p. First, Lemma 10.7 implies that l | p− 1. So, when p− 1 =∏m

i=1 qbii , where qi are different
primes and bi ≥ 1, then l = ∏m

i=1 qcii , where ci ≤ bi. Suppose cj < bj, then a(p−1)/qj ≡ 1 mod p,
which is a contradiction. �

As in the Solovay–Strassen algorithm, we will use a random generator.

Input declaration: a prime p and the prime factorization of p− 1 =∏m
i=1 qbii

Output declaration: a primitive root modulo p

function generator(p)
begin
repeat

generator:=Random(p); (so, 1 ≤ generator ≤ p− 1)
until for all qi (generator)(p−1)/qi �= 1 mod p
end

The expected running time follows from the following theorem.

THEOREM 10.32 Z∗p , where p a prime, has φ(p− 1) different generators.

PROOF Theorem 10.25 says that there is at least one primitive root. Assume that g is a primitive
rootmodulo p and let a ∈ Z∗p−1. Then an element b = a−1 mod p−1 exists, so ab = k(p−1)+1.We
claim that h = ga mod p is a primitive root. Indeed, hb = gab = gk(p−1)+1 = g mod p. Therefore,
any element gi = hbi mod p. So, we have proven that there are at least φ(p − 1) primitive roots.
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Now if d = gcd(a, n) �= 1, then h = ga mod p cannot be a generator. Indeed, if h is the generator,
then hx = 1 mod p implies that x ≡ 0 mod p− 1. Now, hx = gax = 1 mod p, or ax = 0 mod p− 1,
which has only gcd(a, p− 1) incongruent solutions modulo p− 1 (see Theorem 10.12). �

This algorithm can easily be adapted to construct an element of a given order. This is important
in the DSS signature scheme. A variant of this algorithm allows one to prove that p is a prime.

10.6.4 Other Algorithms

We have only discussed computational algorithms needed to explain the encryption schemes
explained in this chapter. However, so much research has been done in the area of computa-
tional number theory, that a series of books are necessary to give a decent, up-to-date description of
the area. For example, we did not discuss an algorithm to compute square roots, nor did we discuss
algorithms used to cryptanalyze cryptosystems, such as algorithms to factor integers and to compute
discrete logarithms. It is the progress on these algorithms and their implementations that dictates
the size of the numbers one needs to choose to obtain a decent security.

10.7 Security Issues

To truly estimate the security of public key systems, the area of computational complexity has to
advance significantly. In its early stages of public key encryption, heuristic security (see Chapter 9)
was used. Today, proven secure public key encryption schemes have been proposed. We briefly
discuss the concepts of probabilistic encryption and semantic security, concepts that played major
roles in the work on proven secure public key encryption. We then briefly survey the research
on security against chosen text attacks. We briefly mention the work on proven secure hybrid
encryption.

10.7.1 Probabilistic Encryption

10.7.1.1 Introduction

There is the following problem with the use of the first public key encryption schemes, as these were
described originally. When resending the same message to a receiver, the corresponding ciphertext
will be identical. This problem arises in particular when themessage is short or when the uncertainty
of the message (entropy) is low. When taking, for example, what is called today textbook RSA, the
ciphertext C = Me mod n only depends on the message, and so suffers from this problem.
The idea of probabilistic encryption is also to use randomness to avoid this. The first such public

key scheme was the Goldwasser–Micali probabilistic encryption scheme. Although it is not very
practical, its historical contribution is too significant to be ignored.

10.7.1.2 Generating a Public Key in Goldwasser–Micali

When Alice wants to generate her public key, she first selects (randomly) two primes p and q of
equal binary length. She computes n = p · q. Then she repeats choosing a random element y until
(y | n) = 1 and y ∈ QNRn. Knowing the prime factorization of n, the generation of such a y will
take expected polynomial time. She then publishes (n, y) as her public key.
Note that if p ≡ q ≡ 3 mod 4, y = −1 is such a number since (−1 | p) = (−1 | q) = −1, which

is due to Corollary 10.11.
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10.7.1.3 Encryption in Goldwasser–Micali

To encrypt a bit b, the sender uniformly chooses an r ∈ Z∗n and sends c = ybr2 mod n as ciphertext.

10.7.1.4 Decryption in Goldwasser–Micali

To decrypt, Alice sets b = 0 if (c | p) = 1. If, however, (c | p) = −1, then b = 1. Due to
Corollary 10.10, the decryption is correct.

10.7.2 Semantic Security

As discussed in Section 9.3.3, we must first model formally what security means. In the context
of public key encryption, the weakest level of security usually studied is called semantic security.
Basically, it requires that no polynomial time algorithm exists which can distinguish the encryptions
of a string x from these of a string y of the same length (polynomial in the security parameter)
substantially better than guessing. For a formal definition, see [18,19].
One can prove that the Goldwasser–Micali scheme is sematically secure if it is hard to decide

whether a number a ∈ Z+1n is a quadratic residue or not.
A practical problem with the Goldwasser–Micali scheme is the huge ciphertext expansion, i.e.,

the ciphertext is |n| longer than the plaintext! Although no security proof was originally provided
for the muchmore practical ElGamal encryption scheme (see Section 10.3.1), it is not too difficult to
prove that it is semantically secure assuming the difficulty of theDecisional Diffie–Hellman problem.
Although the problem finds its origin in the context of secure key exchange (or key agreement), it is
one of the corner stones of making proven secure cryptosystems more practical. It assumes that no
computer algorithm can distinguish in expected polynomial time between the choice of (ga, gb, gab)
and (ga, gb, gc), where a, b, and c are chosen uniformly random modulo ord(g), where, e.g., ord(g)
is a prime.

10.7.3 Security against Chosen Ciphertexts

In several circumstances, semantic security alone does not guarantee an acceptable level of security
against a sophisticated attack, as discussed in Section 9.2.3. Although proven secure public key
encryption schemes were designed early on [28,34], one had to wait till 1998 for a rather practical
scheme [14]. Although this scheme is substantially faster than earlier work, it is still more than twice
as slow as ElGamal. For this reason, the scheme is not used in practice.
An approach dating back to the early days of public key encryption is the use of hybrid encryption.

The basic idea is that a public key encryption scheme is only used to send a session key, chosen
by the sender. A conventional encryption scheme is then used to send the actual message. The key
of the conventional encryption is the session key sent using the public key encryption algorithm.
Decryption is straightforward. Shoup [36] was the first to study how to use and adapt hybrid
encryption in a way to achieve a proven secure approach (see also [15]). Their solution relies
on underlying public key and conventional cryptosystems that are both secure against (adaptive)
chosen ciphertext attacks. In 2004, it was shown that this condition can be relaxed, leading to faster
schemes [25].
Theabove solutions toachieveprovensecurity arebasedon the standardmodel,which is essentially

using classical reduction proofs from computational complexity theory. An alternative approach is
to use what has been called a randomoracle. Recently, this approach has been found to be potentially
flawed [12], although no practical schemes have been broken this way (so far). OAEP (Optimal
Asymmetric Encryption Padding) [8] is a method to convert a deterministic scheme (such as RSA)
to a probabilistic one (see also [17,37]). Its security relies on the more controversial random oracle.
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10.8 Research Issues and Summary

This chapter surveyed some modern public key encryption schemes and the number theory and
computational number theory required to understand these schemes. Public key schemes used in
practice seem to be based on the discrete logarithm problem and the integer factorization problem.
However, no proofs have beenprovided linking these actual assumptions to the actual cryptosystems.
Proven secure encryption schemes (public key and hybrid) have come a long way in the last 25 years.
Such schemes, today, are not widely used, although these are only a constant factor slower than
the practical ones. The many years of research on this topic will only pay off when the speed ratio
between heuristic schemes and proven secure ones (under the standard model) becomes close to 1.
Although the adaptation of AES was a major success for academia (see Chapter 9), proven secure
conventional encryption is still in its infancy.
The problem ofmaking new public key encryption schemes that are secure and significantly faster

than surveyed remains an important issue. Many researchers have addressed this and have usually
been unsuccessful.

10.9 Further Information

The Further Information section in the previous chapter discusses information on public key encryp-
tion schemes.
The number theory required to understand modern public key systems can be found in many

books on number theory such as [4,13,20,21,26] and the algebra in [9,10,22,23]. These books discuss
detailed proofs of the law of quadratic reciprocity (Theorem 10.17).
More information on computational number theory, also called algorithmic number theory, can

be found in the book by Bach and Shallit [6] (see also [2,7,11,29]). In the first volume, the authors
have discussed number theoretical problems that can be solved in (expected) polynomial time. In the
forthcoming second volume, they will discuss the number theoretical problems that are considered
intractable today. For primality testing consult [3,27,33,38] and for factoring relatedwork, e.g., [5,31].
Knuth’s book on seminumerical algorithms [24] is a worthy reference book. ANTS (Algorithmic
Number Theory Symposium) is a conference that takes place every two years. The proceedings of
the conferences are published in the Lecture Notes in Computer Science (Springer-Verlag). Results
on the topic have also appeared in a wide range of conferences and journals, such as FOCS and
STOC.

Defining Terms

Composite: An integer with at least three different positive divisors.
Congruent: Two numbers a and b are congruent modulo c if they have the same non-negative
remainder after division by c.
Cyclic group:A group that can be generated by one element, i.e., all elements are powers of that one
element.
Discrete logarithm problem: Given α and β in a group, the discrete logarithm decision problem is
to decide whether β is a power of α in that group. The discrete logarithm search problem is to find
what this power is (if it exists).
Integer factorization problem: Is to find a nontrivial divisor of a given integer.
Order of an element: Is the smallest positive integer such that the element raised to this integer is
the identity element.
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Prime: An integer with exactly two different positive divisors, namely 1 and itself.
Primitive element: An element that generates all the elements of the group, in particular of the
group of integers modulo a given prime.
Pseudoprime: An integer, not necessarily prime, that passes some test.
Quadratic nonresidue modulo n: Is an integer relatively prime to n, which is not congruent to a
square modulo n.
Quadratic residue modulo n: Is an integer relatively prime to n, which is congruent to a square
modulo n.
Random oracle: Is an assumption which states that some function (such as hash function) behaves
as (is indistinguishable) from a true random function (a function chosen uniformly random).
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11.1 Introduction

A cipher is a secret way of writing in which plaintext is enciphered into ciphertext under the
control of a key. Those who know the key can easily decipher the ciphertext back into the plaintext.
Cryptanalysis is the study of breaking ciphers, that is, finding the key or converting the ciphertext
into the plaintext without knowing the key.
For a given cipher, key, and plaintext, let M, C, and K denote the plaintext, the corresponding

ciphertext, and the key, respectively. If EK and DK represent the enciphering and deciphering
functions when the key is K, then we may write C = EK(M) andM = DK(C). For allM and K, we
must have DK(EK(M)) = M.
There are four kinds of cryptanalytic attacks. All four kinds assume that the forms of the enci-

phering and deciphering functions are known.
1. Ciphertext only: Given C, find K or at leastM for which C = EK(M).
2. Known plaintext: GivenM and the corresponding C, find K for which C = EK(M).
3. Chosen plaintext: The cryptanalyst may choose M. He is told C and must find K for

which C = EK(M).
4. Chosen ciphertext: The cryptanalyst may choose C. He is told M and must find K for

which C = EK(M).
The ciphertext only attack is hardest. To carry it out, one may exploit knowledge of the language

of the plaintext, its redundancy, or its common words.

11-1
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An obvious known plaintext attack is to try all possible keys K and stop when one is found with
C = EK(M). This is feasible only when the number of possible keys is small.
The chosen plaintext and ciphertext attacks may be possible when the enemy can be tricked into

enciphering or deciphering some text or after the capture of a cryptographic chip with an embedded,
unreadable key.
The cryptanalyst has a priori information about the plaintext. For example, he knows that a string

like “the” is more probable than the string “wqx.” One goal of cryptanalysis is to modify the a priori
probability distribution of possible plaintexts to make the correct plaintext more probable than the
incorrect ones, although not necessarily certain. Shannon’s [Sha49] information theory is used to
formalize this process. It estimates, for example, the unicity distance of a cipher, which is the shortest
length of the ciphertext needed to make the correct plaintext more probable than the incorrect ones.

11.2 Types of Ciphers

There is no general method of attack on all ciphers. There are many ad hoc methods which work on
just one cipher or, at best, one type of cipher. We will list some of the kinds of ciphers and describe
what methods one might use to break them. In the later sections, we will describe some of the more
sophisticated methods of cryptanalysis.
Ciphers may be classified as transposition ciphers, substitution ciphers, or product ciphers.
Transposition ciphers rearrange the characters of theplaintext to form the ciphertext. For example,

encipheringmay consist ofwriting theplaintext into amatrix row-wise and readingout the ciphertext
column-wise. More generally, one may split the plaintext into blocks of fixed length L and encipher
by applying a given permutation, the key, to each block. It is easy to recognize transposition ciphers,
because the frequency distribution of ciphertext letters is the same as the usual distribution of letters
in the language of the plaintext. One may guess the period length L from the message length and the
spacing between repeated strings. Once L is guessed, the permutation may be constructed by trial
and error using the frequency distribution of pairs or triples of letters.
In a simple substitution cipher, the key is a fixed permutation of the alphabet. The ciphertext is

formed from the plaintext by replacing each letter by its image under the permutation. These ciphers
are broken by trial and error, comparing the frequency distribution of the ciphertext letters with that
of the plaintext letters. For example, “e” is the most common letter in English. Therefore, the most
frequent ciphertext letter is probably the image of “e.” The frequency distribution of pairs or triples
of letters helps, too. The pair “th” is common in English. Hence, a pair of letters with high frequency
in the ciphertext might be the image of “th.”
A homophonic substitution cipher uses a ciphertext alphabet larger than the plaintext alphabet,

to confound the frequency analysis just described. The key is an assignment of each plaintext letter
to a subset of the ciphertext alphabet, called the homophones of the plaintext letter. The homo-
phones of different letters are disjoint sets, and the size of the homophone set is often proportional
to the frequency of the corresponding letter in an ordinary plaintext. Thus, “e” would have the
largest homophone set. Plaintext is enciphered by replacing each letter by a random element of its
homophone set. As a result, a frequency analysis of single ciphertext letters will find that they have
a uniform distribution, which is useless for cryptanalysis. Homophonic substitution ciphers may be
broken by analysis of the frequency distribution of pairs and triples of letters.
Polyalphabetic substitution ciphers use multiple permutations (called alphabets) of the plaintext

alphabet onto the ciphertext alphabet. The key is a description of these permutations. If the per-
mutations repeat in a certain sequence, as in the Beaufort and Vigenère ciphers, one may break the
cipher by first determining the number d of different alphabets and then solving d interleaved simple
substitution ciphers. Either the Kasiski method or the index of coincidence may be used to find d.
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The Kasiski method looks for repeated ciphertext strings with the hope that theymay be encipher-
ments of the same plaintext word which occurs each time at the same place in the cycle of alphabets.
For example, if the ciphertext “wqx” occurs twice, starting in positions i and j, then probably d
divides j − i. When several repeated pairs are found, d may be the greatest common divisor of a
subset of the differences in their starting points.
The index of coincidence (IC) (see Friedman [Fri76]) measures frequency variations of letters to

estimate the size of d. Let {a1, . . . , an} be the alphabet (plaintext or ciphertext). For 1 ≤ i ≤ n, let Fi
be the frequency of occurrence of ai in a ciphertext of length N. The IC is given by the formula

IC =
(
N
2

)−1 n∑
i=1

(
Fi
2

)
.

Then, IC is the probability that two letters chosen at random in the ciphertext are the same letter.
One can estimate IC theoretically in terms of d, N, and the usual frequency distribution of letters in
plaintext. For English, n = 26, and the expected value of IC is

1
d

(
N − d
N − 1

)
(0.066)+

(
d − 1
d

)(
N

N − 1

)
1
26
.

One estimates d by comparing IC, computed from the ciphertext, with its expected value for
various d.
These two methods of finding d often complement each other in that the IC tells the approximate

size of d, while the Kasiski method gives a number that d divides. For example, the IC may suggest
that d is 5, 6, or 7, and the Kasiski methodmay predict that d probably divides 12. In this case, d = 6.
Rotor machines, like the German Enigma and Hagelin machines, are hardware devices which

implement polyalphabetic substitution ciphers with very long periods d. They can be cryptana-
lyzed using group theory (see Barker [Bar77], Kahn [Kah67], and Konheim [Kon81]). The UNIX
crypt(1) command uses a similar cipher. See Reeds andWeinberger [RW84] for its cryptanalysis.
A one-time pad is a polyalphabetic substitution cipher whose alphabets do not repeat. They are

selected by a random sequence which is the key. The key is as long as the plaintext. If the key
sequence is truly random and if it is used only once, then this cipher is unbreakable. However, if
the key sequence is itself an ordinary text, as in a running-key cipher, the cipher can be broken by
frequency analysis, beginning with the assumption that usually in each position both the plaintext
letter and key letter are letters which occur with high frequency. Frequency analysis also works when
a key is reused to encipher a second message. In this case, one assumes that in each position the
plaintext letters from both messages are letters which occur with high frequency.
A polygram substitution cipher enciphers a block of several letters together to prevent frequency

analysis. For example, the Playfair cipher enciphers pairs of plaintext letters into pairs of ciphertext
letters. It may be broken by analyzing the frequency of pairs of ciphertext letters (see Hitt [Hit18]
for details). The Hill cipher treats a block of plaintext or ciphertext letters as a vector and enciphers
by matrix multiplication. If the vector dimension is two or three, then the cipher may be broken by
frequency analysis of pairs or triples of letters. A known plaintext attack on a Hill cipher is an easy
exercise in linear algebra. (Compare with linear feedback shift registers in the next section.)
The Pohlig–Hellman cipher and most public key ciphers are polygram substitution ciphers with

a block length of several hundred characters. The domain and range of the substitution mapping are
so large that the key must be a compact description of this function, such as exponentiation modulo
a large number (see Sections 11.7 through 11.10 for cryptanalysis of such ciphers).
A product cipher is a cipher formed by composing several transposition and substitution ciphers.

A classic example is the data encryption standard (DES), which alternates transposition and substi-
tution ciphers in 16 rounds (see Diffie and Hellman [DH77] for general cryptanalysis of DES and
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Section 11.5 for a powerful attack on DES and similar product ciphers). The advanced encryption
standard (AES) is another product cipher discussed subsequently.
Ciphers are also classified as block or stream ciphers. All ciphers split long messages into blocks

and encipher each block separately. Block sizes range from one bit to thousands of bits per block.
A block cipher enciphers each block with the same key.
A stream cipher has a sequence or stream of keys and enciphers each block with the next key.

The key stream may be periodic, as in the Vigenère cipher or a linear feedback shift register, or not
periodic, as in a one-time pad. Ciphertext is often formed in stream ciphers by exclusive-oring the
plaintext with the key.

11.3 Linear Feedback Shift Registers

A linear feedback shift register is a device which generates a key stream for a stream cipher. It consists
of an n-bit shift register and an XOR gate. Let the shift register hold the vector R = (r0, r1, . . . , rn−1).
The inputs to the XOR gate are several bits selected (tapped) from fixed bit positions in the register.
Let the 1 bits in the vector T = (t0, t1, . . . , tn−1) specify the tapped bit positions. Then the output
of the XOR gate is the scalar product TR = ∑n−1

i=0 tiri mod 2, and this bit is shifted into the shift
register. Let R′ = (r′0, r′1, . . . , r′n−1) be the contents of the register after the shift. Then r′i = ri−1 for
1 ≤ i < n and r′0 = TR. In other words, R′ ≡ HR mod 2, where H is the n× nmatrix with T as its
first row, 1s just below the main diagonal and 0s elsewhere.

H =

⎛⎜⎜⎜⎜⎜⎜⎜⎝

t0 t1 . . . tn−2 tn−1
1 0 . . . 0 0
0 1 . . . 0 0
...

...
. . .

...
...

0 0 . . . 0 0
0 0 . . . 1 0

⎞⎟⎟⎟⎟⎟⎟⎟⎠
The bit rn−1 is shifted out of the register and into the key stream. One can choose T so that the

period of the bit stream is 2n− 1, which is the maximum possible period. If n is a few thousand, this
length may make the cipher to appear secure, but the linearity makes it easy to break.
Suppose 2n consecutive key bits k0, . . . , k2n−1 are known. Let X and Y be the n× nmatrices

X =

⎛⎜⎜⎜⎝
kn−1 kn . . . k2n−2
kn−2 kn−1 . . . k2n−3
...

...
. . .

...
k0 k1 . . . kn−1

⎞⎟⎟⎟⎠

Y =

⎛⎜⎜⎜⎝
kn kn+1 . . . k2n−1
kn−1 kn . . . k2n−2
...

...
. . .

...
k1 k2 . . . kn

⎞⎟⎟⎟⎠
It follows fromR′ ≡ HR mod 2 thatY ≡ HX mod 2, soHmaybecomputed fromH ≡ YX−1 mod 2.
The inverse matrix X−1 mod 2 is easy to compute by Gaussian elimination or by the Berlekamp-
Massey algorithm for n up to at least 105. The tap vector T is the first row of H, and the initial
contents R of the shift register are (kn−1, . . . , k0).
See Ding et al. [DXS91] for more information about linear feedback shift registers and variations

of them.
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11.4 Meet in the Middle Attacks

One might think that a way to make block ciphers more secure is to use them twice with different
keys. If the key length is n bits, a brute force known plaintext attack on the basic block cipher would
take up to 2n encryptions. It might appear that the double encryption C = EK2(EK1(M)), where K1
andK2 are independent n-bit keys, which would take up to 22n encryptions to find the two keys. The
meet-in-the-middle attack is a known plaintext attack which trades time for memory and breaks
the double cipher using only about 2n+1 encryptions and space to store 2n blocks and keys. LetM1
andM2 be two known plaintexts, and let C1 and C2 be the corresponding ciphertexts. (A third pair
may be needed.) For each possible key K, store the pair (K,EK(M1)) in a file. Sort the 2n pairs by
second component. For each possible key K, compute DK(C1) and look for this value as the second
component of a pair in the file. If it is found, the current key might be K2, and the key in the pair
found in the file might be K1. Check whether C2 = EK2(EK1(M2)) to determine whether K1 and K2
are really the keys.
In the case of DES, n = 56, and the meet-in-the-middle attack requires enough memory to store

256 plaintext-ciphertext pairs, more than is available now. But, some day, there may be enough
memory to make the attack feasible.

11.5 Differential and Linear Cryptanalysis

Differential cryptanalysis is an attackonDESand some related ciphers,which is faster than exhaustive
search. It requires about 247 steps to break DES rather than the 255 steps needed on an average to try
keys until the correct one is found.
Note: Although there are 256 keys for DES, one can test both a key K and its complement K with

a single DES encipherment using the equivalence

C = DESK(M) ⇐⇒ C = DESK(M).

The adjective “differential” here refers to a difference modulo 2 or XOR. The basic idea of
differential cryptanalysis is to form many input plaintext pairs M, M∗ whose XOR M ⊕ M∗ is
constant and study the distribution of the output XORs DESK(M)⊕ DESK(M∗). The XOR of two
inputs to DES, or a part of DES, is called the input XOR, and the XOR of the outputs is called the
output XOR.
DES (see Chapter 9) consists of permutations, XORs, and F functions. The F functions are built

fromanexpansion (48bits from32bits), S-boxes, andpermutations. It is easy to see that permutations
P, expansions E, and XORs satisfy these equations:

P(X)⊕ P(X∗) = P(X ⊕ X∗),
E(X)⊕ E(X∗) = E(X ⊕ X∗)

and

(X ⊕ K)⊕ (X∗ ⊕ K) = X ⊕ X∗.
These operations are linear (as functions on vector spaces over the field with two elements). In
contrast, S-boxes are nonlinear. They do not preserve XORs:

S(X)⊕ S(X∗) �= S(X ⊕ X∗).
Indeed, if one tabulates the distribution of the four-bit output XOR of an S-box as a function of the
six-bit input XOR, one obtains an irregular table. We show a portion of this table for the S-box S1.
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TABLE 11.1 XOR Distribution for S-box S1

Input
XOR

Output XOR

0H 1H 2H 3H 4H 5H 6H 7H . . . EH FH
0H 64 0 0 0 0 0 0 0 . . . 0 0
1H 0 0 0 6 0 2 4 4 . . . 2 4
2H 0 0 0 8 0 4 4 4 . . . 4 2
3H 14 4 2 2 10 6 4 2 . . . 2 0
...

...
...

...
...

...
...

...
... . . .

...
...

34H 0 8 16 6 2 0 0 12 . . . 0 6
...

...
...

...
...

...
...

...
... . . .

...
...

3FH 4 8 4 2 4 0 2 4 . . . 2 2

The row and column labels are hexadecimal numbers. All counts are even numbers since a pair
(X,X∗) is counted in an entry if and only if (X∗,X) is counted. Note also that if the input XOR is 0,
then the output XOR is 0, too. Hence, the first row (0H) has the entry 64 in column 0H and 0 counts
for the other 15 columns. The other rows have no entry greater than 16 and 20% to 30% 0 counts.
The average entry size is 64/16 = 4. The 64 rows for each S-box are all different.
Here is an overview of the differential cryptanalysis of DES. Encipher many plaintext pairs having

a fixed XOR and save the ciphertext pairs. The input to the F function in the last round is R15 = L16,
which can be computed from the ciphertext by undoing the final permutation. Thus, we can find
the input XOR and output XOR for each S-box in the last round. Consider one S-box. If we knew
the output E of expansion and the input X to the S-box, we could compute 6 bits (K) of the key
used here by K = E ⊕ X, since the F function computes X = E ⊕ K. For each of the 64 possible
6-bit blocks K of the key, count the number of pairs that result with the known output XOR using
this key value in the last round. Compare this distribution with the rows of the XOR table for the
S box. When enough pairs have been enciphered, the distribution will be similar to a unique row,
and this will give six of the 48 key bits used in the last round. After this has been done for all eight S
boxes, one knows 48 of the 56 key bits. The remaining 8 bits can be found quickly by trying the 256
possibilities.
The input XORs to the last round may be specified by using as plaintext XORs certain 64-bit

patternswhich,with a small positive probability, remain invariant under the first 15 rounds. Plaintext
pairs which produce the desired input to the last round are called right pairs. Other plaintext pairs
are called wrong pairs. In the statistical analysis, right pairs predict correct key bits while wrong
pairs predict random key bits. When enough plaintext pairs have been analyzed, the correct key bits
overcome the random bits by becoming the most frequently suggested values.
The above description gives the chosen plaintext attack on DES. A known plaintext attack may be

performed as follows. Suppose we need m plaintext pairs to perform a chosen plaintext attack. Let
232
√
2m random known plaintexts be given together with their corresponding ciphertexts. Consider

all (232
√
2m)2/2 = 264m possible (unordered) pairs of known plaintext. Since the block size is 64

bits, there are only 264 possible plaintext XOR values. Hence, there are about 264m/264 = m pairs,
giving each plaintext XOR value. Therefore, it is likely that there arem pairs with each of the plaintext
XORs needed for a chosen plaintext attack.
Although we have described the attack for ECB mode, it works also for the other modes (CBC,

CFB, and OFB), because it is easy to compute the real input and output of DES from the plaintext
and ciphertext in these modes.
The linearity of parts of the DES algorithm mentioned earlier is the basis for Matsui’s [Mat94]

linear cryptanalysis. In this known plaintext attack on DES, one XORs together certain plaintext
and ciphertext bits to form a linear approximation for the XOR of certain bits of the key. This
approximation will be correct with some probability p. Irregularity in the definition of the S-boxes
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allows one to choose bit positions from the plaintext, ciphertext, and key for which the XOR
approximation is valid with probability p �= 1/2. This bias can be amplified by computing the XOR
of the key bits for many different known plaintext-ciphertext pairs. When enough XORs of key bits
have been guessed, one can compute the key bits by solving a system of linear equations over the
field with 2 elements. Linear cryptanalysis of DES requires about 243 known plaintext-ciphertext
pairs to determine the 56-bit key.
Differential and linear cryptanalysis apply also to many substitution/permutation ciphers similar

to DES. These include FEAL, LOKI, Lucifer, and REDOC-II. The same methods can break some
hash functions such as Snefru and N-hash, by producing two messages with the same hash value.
See Biham and Shamir in [BS91] and [BS93] formore information about differential cryptanalysis.

See Matsui [Mat94] for the details of linear cryptanalysis.

11.6 The Advanced Encryption Standard

In 2000, the USNational Institute of Standards selected a cipher called Rijndael as the AES to replace
DES. Like DES, AES performs bit operations (rather than arithmetic with large integers, say) and is
very fast on a binary computer. Its design is public (unlike that of DES) and is based on the theory
of finite fields. The specification of the algorithm may be found at the NIST web site [NIS].
AES is a block cipher and may be used in the same modes as DES. The block size and key length

are independent and each may be 128, 192, or 256 bits. It has 10, 12, or 14 rounds, depending on
the block size and key length. Differential and linear cryptanalysis cannot successfully attack AES
because it has more nonlinearity than DES. If AES is reduced to four rounds, there is an attack
called the “square attack” that can break this simplified cipher. With effort, the square attack can be
extended to break AES with five or six rounds. For AES with at least seven rounds, no attack faster
than exhaustive search of all possible keys is known to work.
Some ciphers, like DES and IDEA, have weak keys that are easy to identify in a chosen plaintext

attack, perhaps because they produce repeated round subkeys. Thisweakness occurs for some ciphers
whose nonlinear operations depend on the key value orwhose key expansion is linear. As the fraction
of weak keys is minuscule for most ciphers, it is unlikely that a randomly chosen key will be weak.
However, they can be exploited in some one-way function applications, where the attacker can
choose the key. The nonlinearity in AES resides in its fixed S-boxes and does not depend on the key.
Also, the key expansion in AES is nonlinear. Therefore, AES has no weak keys and no restriction on
key selection. See [NIS] for more information about the square attack and weak keys.

11.7 Knapsack Ciphers

We describe a variation of Shamir’s attack on the Merkle–Hellman knapsack. A similar attack will
work for almost all known knapsacks, including iterated ones. The only public key knapsack not yet
broken is that of Chor and Rivest [CR85].
Let the public knapsack weights be the positive integers ai for 1 ≤ i ≤ n. An n-bit plaintext block

x1, . . . , xn is enciphered as E =∑n
i=1 aixi.

Let the secret superincreasing knapsack weights be si for 1 ≤ i ≤ n, where ∑j
i=1 si < sj+1 for

1 ≤ j < n. Let the secret modulus M and multiplierW satisfy 1 < W < M, gcd(W,M) = 1 and
M >

∑n
i=1 si. Then ai ≡W−1si mod M orWai ≡ si mod M for 1 ≤ i ≤ n.

To attack this cryptosystem, we rewrite the last congruence as Wai −Mki = si for 1 ≤ i ≤ n,
where the ki are unknown nonnegative integers. Divide byMai to get

W
M
− ki
ai
= si
Mai

.
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This equation shows that, at least for small i, the fraction ki/ai is a close approximation to the fraction
W/M. The inequalities

∑j
i=1 si < sj+1 and

∑n
i=1 si < M imply si ≤ 2−n+iM. For almost allW, we

have ai ≥ M/n2. Hence,

W
M
− ki
ai
= si
Mai

≤ 2−n+i

ai
≤ 2−n+in2

M
.

We expect that all ki and all ai are about the same size asM, so that

ki
k1
− ai
a1
= O(2−n+in2/M).

This says that the vector (a2/a1, . . . , an/a1), constructed from the public weights, is a very close
approximation to the vector (k2/k1, . . . , kn/k1), which involves numbers ki from which one can
compute the secret weights si. Given a vector like (a2/a1, . . . , an/a1), one can find close approxima-
tions to it, like (k2/k1, . . . , kn/k1), by integer programming or the Lenstra–Lenstra–Lovasz theorem.
After k1 is found,M andW are easily determined from the fact that k1/a1 is a close approximation
toW/M. Finally, Shamir showed that ifW∗/M∗ is any reasonably close approximation to W/M,
thenW∗ andM∗ can be used to decrypt every ciphertext.
See Brickell and Odlyzko [BO88] for more information about breaking knapsacks.

11.8 Cryptanalysis of RSA

Suppose an RSA cipher (see Rivest, Shamir, and Adleman [RSA78]) is used with public modulus
n = pq, where p < q are large secret primes, public enciphering exponent e, and secret deciphering
exponent d.
Most attacks on RSA try to factor n. One could read the message without factoring n if the sender

of the enciphered message packed only one letter per plaintext block. Then the number of different
ciphertext blocks would be small (the alphabet size), and the ciphertext could be cryptanalyzed as a
simple substitution cipher.
Here are four cases in which n = pqmight be easy to factor.
1. Ifp andq are too close, that is, ifq−p is notmuch larger thann1/4, thenn canbe factoredby

Fermat’s difference of squaresmethod. It finds x and y so thatn = x2−y2 = (x−y)(x+y),
as follows. Letm = �√n� and write x = m. If z = x2 − n is a square y2, then p = x− y,
q = x + y and we are done. Otherwise, we add 2m + 1 to z and 2 to m and then test
whether z = (x+1)2−n is a square, and so on.Most z can be eliminated quickly because
squares must lie in certain congruence classes. For example, squares must be ≡ 0, 1, 4,
or 9 mod16, which eliminates three out of four possible values for z. If p = k√n, where
0 < k < 1, then this algorithm tests about ((1 − k)2/(2k))√n zs to discover p. The
difference of squares method normally is not at all used to factor large integers. Its only
modern use is to ensure that no one forms an RSAmodulus bymultiplying two 100-digit
primes having the same high order 45 digits, say. Riesel [Rie94] has a nice description of
Fermat’s difference of squares method.

2. If either p−1 or q−1 has a small (<109, say) largest prime factor, then n can be factored
easily by Pollard’s p − 1 factoring algorithm. The idea of this method is that if p − 1
divides Q, and p does not divide b, then p divides bQ − 1. This assertion follows from
Fermat’s little theorem. Typically,Q is the product of all prime powers below some limit.
The method is feasible when this limit is as large as 109. If Q = ∏k

i=1 qi, when qi are
prime powers, then one computes
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POLLARD (b, k, n)
1 x← b
2 for i← 1 to k
3 do x← xqi mod n
4 if (g ← gcd(x− 1, n)) > 1,
5 then return factor g of n

This method and the following one have analogues in which p− 1 and q− 1 are replaced
by p + 1 and q + 1. See Riesel [Rie94] for more details of Pollard’s p − 1 method. See
Williams [Wil82] for details of the p+ 1 method.

3. The number g = gcd(p− 1, q− 1) divides n− 1 and may be found by factoring n− 1,
which may be much easier than factoring n. When g is small, as usually happens, it is not
useful for finding p or q. But when g is large, it may help find p or q. In that case, for each
large factor g <

√
n of n− 1, one can seek a factorization n = (ag + 1)(bg + 1).

4. If n is small, n < 10150, say, then one can factor n by a general factoring algorithm like
those described in the next section.

See Boneh [Bon99] for many other attacks on RSA.

11.9 Integer Factoring

We outline the quadratic sieve (QS) and the number field sieve (NFS), which are currently the
two fastest known integer factoring algorithms that work for any composite number, even an RSA
modulus.
Both of these methods factor the odd composite positive integer n by finding integers x, y so that

x2 ≡ y2 mod n but x �≡ ±y mod n. The first congruence implies that n divides (x− y)(x+ y), while
the second congruence implies that n does not divide x − y or x + y. It follows that at least one
prime factor of n divides x − y and at least one prime factor of n does not divide x − y. Therefore,
gcd(n, x−y) is a proper factor of n. (This analysis fails if n is a power of a prime, but an RSAmodulus
would never be a prime power because it would be easy to recognize.)
However, these two factoringmethods ignore the conditionx �≡ ±y mod nandseekmany random

solutions to x2 ≡ y2 mod n. If n is odd and not a prime power, at least half of all solutions with
y �≡ 0 mod n satisfy x �≡ ±y mod n and factor n. Actually, if n has k different prime factors, the
probability of successfully factoring n is 1− 21−k, for each random congruence x2 ≡ y2 mod n with
y �≡ 0 mod n.
InQS,many congruences (called relations) of the form z2 ≡ q mod n are producedwith q factored

completely. One uses linear algebra over the field GF(2) with two elements to pair these primes and
finds a subset of the relations in which the product of the qs is a square, y2, say. Let x be the product
of the zs in these relations. Then x2 ≡ y2 mod n, as desired.
The linear algebra is done as follows: Let p1, . . . , pr be all of the primes which divide any q. Then

write the relations as:

z2i ≡ qi =
r∏
j=1
peijj mod n, for 1 ≤ i ≤ s,

where s > r. Note that
∏r
j=1 p

fj
j is the square of an integer if and only if every fi ≡ 0 mod 2. Suppose

(t1, . . . , ts) is not the zero vector in the s-dimensional vector space GF(2)s but does lie in the null
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space of the matrix [eij], that is,∑s
i=1 eijti = 0 in GF(2). Then

s∏
i=1
ti=1

qi =
r∏
j=1

s∏
i=1
ti=1

peijj .

The exponent on pj in this double product is
∑s
i=1 eijti, which is an even integer since the t vector is

in the null space of the matrix. Therefore,
s∏
i=1
ti=1

qi

is a square because each of its prime factors appears raised to an even power. We call this square y2
and let

x =
s∏
i=1
ti=1

zi.

Then x2 ≡ y2 mod n.
In QS, the relations z2 ≡ q mod n with q factored completely are produced as follows: Small

primes p1, . . . , pr for which n is a quadratic residue (square) are chosen as the factor base. If we
choose many pairs a, b of integers with a = c2 for some integer c, b2 ≡ n mod a and |b| ≤ a/2, then
the quadratic polynomials

Q(t) = 1
a
[(at + b)2 − n] = at2 + 2bt + b

2 − n
a

will take integer values at every integer t. If a value of t is found for which the right hand side
is factored completely, a relation z2 ≡ q mod n is produced, with z ≡ (at + b)c−1 mod n and
q = Q(t) = ∏r

j=1 p
fj
j , as desired. No trial division by the primes in the factor base is necessary.

A sieve quickly factors millions of Q(t)s. Let t1 and t2 be the two solutions of

(at + b)2 ≡ n mod pi in 0 ≤ t1, t2 < pi.

(A prime p is put in the factor base for QS only if this congruence has solutions, that is, only if n
is a quadratic residue modulo p.) Then all solutions of Q(t) ≡ 0 mod pi are t1 + kpi and t2 + kpi
for k ∈ Z. In most implementations, Q(t) is represented by one byte Q[t] and log pi is added to
this byte to avoid division of Q(t) by pi, a slow operation. Let U denote the upper limit of the sieve
interval, p denote the current prime pi, and L denote the byte approximation to log pi. The two inner
loops are

LOOP (p, L, t1,U)

1 t← t1
2 while t < U
3 do Q[t] ← Q[t] + L
4 t← t + p

and LOOP(p, L, t2,U). After the sieve completes, one harvests the relations z2 ≡ q mod n from those
t for which Q[t] exceeds a threshold. Only at this point is Q(t) formed and factored, the latter
operation being done by trial division with the primes in the factor base.
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The time QS that takes to factor n is about

exp((1+ ε(n))(log n)1/2(log log n)1/2),

where ε(n) → 0 as n→∞.
We begin our outline of the NFS by describing the special number field sieve (SNFS), which

factors numbers of the form n = re − s, where r and |s| are small positive integers. It uses some
algebraic number theory. Choose a small positive integer d, the degree of an extension field. Let
k be the least positive integer for which kd ≥ e. Let t = srkd−e. Let f be the polynomial Xd − t.
Let m = rk. Then f (m) = rkd − srkd−e = rkd−en is a multiple of n. The optimal degree for f is
((3 + ε(e)) log n/(2 log log n))1/3 as e → ∞ uniformly for r, s in a finite set, where ε(e) → 0 as
e→∞.
Let α be a zero of f . Let K = Q(α). Assume f is irreducible, so the degree of K over Q is d. Let

Qn denote the ring of rational numbers with denominator coprime to n. The subring Qn[α] of K
consists of expressions

∑d−1
i=0 (si/ti)αiwith si, ti ∈ Z andgcd(n, ti) = 1.Define a ringhomomorphism

φ : Qn[α] → Z/nZ by the formula φ(α) = (m mod n). Thus, φ(a+ bα) ≡ a+ bm mod n.
For 0 < a ≤ A and −B ≤ b ≤ B, SNFS uses a sieve (as in QS) to factor a + bm and the norm

of a + bα in Z. The norm of a + bα is (−b)df (−a/b). This polynomial of degree d has d roots
modulo p which must be sieved, just like the two roots of Q(t) in QS. A pair (a, b) is saved in a file if
gcd(a, b) = 1, and a+ bm and the norm of a+ bα both have only small prime factors (ones in the
factor base, say).
We use linear algebra to pair the prime factors just as inQS, except that nowwemust form squares

on both sides of the congruences. The result is a nonempty set S of pairs (a, b) of coprime integers
such that ∏

(a,b)∈S
(a+ bm) is a square in Z,

and ∏
(a,b)∈S

(a+ bα) is a square in Qn[α].

Let the integer x be a square root of the first product. Let β ∈ Qn[α] be a square root of the second
product. We have φ(β2) ≡ x2 mod n, since φ(a + bα) ≡ a + bm mod n. Let y be an integer for
which φ(β) ≡ y mod n. Then x2 ≡ y2 mod n, which will factor n with a probability of at least 1/2.
In the general NFS, we must factor an arbitrary n for which no obvious polynomial is given.

The key properties required for the polynomial are that it is irreducible, it has moderately small
coefficients so that the norm of α is small, and we know a nontrivial rootmmodulo n of it. Research
in good polynomial selection is still in progress. One simple choice is to let m be some integer near
n1/d and write n in radix m as n = cdmd + · · · + c0, where 0 ≤ ci < m. Then use the polynomial
f (X) = cdXd + · · · + c0. With this choice, the time needed by NFS to factor n is

exp(((64/9)1/3 + ε(n))(log n)1/3(log log n)2/3),

where ε(n) → 0 as n → ∞. QS is faster than NFS for factoring numbers up to a certain size,
and NFS is faster for larger numbers. This crossover size is between 100 and 120 decimal digits,
depending on the implementation and the size of the coefficients of the NFS polynomial.
See Riesel [Rie94] for a description of the QS and NFS factoring algorithms. See also Lenstra and

Lenstra [LL93] for more information about NFS.
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11.10 Discrete Logarithms

TheDiffie–Hellmankey exchange, theElGamal public key cryptosystem, thePohlig–Hellmanprivate
key cryptosystem, and thedigital signature algorithmcould all be broken ifwe could computediscrete
logarithms quickly, that is, if we could solve the equation ax = b in a large finite field. For simplicity,
we assume that the finite field is either the integers modulo a prime p or the field with 2n elements.
Consider first the exponential congruence ax ≡ b mod p. By analogy to ordinary logarithms, we

may write x = loga b when p is understood from the context. These discrete logarithms enjoy many
properties of ordinary logarithms, such as loga bc = loga b+ loga c, except that the arithmetic with
logarithms must be done modulo p − 1 because ap−1 ≡ 1 mod p. Neglecting powers of log p, the
congruence may be solved in O(p) time and O(1) space by raising a to successive powers modulo
p and comparing each with b. It may also be solved in O(1) time and O(p) space by looking up
x in a precomputed table of pairs (x, ax mod p) sorted by the second coordinate. Shanks’ “giant
step–baby step” algorithm solves the congruence in O(

√p) time and O(
√p) space as follows. Let

m = �√p− 1�. Compute and sort them ordered pairs (j, amj mod p), for j from 0 tom− 1, by the
second coordinate. Compute and sort them ordered pairs (i, ba−i mod p), for i from 0 tom− 1, by
the second coordinate. Find a pair (j, y) in the first list and a pair (i, y) in the second list. This search
will succeed because every integer between 0 and p − 1 can be written as a two-digit number ji in
radixm. Finally, x = (mj+ i) mod (p− 1).
There are two probabilistic algorithms, the rho method and the lambda (or kangaroo) method,

for solving ax ≡ b mod p which also have time complexity O(
√p), but space complexity O(1). See

[Wag03] for details of these methods.
There are faster ways to solve ax ≡ b mod p using methods similar to the two integer factoring

algorithms QS and NFS. Here is the analogue for QS. Choose a factor base of primes p1, . . . , pk.
Perform the following precomputation which depends on a and p but not on b. For many random
values of x, try to factor ax mod p using the primes in the factor base. Save at least k + 20 of the
factored residues:

axj ≡
k∏
i=1
peiji mod p for 1 ≤ j ≤ k+ 20,

or equivalently

xj ≡
k∑
i=1
eij loga pi mod (p− 1) for 1 ≤ j ≤ k+ 20.

When b is given, perform the following main computation to find loga b. Try many random values
for s until one is found for which bas mod p can be factored using only the primes in the factor base.
Write it as

bas ≡
k∏
i=1
pcii mod p

or

(loga b)+ s ≡
k∑
i=1
ci loga pi mod (p− 1).

Use linear algebra as in QS to solve the linear system of congruences modulo p− 1 for loga b. One
can prove that the precomputation takes time

exp((1+ ε(p))
√
log p log log p),
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where ε(p) → 0 as p→∞, while the main computation takes time

exp((0.5+ ε(p))
√
log p log log p),

where ε(p) → 0 as p→∞.
There is a similar algorithm for solving congruences of the form ax ≡ b mod pwhich is analogous

to NFS and runs faster than the above for large p.
There is a method of Coppersmith [Cop84] for solving equations of the form ax = b in the field

with 2n elements, which is practical for n up to about 1000. Empirically, it is about as difficult to
solve ax = b in the field with pn elements as it is to factor a general number about as large as pn.
As these are the two problems which must be solved in order to break the RSA and the ElGamal
cryptosystems, it is not clear which one of these systems is more secure for a fixed size of modulus.

11.11 Elliptic Curve Discrete Logarithms

All of the cryptographic algorithms whose security relies on the difficulty of solving the discrete
logarithm problem ax = b in a large finite field have analogues in which the multiplicative group
of the field is replaced by the additive group of points on an elliptic curve. The discrete logarithm
problem in the field has this analogue on an elliptic curve E modulo a prime p: Given points P and
Q on E, find an integer x so thatQ = xP, where xP denotes the sum P+ P+ · · · + P of x copies of P.
It is also given that such an integer x exists, perhaps because P generates E, that is, the curve consists
of the pointsmP for all integersm.
The algorithms for solving ax ≡ b mod p with time or space complexity O(p) given in the

preceding section have analogues for solving the discrete logarithm problem Q = xP on an elliptic
curve E modulo p. By Hasse’s theorem, the size of E is O(p), so these algorithms also have time or
space complexity O(p). Similarly, there is an analogue of Shanks’ “giant step–baby-step” algorithm
which solves Q = xP in time and space O(

√p), ignoring small powers of log p. Likewise, the rho
and lambda algorithms have elliptic curve analogues with time complexity O(

√p). In fact, these
algorithms work in all groups, not just those mentioned here.
An important property of elliptic curves is that, for most curves, the analogues just mentioned are

the fastest known ways to solve the elliptic curve discrete logarithm problem. The subexponential
algorithms for solving ax ≡ b mod p which are similar to QS and NFS have no known analogues
for general elliptic curves. Because of this hardness of the elliptic curve discrete logarithm problem,
one may choose the modulus p of the curve much smaller than would be needed to make it hard to
solve ax ≡ b mod p. Themodulus p of an elliptic curve only needs to be large enough so that it is not
feasible for an attacker to perform O(

√p) operations. According to NIST guidelines, the discrete
logarithm problem for an elliptic curve modulo a 163-bit prime is about as hard as solving ax ≡ b
modulo a 1024-bit prime. Since the arithmetic of multiplying numbers modulo p and adding points
on an elliptic curve modulo p both have time complexity O((log p)2), cryptographic algorithms
using these operations will run faster when p is smaller. Thus, it is faster to use an elliptic curve in
a cryptographic algorithm than to use the multiplicative group of integers modulo a prime large
enough to have an equally hard discrete logarithm problem.
The MOV attack [MOV93] uses the Weil pairing to convert a discrete logarithm problem in

an elliptic curve E modulo p into an equivalent discrete logarithm problem in the field with pm
elements, where the embedding degree m is a certain positive integer that depends on E. If m were
small, subexponential methods would make it feasible to solve the equivalent discrete logarithm
problem. Generally, m is a large positive integer, and the discrete logarithm problem in the field
with pm elements is infeasible. Balasubramanian and Koblitz [BK98] have shown that m ≥ 7 for
almost all elliptic curves. For such m, the discrete logarithm problem in the field with pm elements
is infeasible when p has at least 163 bits.
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Weil descent converts an elliptic curve discrete logarithm problem to one in a hyperelliptic curve
of high genus, where it can sometimes be solved. As with the MOV attack, this attack is infeasible
for almost all elliptic curves. See Diem [Die04] for more details.

11.12 Research Issues and Summary

This chapter presents an overview of some of the many techniques of breaking ciphers. This sub-
ject has a long and rich history. We gave some historical perspective by mentioning some of the
older ciphers whose cryptanalysis is well understood. Most of this article deals with the cryptanal-
ysis of ciphers still being used today, such as DES, AES, RSA, Pohlig–Hellman, etc. We still do
not know how to break these ciphers quickly, and research into methods for doing this remains
intense today.
New cryptosystems are invented frequently. Most of them are broken quickly. For example,

research continues on multistage knapsacks, some of which have not been broken yet, but probably
will be soon. Some variations of differential cryptanalysis being studied now include higher-order
differential cryptanalysis and a combination of linear and differential cryptanalysis. Some recent
advances in integer factoring algorithms include the use of several primes outside the factor base in
QS, the self-initializing QS, faster computation of the square root (β) in the NFS, better methods
of polynomial selection for the general NFS, and the lattice sieve variation of the NFS. Most of
these advances apply equally to computing discrete logarithms in a field with p elements. Several
efforts are under way to accelerate the addition of points on an elliptic curve, a basic operation in
cryptosystems that use elliptic curves. One approach uses an elliptic curve over the field with pn
elements, but whose coefficients lie in the field with p elements. Another approach uses hyperelliptic
curves over a finite field. These methods accelerate cryptographic algorithms that use elliptic curves
but could lead to failures in the algorithms. In both approaches the fields must have appropriate
sizes and the coefficients must be chosen wisely to avoid the MOV andWeil descent attacks.
We have omitted discussion of many important ciphers in this short article. Even for the ciphers

which were mentioned, the citations are far from complete. See Section 11.13 for general references.

11.13 Further Information

Research on cryptanalysis is published often in the journals Journal of Cryptology, Cryptologia, and
Computers and Security. Such research appears occasionally in the journals Algorithmica, AT&T
Technical Journal, Communications of the ACM, Electronics Letters, Information Processing Letters,
IBMJournal of Research andDevelopment, IEEETransactions on InformationTheory, IEEESpectrum,
Mathematics of Computation, and Philips Journal of Research.
Several annual or semi-annual conferences with published proceedings deal with cryptanalysis.

CRYPTO has been held since 1981 and has published proceedings since 1982. See CRYPTO ’82,
CRYPTO ’83, etc. EUROCRYPT has published its proceedings in 1982, 1984, 1985, 1987, 1988, etc.
The conference AUSCRYPT is held in even numbered years since 1990, while ASIACRYPT is held
in odd numbered years since 1991. ANTS, the Algorithmic Number Theory Symposium, began in
1994 and is held biannually.
Kahn [Kah67] gives a comprehensive history of cryptology up to 1967. Public key cryptography

was launched by Diffie and Hellman [DH76]. Denning [Den83] and Konheim [Kon81] have lots
of information about and examples of old ciphers and some information about recent ones. Biham
and Shamir [BS93] is the basic reference for differential cryptanalysis of DES and related ciphers.
Wagstaff [Wag03] emphasizes cryptanalysis of ciphers based on number theory.
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Defining Terms

Breaking a cipher: Finding the key to the cipher by analysis of the ciphertext or, sometimes, both
the plaintext and corresponding ciphertext.
Coprime: Relatively prime. Refers to integers having no common factor greater than 1.
Differential cryptanalysis: An attack on ciphers like DES which tries to find the key by examining
how certain differences (XORs) of plaintext pairs affect differences in the corresponding ciphertext
pairs.
Digital signature algorithm: A public-key algorithm for signing or authenticating messages. It was
proposed by the National Institute of Standards and Technology in 1991.
Factor base:Afixed set of small primes, usually all suitable primes up to some limit, used in factoring
auxiliary numbers in the quadratic and number field sieves.
Homophone: One of several ciphertext letters used to encipher a single plaintext letter.
Key stream:A sequence of bits, bytes, or longer strings used as keys to encipher successive blocks of
plaintext.
Permutation or transposition cipher:A cipher which enciphers a block of plaintext by rearranging
the bits or letters.
Quadratic residuemodulom:A number r which is coprime tom and for which there exists an x so
that x2 ≡ r mod m.
Sieve: A number theoretic algorithm in which, for each prime number p in a list, some operation is
performed on every pth entry in an array.
Substitutioncipher:Acipherwhich enciphers by replacing letters or blocks of plaintext by ciphertext
letters or blocks under the control of a key.
XOR: Exclusive-or or sum of bits modulo 2.
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12.1 Introduction

In this chapter, we discuss four related areas of cryptology, namely, authentication, hashing, message
authentication codes (MACs), and digital signatures. These topics represent active and growing
research topics in cryptology. Space limitations allow us to concentrate only on the essential aspects
of each topic. The bibliography is intended to supplement our survey. We have selected those items
which providean overview of the current state of knowledge in the above areas.
Authentication deals with the problem of providing assurance to a receiver that a communicated

message originates from a particular transmitter, and that the receivedmessage has the same content
as the transmitted message. A typical authentication scenario occurs in computer networks, where
the identity of two communicating entities is established by means of authentication.
Hashing is concerned with the problem of providing a relatively short digest–fingerprint of

a much longer message or electronic document. A hashing function must satisfy (at least) the
critical requirement that the fingerprints of two distinct messages are distinct. Hashing functions
have numerous applications in cryptology. They are often used as primitives to construct other
cryptographic functions.

12-1
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MACs are symmetric key primitives that provide message integrity against active spoofing by
appending a cryptographic checksum to a message that is verifiable only by the intended recipient
of the message. Message authentication is one of the most important ways of ensuring the integrity
of information that is transferred by electronic means.
Digital signatures provide electronic equivalents of handwritten signatures. They preserve the

essential features of handwritten signatures and can be used to sign electronic documents. Digital
signatures can potentially be used in legal contexts.

12.2 Authentication

One of the main goals of a cryptographic system is to provide authentication, which simply means
providing assurance about the content and origin of communicated messages.
Historically, cryptography began with secret writing, and this remained the main area of develop-

ment until recently.With the rapid progress in data communication, the need for providingmessage
integrity and authenticity has escalated to the extent that currently authentication is seen as an urgent
goal of cryptographic systems.
Traditionally, it was assumed that a secrecy system provides authentication by the virtue of

the secret key being only known to the intended communicants; this would prevent an adversary
from constructing a fraudulent message. Simmons [60] argued that the two goals of cryptogra-
phy are independent. He showed that a system that provides perfect secrecy might not provide
any protection against authentication threats. Similarly, a system can provide perfect authentication
without concealing messages.
In the rest of this chapter, we use the term communication system to encompass message trans-

mission as well as storage. The system consists of a transmitter who wants to send a message, a
receiver who is the intended recipient of the message, and an adversary who attempts to construct
a fraudulent message with the aim of getting it accepted by the receiver unwittingly. In some cases,
there is a fourth party, called the arbiter, whose basic role is to provide protection against cheating
by the transmitter and/or the receiver. The communication is assumed to take place over a public
channel, and hence the communicated messages can be seen by all the players. An authentication
threat is an attempt by an adversary in the system to modify a communicated message or inject
a fraudulent message into the channel. In a secrecy system, the attacker is passive, while in an
authentication system, the adversary is active and not only observes the communicated messages
and gathers information such as plaintext and ciphertext, but also actively interacts with the system
to achieve his or her goal. This view of the system clearly explains Simmons’ motivation for basing
authentication systems on game theory.
The most important criteria that can be used to classify authentication systems are

• The relation between authenticity and secrecy
• The framework for the security analysis

The first criterion divides authentication systems into those that provide authentication with and
without secrecy. The second criterion divides systems into systems with unconditional security,
systems with computational security, and systems with provable security. Unconditional security
implies that the adversary has unlimited computational power, while in computational security the
resources of the adversary are bounded, and security relies on the fact that the required computation
exceeds this bound. A provably secure system is in fact a subclass of computationally secure systems,
and compromising the system is equivalent to solving a known difficult problem.
These two classifications are orthogonal and produce four subclasses. Below, we review the basic

concepts of authentication theory, some known bounds and constructions in unconditional security,
and then consider computational security.
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12.2.1 Unconditional Security

A basic model introduced by Simmons [60] has remained the mainstay of most of the theoretical
research on authentication systems. The model has the same structure as described in Section 12.2
but excludes the arbiter. To provide protection against an adversary, the transmitter and receiver
use an authentication code (A-code). An A-code is a collection E of mappings called encoding rules
(also called keys) from a set S of source states (also called transmitter states) into the set M of
cryptogram (also called codewords). For A-codes without secrecy, also called Cartesian A-codes, a
codeword uniquely determines a source state. That is, the set of codewords is partitioned into subsets
each corresponding to a distinct source state. In a systematic Cartesian A-code,M=S × T where
T is a set of authentication tags and each codeword is of the form s.t, s ∈ S , t ∈ T where ‘.’ denotes
concatenation. Let the cardinality of the set S of source states be denoted as k; that is, |S| = k. Let
E= |E | and M= |M|. The encoding process adds key dependent redundancy to the message, so
k<M. A key (or encoding rule) e determines a subset Me ⊂ M of codewords that are authentic
under e.
The incidence matrix A of an A-code is a binary matrix of size E×M whose rows are labeled by

encoding rules and columns by codewords, such that A(e,m)= 1 if m is a valid codeword under e,
and A(e,m)= 0, otherwise.
An authentication matrix B of a Cartesian A-code is a matrix of size E× k whose rows are labeled

by the encoding rules and columns by the source states, and B(e, s)= t if t is the tag for the source
state s under the encoding rule e.
To use the system, the transmitter and receivermust secretly share an encoding rule. The adversary

does not know the encoding rule and uses an impersonation attack, which only requires a knowledge
of the system, or a substitution attack in which the adversary waits to see a transmitted codeword,
and then constructs a fraudulent codeword. The security of the system is measured in terms of
the adversary’s chance of success with the chosen attack. The adversary’s chance of success in an
impersonation attack is denoted by P0, and in a substitution attack by P1. The best chance an
adversary has in succeeding in either of the above attacks is called the probability of deception, Pd.
An attack is said to be spoofing of order � if the adversary has seen � communicated codewords

under a single key. The adversary’s chance of success in this case is denoted by P�.
The chance of success can be defined using two different approaches. The first approach corre-

sponds to an average case analysis of the system and can be described as the adversary’s payoff in
the game theory model. It has been used by a number of authors, includingMacWilliams et al., [40],
Fak [27], and Simmons [60]. The second is to consider the worst-case scenario. This approach is
based on the relation between A-codes and error correcting codes (also called E-codes).
Using the game theory model, Pj is the value of a zero-sum game between communicants and the

adversary. For impersonation

P0 = max
m∈M

(payoff(m)),

and for substitution

P1 =
E∑
j=1

∑
m∈M

P(m)max
m′

payoff(m,m′),

where P(m) is the probability of a codeword m occurring in the channel, and payoff(m,m′) is the
adversary’s payoff (best chance of success) when it substitutes an intercepted codeword m with a
fraudulent one,m′.
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12.2.2 Bounds on the Performance of the A-Code

The first types of bounds relate the main parameters of an A-code, that is, E,M, k, and hence are
usually called combinatorial bounds. The most important combinatorial bound for A-codes with
secrecy is

Pi ≥ k− i
M − i , i = 1, 2, . . .

and for A-codes without secrecy is

Pi ≥ k/M, i = 1, 2, . . . .

An A-code that satisfies these bounds with equality, that is, with Pi = k−i
M−i for A-codes with

secrecy and Pi= k/M for Cartesian A-codes is said to provide perfect protection for spoofing of
order i. The adversary’s best strategy in spoofing of order i for such an A-code is to randomly select
one of the remaining codewords.
A-codes that provide perfect protection for all orders of spoofing up to r are said to be r-fold

secure. These codes can be characterized using combinatorial structures, such as orthogonal arrays
and t-designs.
An orthogonal array OAλ(t, k, v) is an array with λvt rows, each row of size k, from the elements

of set X of v symbols, such that in any t columns of the array every t-tuple of elements of X occurs
in exactly λ rows. Usually, t is referred to as the strength of the OA.
The following table gives an OA2(2, 5, 2) on the set {0, 1}:

0 0 0 0 0
1 1 0 0 0
0 0 0 1 1
1 1 0 1 1
1 0 1 0 1
0 1 1 0 1
1 0 1 1 0
0 1 1 1 0

A t-(v, k, λ) design is a collection of b subsets, each of size k of a set X of size vwhere every distinct
subset of size t occurs exactly λ times.
The incidence matrix of a t-(v, k, λ) is a binary matrix, A= (aij), of size b × v such that aij= 1 if

element j is in block i and 0 otherwise.
The following table gives a 3-(8, 4, 1) design on the set {0, 1, 2, 3, 4, 5, 6, 7}:

7 0 1 3
7 1 2 4
7 2 3 5
7 3 4 6
7 4 5 0
7 5 6 1
7 6 0 2
2 4 5 6
3 5 6 0
4 6 0 1
5 0 1 2
6 1 2 3
0 2 3 4
1 3 4 5
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with incidence matrix:

1 1 0 1 0 0 0 1
0 1 1 0 1 0 0 1
0 0 1 1 0 1 0 1
0 0 0 1 1 0 1 1
1 0 0 0 1 1 0 1
0 1 0 0 0 1 1 1
1 0 1 0 0 0 1 1
0 0 1 0 1 1 1 0
1 0 0 1 0 1 1 0
1 1 0 0 1 0 1 0
1 1 1 0 0 1 0 0
0 1 1 1 0 0 1 0
1 0 1 1 1 0 0 0
0 1 0 1 1 1 0 0

The main theorems relating A-codes with r-fold security and combinatorial structures are due to
a number of authors, including Stinson [62], and Tombak and Safavi-Naini [70]. The following are
the most general forms of these theorems.
Let the source be r-fold uniform. Then an A-code provides r-fold security against spoofing if and

only if the incidence matrix of the code is the incidence matrix of a (r + 1)− (M, k, λ) design.
In the above theorem, an r-fold uniform source is a source for which every string of r distinct

outputs from the source has probability 1
k(k−1)···(k−r+1) .

Let P0= P1= P2= · · · = Pr = k/M. Then the authentication matrix is a OA(r + 1, k, �) where
�=M/k.
The so-called information theoretic bounds characterize the adversary’s chance of success using

uncertaintymeasures (entropy).Thefirst suchbound forCartesianA-codes, derivedbyMacWilliams
et al. [40], is

P1 ≥ 2−
H(M)
2

where H(M) is the entropy of the codeword space. The first general bound on P0, due to
Simmons [60], is

P0 ≥ 2−(H(E)−H(E|M)),

where H(E) is the entropy of the key space and H(E|M) is the conditional entropy of the key when
a codeword is intercepted. Write I(E;M) for the mutual information of E andM. Then,

P0 ≥ 2−I(E; M).

The above bound relates the adversary’s best chance of success to the mutual information between
the cryptogram space and the key space. A general form of this bound, proved independently by
Rosenbaum [57] and Pei [44], is

P� ≥ 2−I(E; M�),

where I(E;M�) is the mutual information between a string of � codewords andm� is the key.
Similar bounds for A-codes without secrecy were proved by MacWilliams et al. [40] and

Walker [72].
A general bound on the probability of deception, Pdr , derived by Rosenbaum [57], is

Pdr ≥ 2−
H(E)
r+1 .
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12.2.3 Other Types of Attack

Tombak and Safavi-Naini [69] consider other types of attacks, similar to those for secrecy systems.
In a plaintext attack against A-codes with secrecy, the adversary not only knows the codeword but
also knows the corresponding plaintext. In chosen content attack, the adversary wants to succeed
with a codeword that has a prescribed plaintext. It is shown that by applying some transformation
on the A-code it is possible to provide immunity against the above attacks.
A-codes with secrecy are generally more difficult to analyze than Cartesian A-codes. Moreover,

the verification process for the former is not efficient. In the case of Cartesian A-codes, verification
of a received codeword, s.t, amounts to recalculating the tag using the secret key and the source state
s to obtain t′ and comparing it to the received tag t. For an authentic codeword, we have t= t′. In
the case of A-codes with secrecy, when a codewordm is received, the receiver must try all authentic
codewords using his or her secret key, otherwise there must be an inverse algorithm that allows the
receiver to find and verify the source state. The former process is costly, and the latter does not exist
for a general A-code. For practical reasons, the majority of research has concentrated on Cartesian
A-codes.

12.2.4 Efficiency

Authentication systems require secure transmission of key information prior to the communication
and hence, similar to secrecy systems, it is desirable to have a small number of key bits.
Rees and Stinson [54] prove that for any (M, k,E) A-code that is onefold secure, E≥M. For

A-codes with secrecy that provide onefold security, Stinson [62] shows that

E ≥ M
2 −M
k2 − k .

Under similar conditions for Cartesian A-codes, Stinson [62] shows that

E ≥ k(�− 1)+ 1,

where �= k/M.
For A-codes with r-fold security, Stinson [64] shows that

E ≥ M(M − 1) · · · (M − r)
k(k− 1) · · · (k− r) .

An A-code provides perfect authenticity of order r if Pdr = k/M. In such codes, the probability of
success of the spoofer does not improve with the interception of extra codewords.
The following bound is established by Tombak and Safavi-Naini [68] for codes of the above type:

E ≥ M
r+1

kr+1
.

Their bound shows that the provision of perfect authenticity requires logM− log k extra key bits on
an average for every added order of spoofing. Hence, using the same key for authentication of more
than one message is expensive.
A second measure of efficiency, often used for systematic Cartesian A-codes, is the size of the tag

space for a fixed size of source space and probability of success in substitution. Stinson [65] shows
that, for perfect protection against substitution, the size of key space grows linearly with the size of
the source. Johansson et al. [35] show that if P1 > P0, A-codes with an exponential (in E) number
of source states can be obtained.
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12.2.5 A-Codes and E-Codes

An error correcting code provides protection against random channel error. The study of error-
correcting codes was motivated by Shannon’s Channel Capacity Theorem and has been a very active
research area since the early 1950s. Error-correcting codes add redundancy to a message in such a
way that a codeword corrupted by the channel noise can be detected and/or corrected. The main
difference between an A-code and an E-code is that in the former redundancy depends on a secret
key, while in the latter it only depends on the message being coded. There exists a duality between
authentication codes and error correcting codes. In the words of Simmons [60], “. . . one (coding
theory) is concerned with clustering the most likely alterations as closely about the original code
as possible and the other (authentication theory) with spreading the optimal (to the opponent)
alterations as uniformly as possible overM”.
The relation between E-codes and A-codes is explored in the work of Johansson et al. [35], who

show that it is possible to construct E-codes from A-codes and vice-versa. Their work uses a worst
case analysis approach in analyzing the security of A-codes. That is, in the case of substitution
attack, they consider the best chance of success that an adversary has when it intercepts all possible
codewords. This contrasts with the information theoretic (or game theory) approach in which the
average success probability of the adversary over all possible intercepted codewords is calculated.
The work of Johansson et al. is especially useful as it allows the well-developed body of bounds

and asymptotic results from the theory of error correcting codes to be employed in the context of
authentication codes, to derive upper and lower bounds on the size of the source for A-codes with
given E, T, and P1.

12.2.6 Authentication with Arbiter

In the basic model of authentication discussed above, the adversary is an outsider, and we assume
that the transmitter and the receiver are trustworthy. Moreover, because the key is shared by the
transmitter and the receiver, the two players are cryptographically indistinguishable. In an attempt
to model authentication systems in which the transmitter and the receiver are distinguished and to
remove assumptions about the trustworthiness of the two, Simmons [60] introduced a fourth player
called the arbiter. The transmitter and receiver have different keys, and the arbiter has access to all
or part of the key information. The system has a key distribution phase during which keys satisfying
certain conditions are chosen. After that there is a transmission phase during which the transmitter
uses its key to produce a codeword and finally a dispute phase during which disputes are resolved
with the aid of the arbiter. The arbiter in Simmons’ model is active during the transmission phase
and is assumed to be trustworthy. Yung and Desmedt [78] relax this assumption and consider a
model in which the arbiter is only trusted to resolve disputes. Johansson [33] and Kurosawa [38]
derive lower bounds on the probability of deception in such codes. Johansson [34] and Taylor [66]
proposed constructions.

12.2.7 Shared Generation of Authenticators

Many applications require the power to generate an authentic message and/or to verify the authen-
ticity of a message to be distributed among a number of players. An example of such a situation is
multiple signatures in a bank account or court room. Desmedt and Frankel [24] introduced systems
with shared generation of authenticators (SGA-systems), which have been studied by Safavi-Naini
[58]. In such systems, there is a group P of transmitters created with a structure Γ that determines
authorized subsets of P. Each player has a secret key which is used to generate a partial tag. The
system has two phases. In the key distribution phase, a trusted authority generates keys for the
transmitters and receivers and securely delivers the keys to them. In the communication phase,
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the trusted authority is not active. When an authorized group of transmitters wants to construct an
authentic codeword, using its key, each group member generates a partial tag for the source state s
which needs to be authenticated and sends it to a combiner. The combiner is a fixed algorithm with
no secret input. It combines its inputs to produce a tag, t, to be appended to s. The receiver is able
to authenticate this codeword using its secret key.

12.2.8 Multiple Authentication

As mentioned earlier, in the theory of A-codes, the possible attacks by the adversary are limited
to impersonation and substitution. This means that the security of the system is only for one
message communication; after that the key must be changed. To extend protection over more
than one message transmission, there exist a number of alternatives. The most obvious ones use
A-codes that provide perfect protection against spoofing of order �. However, little is known about
the construction of such codes, and it is preferable to use A-codes that provide protection against
substitution for more that one message transmission. Vanroose et al. [77] suggest key strategies
in which the communicants change their key after each transmitted codeword, using some pre-
specified strategy. In this case, the key information shared by the communicants is the sequence
of keys to be used for consecutive transmission slots. The resulting bounds on the probability of
deception generalize the bounds given by the following authors: Pei [44], Rosenbaum [57], and
Walker [72].
Another successful approach proposed by Wegman and Carter [75] uses a special class of hash

functions together with a one time pad of random numbers. This construction is discussed in more
detail in Section 12.5.

12.3 Computationally Secure Systems

The study of computationally secure A-systems is relatively informal, cf. Simmons [61]. The basic
framework is similar to unconditionally secure systems. A simple computationally secure A-code
can be obtained by considering S =GF(240) and M=GF(264). We use E to be the collection of
DES [47] encryption functions and so E= 256. To construct the codeword corresponding to a source
state s, using the key k, we append 24 zeros to s, and then use DES with key k to encrypt s.024, where
024 is the string of 24 zeros.
It is easy to see that the above scheme is an A-code with secrecy. It allows the receiver to easily

verify the authenticity of a received codeword by decrypting a received codeword and checking the
existence of the string of zeros. If an adversary wants to impersonate the transmitter, its chance of
success is 2−56, which is the probability of guessing the correct key. For a substitution attack, the
adversary waits to see a transmitted codeword. Then it uses all the keys to decrypt the codeword,
and once a decryption of the right form (ending in 24 zeros) is obtained, a possible key is found. In
general, there is more than one key with this property. On an average, there are 256 × 240/264= 232
pairs (s, k) that produce the same cryptogram and hence the chance of guessing correctly is 2−32.
A better strategy for the adversary is to randomly choose a cryptogram and send it to the receiver.
In this case, the chance of success is 2−24, which is better than the previous case.
The security of computationally secure A-systems weakens rapidly as the adversary intercepts

more cryptograms. Trying all possible keys on � received cryptograms enables the adversary to
uniquely identify the key, in this case the adversary succeeds with a probability of one.
Computationally secure A-systems without secrecy are obtained by appending an authenticator

to the message which is verifiable by the intended receiver. The authenticator can be produced by a
symmetric key algorithm or an asymmetric key algorithm. The former is the subject of the section
on MAC, whilethe latter is discussed in the section on digital signatures.
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12.4 Hashing

In many cryptographic applications, it is necessary to produce a relatively short fingerprint of a
much longer message or electronic document. The fingerprint is also called a digest of the message.
Ideally, a hash function should produce a unique digest of a fixed length for amessage of an arbitrary
length. Obviously, this is impossible as any hash function is, in fact, a many-to-one mapping. The
properties required for secure hashing can be summarized as follows:

• Hashing should be amany-to-one function producing a digest that is a complex function
of all bits of the message.

• A hash function should behave as a random function that creates a digest for a given
message by randomly choosing an element from the whole digest space.

• For any pair of messages, it should be computationally difficult to find a collision;
that is, distinct messages with the same digest.

• A hash function should be one-way; that is, it should be easy to compute the digest of a
given message but difficult to determine the message corresponding to a given digest.

The main requirement of secure hashing is that it should be collision-free in the sense that finding
two colliding messages is computationally intractable. This requirement must hold for long as well
as short messages.

12.4.1 Strong and Weak Hash Functions

Hash functions can be broadly classified into two classes: strong one-way hash functions (also called
collision-free hash functions) and weak one-way hash functions (also known as universal one-way
hash functions). A strong one-way hash function is a function h satisfying the following conditions:

1. h can be applied to any message or documentM of any size.
2. h produces a fixed size digest.
3. Given h andM, it is easy to compute the digest h(M).
4. Given h, it is computationally infeasible to find two distinctmessagesM1,M2 that collide,

that is, h(M1)= h(M2).

On the other hand, a weak one-way hash function is a function that satisfies conditions 1, 2, 3 and
the following:

5. Given h and a randomly chosen message M, it is computationally intractable to find
another messageM′ that collides withM, that is, h(M)= h(M′).

Strong one-way hash functions are easier to use since there is no precondition on the selection of
the messages. On the other hand, for weak one-way hash functions, there is no guarantee that a
nonrandom selection of two messages is collision-free. This means that the space of easily found
colliding messages must be small. Otherwise, a random selection of two messages would produce a
collision with a nonnegligible probability.

12.4.2 Theoretic Constructions

Naor and Yung [43] introduced the concept of a universal one-way hash function (UOWHF)
and suggested a construction based on a one-way permutation. In their construction, they employ
the notion of a universal family of functions with collision accessibility property [75]. The above
functions are defined as follows. Suppose G={g |A → B} is a set of functions, G is strongly
universalr if given any r distinct elements a1, . . . , ar ∈ A, and any r elements b1, . . . , br ∈ B, there
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are |G|/|B|2 functions which take a1 to b1, a2 to b2, etc. (|G| and |B| denote the cardinality of sets G
and B, respectively.)
A strongly universalr family of functions G has the collision accessibility property if it is possible

to generate in polynomial time of a function g ∈ G that satisfies the equations

g(ai) = bi, 1 ≤ i ≤ r.
Naor and Yung construct a family of UOWHFs by concatenating any one-way permutation with
a family of strongly universal2 hash functions having the collision accessibility property. In this
construction, the one-way permutation provides the one-wayness of the UOWHF, and the strongly
universal2 family of hash functions provides the mapping to the small length output. When a
function is chosen randomly and uniformly from the family, the output is distributed randomly and
uniformly over the output space.
De Santis and Yung [23] construct hash functions from one-way functions with an almost-

known preimage size. In other words, if an element of the domain is given, then with a polynomial
uncertainty an estimate of the size of the preimage set is easily computable. A regular function is
an example of such a function. (In a regular function, each image of an n-bit input has the same
number of preimages of length n.)
Rompel [56] constructs a UOWHF from any one-way function. His construction is rather elab-

orate. Briefly, his idea is to transform any one-way function into a UOWHF through a sequence of
complicated procedures. First, the one-way function is transformed into another one-way function
such that for most elements of the domain except for a fraction, it is easy to find a collision. From
this, another one-way function is constructed such that for most of the elements it is hard to find
a collision. Subsequently, a length increasing one-way function is constructed for which it is hard
to find collisions almost everywhere. Finally, this is turned into a UOWHF which compresses the
input in a way that makes it difficult to find a collision.

12.4.3 Hashing Based on Block Ciphers

To minimize the design effort for cryptographically secure hash functions, the designers of hash
functions tend to base their schemes on existing encryption algorithms. For example, sequential
hashing can be obtained by dividing a given message into blocks and applying an encryption
algorithm on the message blocks. The message block length must be the same as the block length
of the encryption algorithm. If the message length is not a multiple of the block length, then the
last block is usually padded with some redundant bits. To provide a randomizing element, an initial
public vector is normally used. The proof of the security of such schemes relies on the collision
freeness of the underlying encryption algorithm.
In the following, let E denote an arbitrary encryption algorithm. Let E(K,M) denote the

encryption of messageM with key K using E; let IV denote the initial vector.
Rabin [50] showed that any private-key cryptosystem can be used for hashing. Rabin’s scheme is

the following. First themessage is divided into blocksM1,M2, . . . of the same size as the block length
of the encryption algorithm. In the case of DES, the message is divided into 64-bit blocks. To hash a
messageM= (M1,M2, . . . ,Mt), the following computations are performed:

H0 = IV
Hi = E(Mi,Hi−1) i = 1, 2, . . . , t

H(M) = Ht
whereMi is amessage block,Hi are intermediate results of hashing, andH(M) is the digest. Although
Rabin’s scheme is simple and elegant, it is susceptible to the so-called birthday attack when the size
of the hash value is 64 bits.
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Winternitz [76] proposes a scheme for the construction of a one-way hash function fromany block
cipher. In any good block cipher, given an input and an output, it should be difficult to determine
the key, but from the key and the output, it should be easy to determine the input. The scheme uses
an operation E∗ defined by:

E∗(K ‖ M) = E(K,M)⊕M.

On the basis of the above scheme, Davies [22] proposed the following hashing algorithm:

H0 = IV
Hi = E(Mi,Hi−1)⊕ Hi−1 i = 1, 2, . . . , t

H(M) = Ht .
If E(K,M) is DES, then it may be vulnerable to attacks based on weak keys or a key-collision search.
The meet-in-the-middle attack is avoided because E(K,M) is a one-way function.
Merkle [42] proposed hashing schemes based on Winternitz’s construction. These schemes use

DES to produce digests of size≈ 128 bits.
Their construction follows a general method for producing hash algorithms, called the meta

method. This is same as the serial method of Damgård [21]. The description of the method is
as follows. The message is first divided into blocks of 106 bits. Each 106-bit block Mi of data is
concatenated with the 128-bit block Hi−1. The concatenation Xi = Mi ‖ Hi−1 contains 234 bits.
Each block Xi is further divided into halves, Xi1 and Xi2.

H0 = IV
Xi = Hi−1 ‖ Mi
Hi = E∗(00 ‖ first 59 bits of {E∗(100 ‖ X1i)} ‖

first 59 bits of {E∗(101 ‖ X2i)}) ‖
E∗(01 ‖ first 59 bits of {E∗(110 ‖ X1i)} ‖
first 59 bits of {E∗(111 ‖ X2i)})

H(M) = Ht .
In this scheme, E∗ is defined in the Winternitz construction. The strings 00, 01, 100, 101, 110, and
111 above are used to prevent the manipulation of weak keys.

12.4.4 Hashing Functions Based on Intractable Problems

Hashing functions can also be based on one-way functions such as exponentiation, squaring, knap-
sack (cf. Pieprzyk and Sadeghiyan [46]), and discrete logarithm. More recently, a group-theoretic
construction using the SL2 groups has been proposed by Tillich and Zémor [67].
A scheme based on RSA exponentiation as the underlying one-way function is defined by

H0 = IV
Hi = (Hi−1 ⊕Mi)e mod N i = 1, 2, . . . , t

H(M) = Ht
where the modulus N and the exponent e are public. A correcting block attack can be used to
compromise the scheme by appending or inserting a carefully selected last block message to achieve
a desired hash value. To immunize the scheme against this attack, it is necessary to add redundancy
to the message so that the last message block cannot be manipulated (cf. Davies and Price [22]). To
ensure the security of RSA, N should be at least 512 bits in length, making the implementation of
the above scheme very slow.
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To improve the performance of the above scheme, the public exponent can be made small. For
example, squaring can be used:

Hi = (Hi−1 ⊕Mi)2 mod N.
It is suggested that 64 bits of every message block be set to 0 to avoid a correcting block attack.
An algorithm for hashing based on squaring is proposed in Appendix D of the X.509 recommen-

dations of the CCITT standards on secure message handling. The proposal stipulates that 256 bits
of redundancy be distributed over every 256-bit message block by interleaving every four bits of the
message with 1111, so that the total number of bits in each block becomes 512. The exponentiation
algorithm, with exponent two, is then run on the modified message in CBC mode (cf. Pieprzyk and
Sadeghiyan [46]). In this scheme, the four most significant bits of every byte in each block are set
to 1. Coppersmith [19] shows how to construct colliding messages in this scheme.
Damgård [21] described a scheme based on squaring, which maps a block of n bits into a block of

m bits. The scheme is defined by

H0 = IV
Hi = extract(00111111‖Hi−1‖Mi)2 mod N

H(M) = Ht .
In the above scheme, the role of extract is to extractm bits from the result of the squaring function.
To obtain a secure scheme, m should be sufficiently large so as to thwart the birthday attack; this
attack will be explained later. Moreover, extract should select those bits for which finding colliding
inputs is difficult. One way to do this is to extractm bits uniformly. However, for practical reasons, it
is better to bind them together in bytes. Another possibility is to extract every fourth byte. Daemen
et al. [20] showed that this scheme can be broken.
Impagliazzo and Naor [32] propose a hashing function based on the knapsack problem. The

description of the scheme is as follows. Choose at random numbers a1, . . . , an in the interval
0, . . . ,N, where n indicates the length of the message in bits, and N= 2� − 1 where �< n. A binary
messageM=M1,M2, . . . ,Mn is hashed as

H(M) =
n∑
i=1
aiMi mod 2�.

Impagliazzo and Naor do not give any concrete parameters for the above scheme, but they have
shown that it is theoretically sound.
Gibson [30] constructs hash functions whose security is conditional upon the difficulty of factor-

ing certain numbers. The hash function is defined by

f (x) = ax(mod n),
where n= pq, p and q are large primes, and a is a primitive element of the ring Zn. In Gibson’s hash
function, n has to be sufficiently large to ensure the difficulty of factoring. This constraint makes the
hash function considerably slower than the MD4 algorithm.
Tillich and Zémor [67] proposed a hashing scheme where the message digests are given by two-

dimensional matrices with entries in the binary Galois fields GF(2n) for 130≤ n≤ 170. The hashing
functions are parameterized by the irreducible polynomials Pn(X) of degree n over GF(2); their
choice is left to the user. Their scheme has several provably secure properties: detection of local
modification of text; and resistance to the birthday attack as well as other attacks. Hashing is fast as
digests are produced by matrix multiplication in GF(2n) which can be parallelized.
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Messages (encoded as a binary strings) x1x2 . . . of arbitrary length are mapped to products of a
selected pair of generators {A,B} of the group SL(2, 2n), as follows:

xi =
{
A if xi = 0
B if xi = 1.

The resulting product belongs to the (infinite) group SL(2, GF(2)[X]), where GF(2)[X] is the ring
of all polynomials over GF(2). The product is then reduced modulo an irreducible polynomial of
degree n (Euclidean algorithm), mapping it to an element of SL(2, 2n). The four n-bit entries of the
reduced matrix give the (3n+ 1)-bit message digest of x1x2 . . ..
Charnes and Pieprzyk [15] showed how to find irreducible polynomials which produce collisions

for the SL2 hash functions. Geiselmann [29] gave an algorithm for producing potential collisions for
the SL(2, 2n) hashing scheme, which is independent of the choice of the irreducible polynomials. The
complexity of his algorithm is that of the discrete logarithmproblem inGF(2n) orGF(22n). However,
no collisions in the specified range of the hash function have been found using this algorithm. Some
pairs of rather long colliding strings are obtained for a toy example of GF(221).

12.4.5 Hashing Algorithms

Rivest [51] proposed a hashing algorithm called MD4. It is a software-oriented scheme that is
especially designed to be fast on 32-bit machines. The algorithm produces a 128-bit output, so it
is not computationally feasible to produce two messages having the same hash value. The scheme
provides diffusion and confusion using three Boolean functions. The MD5 hashing algorithm is a
strengthened version of MD4 [52]. MD4 has been broken by Dobbertin [25].
HAVAL stands for a one-way hashing algorithm with a variable length of output. It was designed

at the University of Wollongong by Zheng et al. [79]. It compresses a message of an arbitrary length
into a digest of either 128, 160, 192, 224, or 256 bits. The security level can be adjusted by selecting
3, 4, or 5 passes. The structure of HAVAL is based onMD4 andMD5. Unlike MD4 andMD5 whose
basic operations are done using functions of three Boolean variables, HAVAL employs five Boolean
functions of seven variables (each function serves a single pass). All functions used in HAVAL are
highly nonlinear, 0-1 balanced, linearly inequivalent, mutually output-uncorrelated, and satisfy the
strict avalanche criterion (SAC).
Charnes andPieprzyk [14]proposedamodifiedversionofHAVALbasedonfiveBoolean functions

of five variables. The resulting hashing algorithm is faster than the five pass, seven variable version of
the original HAVAL algorithm. They use the same cryptographic criteria that were used to select the
Boolean functions in the original scheme. Unlike the seven variable case, the choice of the Boolean
functions is fairly restricted in the modified setting. Using the shortest algebraic normal form of the
Boolean functions as one of the criteria (to maximize the speed of processing), it was shown in [14]
that the Boolean functions are optimal. No attacks have been reported for the five variable version.

12.4.6 Attacks

The best method to evaluate a hashing scheme is to see what attacks an adversary can perform to
find collisions. A good hashing algorithm produces a fixed length number which depends on all
the bits of the message. It is generally assumed that the adversary knows the hashing algorithm.
In a conservative approach, it is assumed that the adversary can perform an adaptive chosen
message attack, where it may choose messages, ask for their digests, and try to compute colliding
messages. There are several methods for using such pairs to attack a hashing scheme and calculate
colliding messages. Somemethods are quite general and can be applied against any hashing scheme;
for example, the so-called birthday attack. Other methods are applicable only to specific hashing
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schemes. Some attacks can be used against a wide range of hash functions. For example, the so-called
meet-in-the-middle attack is applicable to any scheme that uses some sort of block chaining in its
structure. In another example, the so-called correcting block attack is applicable mainly to hash
functions based on modular arithmetic.

12.4.6.1 Birthday Attack

The idea behind this attack originates from a famous problem from probability theory, called the
birthday paradox. The paradox can be stated as follows. What is the minimum number of pupils in
a classroom so the probability that at least two pupils have the same birthday which is greater than
0.5? The answer to this question is 23, which is much smaller than the value suggested by intuition.
The justification for the paradox is as follows. Suppose that the pupils are entering the classroom
one at a time, the probability that the birthday of the first pupil falls on a specific day of the year is
equal to 1

365 . The probability that the birthday of the second pupil is not the same as the first one is
equal to 1− 1

365 . If the birthdays of the first two pupils are different, the probability that the birthday
of the third pupil is different from the first one and the second one is equal to 1− 2

365 . Consequently,
the probability that t students have different birthdays is equal to

(
1− 1

365
) (
1− 2

365
)
. . .

(
1− t−1

365
)
,

and the probability that at least two of them have the same birthday is

P = 1−
(
1− 1

365

)(
1− 2

365

)
. . .

(
1− t − 1

365

)
.

It can be easily computed that for t≥ 23, this probability is greater than 0.5.
The birthday paradox can be employed for attacking hash functions. Suppose that the number of

bits of the hash value is n, an adversary generates r1 variations of a bogus message and r2 variations
of a genuine message. The probability of finding a bogus message and a genuine message that hash
to the same digest is

P ≈ 1− e− r1r22n

where r2� 1. When r1= r2= 2
n
2 , the above probability is≈ 0.63. Therefore, any hashing algorithm

which produces digests of length around 64 bits is insecure, since the time complexity function for
the birthday attack is ≈ 232. It is usually recommended that the hash value should be around 128
bits to thwart the birthday attack.
Thismethod of attack does not take advantage of the structural properties of the hash scheme or its

algebraic weaknesses. It applies to any hash scheme. In addition, it is assumed that the hash scheme
assigns a value to a message which is chosen with a uniform probability among all the possible hash
values. Note that if the structure is weak or has certain algebraic properties, the digests do not have
a uniform probability distribution. In such cases, it may be possible to find colliding messages with
a better probability and fewer message-digest pairs.

12.4.6.2 Meet-in-the-Middle Attack

This is a variation of the birthday attack, but instead of comparing the digests, the intermediate
results in the chain are compared. The attack can be made against schemes which employ some
sort of block chaining in their structure. In contrast to birthday attack, a meet-in-the-middle attack
enables an attacker to construct a bogus message with a desired digest. In this attack, the message
is divided into two parts. The attacker generates r1 variations on the first part of a bogus message.
He starts from the initial value and goes forward to the intermediate stage. He also generates r2
variations on the second part of the bogus message. He starts from the desired false digest and goes
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backward to the intermediate stage. The probability of a match in the intermediate stage is the same
as the probability of success in the birthday attack.

12.4.6.3 Correcting-Block Attack

In a correcting block attack, a bogus message is concatenated with a block to produce a corrected
digest of the desired value. This attack is often applied to the last block and is called correcting last
block attack, although it can be applied to other blocks as well. Hash functions based on modular
arithmetic are especially sensitive to the correcting last block attack. The introduction of redundancy
into the message in these schemes makes finding a correcting block with the necessary redundancy
difficult. However, it makes the scheme less efficient. The difficulty of finding a correcting block
depends on the nature of the redundancy introduced.

12.4.6.4 Differential Analysis

Biham and Shamir [11] developed a method for attacking block ciphers, known as differential
cryptanalysis. This is a general method for attacking cryptographic algorithms, including hashing
schemes. Dobbertin [25] was the first to cryptanalyze theMD4 hashing algorithm, and he also made
a preliminary cryptanalysis of MD5. In 2004 Wang et al. [74] announced they had found colliding
pairs of messages forthe hash functions MD4, MD5, HAVAL-128, and RIPEMD. More specifically,
these differential attacks find two differing vectors with the same hash; they are not preimage attacks
which attempt to find data set with a given hash. For example, the MD5 algorithm, which is used
widely for password authentication systems (it became the most common Unix password hashing
algorithm in the 1990s), is not affected by the attacks of [74]. In response to the attacks of [74], the
Australian Government Defence Signals Directorate (DSD) issued a public bulletin in 2005 stating
that: “DSD does not believe the recent results represent a practical threat to users of SHA-1 or MD5
for most purposes.”

12.5 MAC

MAC provide message integrity and are one of the most important security primitives in current
distributed information systems. AMAC is a symmetric key cryptographic primitive that consists of
two algorithms. A MAC generation algorithm, G={Gk : k= 1, . . . ,N}, takes an arbitrary message,
s, from a given collection S of messages and produces a tag, t=Gk(s), which is appended to the
message to produce an authentic message, m= (s.t). A MAC verification algorithm, V ={Vk(.) :
k= 1, . . . ,N}, takes authenticated messages of the form (s.t) and produces a true or false value,
depending on whether the message is authentic. The security of a MAC depends on the best chance
that an active spoofer has to successfully substitute a receivedmessage (s.Gk(s)) for a fraudulent one,
m′ = (s′, t), so thatVk(m′) produces a true result. InMAC systems, the communicants share a secret
key and are therefore not distinguishable cryptographically.
The security of MACs can be studied from the point of view of unconditional or computational

security.
Unconditionally secure MACs are equivalent to cartesian authentication codes. However, in

MAC systems only multiple communications are of interest. In Section 12.2, A-codes that provide
protection formultiple transmissionswere discussed. In Section 12.5.1, we present a construction for
a MAC that has been the basis of all the recent MAC constructions and have a number of important
properties. It is provably secure; the number of key bits required is asymptotically minimal; and it
has a fast implementation.
Computationally secure MACs have arisen from the needs of the banking community. They

are also studied under other names, such as keyed hash functions and keying hash functions.
In Section 12.5.3, we review the main properties and constructions of such MACs.
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12.5.1 Unconditionally Secure MACs

When the adversary has unlimited computational resources, attacks against MAC systems and the
analysis of security are similar to that of Cartesian A-codes. The adversary observes n codewords
of the form si.ti, i= 1, . . . , n, in the channel and attempts to construct a fraudulent codeword s.t
which is accepted by the receiver. (This is the same as spoofing of order n in an A-code.) If the
communicants want to limit the adversary’s chance of success to p after n message transmissions,
the number of authentication functions (number of keys) must be greater than a lower bound which
depends on p. If the adversary’s chance of success in spoofing of order i, i= 1, . . . , n is pi, then at
least 1/p1p2 . . . pn keys are required; see Fak [27], Wegman and Carter [75] for a proof of this. For
pi= p, i= 1, . . . , n, the required number of key bits is−n log2 p. That is, for every message,− log2 p
key bits are required. This is the absolute minimum for the required number of key bits.
Perfect protection is obtained when the adversary’s best strategy is a random choice of a tag and

appending it to the message; this strategy succeeds with probability p= 2−k, if the size of the tag is k
bits. In this case, the number of required key bits for every extra message is k.
Wegman and Carter [75] give a general construction for unconditionally secure MACs that can

be used for providing protection for an arbitrary number of messages.
Their construction uses universal classes of hash functions. Traditionally, a hash function is used

to achieve fast average performance over all inputs in varied applications, such as databases. By using
a universal class of hash functions, it is possible to achieve provable average performance without
restricting the input distribution.
Let h : A→ B be a hash functionmapping the elements of a setA to a set B. A strongly universaln

class of hash function is a class of hash functions with the property that for n distinct elements
a1, . . . , an of A and n distinct elements b1, . . . , bn of B, exactly |H|/(bn) functions map ai to bi,
for i= 1, . . . , n. Strongly universaln hash functions give perfect protection for multiple messages
as follows. The transmitter and the receiver use a publicly known class of strongly universaln hash
functions, and a shared secret key determines a particular member of the class that they will use
for their communication. Stinson [63] shows that a class of strongly universal2 that maps a set of a
elements to a set of b elements is equivalent to an orthogonal array OAλ(2, a, b) with λ= |H|/b2.
Similar results can be proved for strongly universaln classes of hash functions. Because of this
equivalence, universaln hash functions are not a practically attractive solution. In particular, this
proposal is limited by the constraints of constructing orthogonal arrays with arbitrary parameters.
A good account of orthogonal arrays and other combinatorial structures can be found in the
monograph by Beth et al. [10].

12.5.2 Wegman and Carter Construction

Wegman and Carter show that, instead of strongly universaln, one can always use a strongly
universal2 family of hash functions together with a one time pad of random numbers. The sys-
tem works as follows. Let B denote the set of tags consisting of the sequences of k bit strings. LetH
denote a strongly universal2 class of hash functions mapping S to B. Two communicants share a key
that specifies a function h ∈ H together with a one-time pad containing k-bit random numbers. The
tag for the jth message sj is h(sj) ⊕ rj, where rj is the jth number on the pad. It can be proved that
this system limits the adversary’s chance of success to 2−k as long as the pad is random and not used
repeatedly. The system requires nk+K bits of key, where K is the number of bits required to specify
an element ofH, n is the number of messages to be authenticated, and k is the size of the tags.
This constructionhas a number of remarkable properties. First, for largen, the key requirement for

the system approaches the theoretical minimum of k bits per message. This is because for large n the
number of key bits is effectively determined by nk. Second, the construction of MAC with provable
security for multiple communications is effectively reduced to the construction of a better studied
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primitive, that is, strongly universal2 class of hash functions. Finally, by replacing the one-time
pad with a pseudorandom sequence generator, unconditional security is replaced by computational
security.
Wegman and Carter’s important observation is the following. By not insisting on the minimum

value for the probability of success in spoofing of order one, that is, allowing p1 > 1/k, it is possible
to reduce the number of functions and thus the required number of keys. This observation leads to
the notion of almost strongly universal2 class.
Anε-almost universal2 (orε-AU2) class of hash functions has the following property. For any pair

x, y ∈ A, x �= y, the number of hash functions h with h(x)= h(y) is at most equal to ε. The ε-almost
strongly-universal2 (or ε-ASU2) hash functions have the added property that for any x ∈ A, y ∈ B,
the number of functions with h(x)= y is |H|/|B|. Using an ε-almost strongly universal2 class of
functions in theWegman and Carter construction results inMAC systems for which the probability
of success for an intruder is ε. Such MACs are called ε-otp-secure, see Krawczyk [37].
Stinson [65] gives several methods for combining hash functions of class AU2 and ASU2. The

following theorem shows that an ε-ASU2 class can be constructed from an ε-AU2 class.
[65] SupposeH1 is anε1-AU2 class of hash functions fromA1 toB1, and supposeH2 is anε2-ASU2

class of hash functions from B1 to B2, then there exists an ε-ASU2 class H of hash functions from
A1 to B2, where ε= ε1 + ε2 and |H| = |H1| × |H2|.
This theorem further reduces the construction ofMACswith provable security to the construction

of ε-AU2 class of hash functions.
Several constructions for ε-ASU2 hash functions are given by Stinson [65]. Johansson et al. [35]

establish relationships between ASU2 hash functions and error correcting codes. They use geometric
error correcting codes to construct new classes of ε-ASU2 hash function of smaller size. This reduces
the key size.
Krawczyk [37] shows that in the Wegman–Carter construction, ε-ASU2 hash functions can be

replaced with a less demanding class of hash functions, called ε-otp-secure. The definition of this
class differs from other classes of hash functions, in that it is directly related to MAC constructions
and their security, in particular, to the Wegman–Carter construction.
Let s ∈ S denote a message that is to be authenticated by a k bit tag h(s) ⊕ r, constructed by

Wegman and Carter’s method. An adversary succeeds in a spoofing attack if he or she can find
s′ �= s, t′ = h(s′)⊕ r, assuming that he or she knowsH but does not know h and r. A classH of hash
functions is ε-otp-secure if for any message no adversary succeeds in the above attack scenario with
a probability greater than ε.
[37] A necessary and sufficient condition for a family H of hash functions to be ε-otp-secure

is that
∀a1 �= a2, c, Prh (h (a1)⊕ h (a2) = c) ≤ ε.

The need for high speedMACs has increasedwith the progress in high speed data communication.
A successful approach to the construction of such MACs uses hash function families in which the
message is hashed bymultiplying it by a binarymatrix. Because hashing is achievedwith exclusive-or
operations, it canbe efficiently implemented in software.Anobvious candidate for sucha class of hash
functions, originally proposed by Wegman and Carter [13,75], is the set of linear transformations
from A to B. It is shown that this forms an ε-AU2 class of hash functions. However, the size of
the key—the number of entries in the matrix—is too large, and too many operations are required
for hashing. Later proposals by Krawczyk [37] and by Rogaway [55] are aimed at alleviating these
problems and have a fast software implementation. The former uses Topelitz matrices [37], while
the latter uses binary matrices with only three ones per column. In both cases, the resulting family
is ε-AU2.
The design of a complete MAC usually involves a number of hash functions which are combined

by methods, similar to those proposed by Stinson [65]. The role of some of the hash functions is to
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produce high compression (small b), while others produce the desired spread and uniformity (see
Rogaway [55]).
Reducing the key size of the hash function is especially important in practical applications,

because the one-time pad is replaced by the output of a pseudorandom generator with a short key
(of the order of 128 bits). Hence, it is desirable to have the key size of the hash function of similar
order.

12.5.3 Computational Security

In the computationally secure approach, protection is achieved because excessive computation is
required for a successful forgery. Although a hash value can be used as a checksum to detect
random changes in the data, a secret key must be used to provide protection against active tam-
pering. Methods for constructing MACs from hash functions have traditionally followed one of the
following approaches: the so-called hash-then-encrypt and keying a hash function.

Hash-then-encrypt: To construct a MAC, for a message x with this method, the hash value of x is
calculated, and the result is encrypted using an encryption algorithm. This is similar to signature
generation, where a public key algorithm is replaced by a private key encryption function.
There are a number of drawbacks to this method. First, the overall scheme is slow. This is because

the two primitives used in the construction, that is, the cryptographic hash functions and encryption
functions are designed for other purposes and have extra security properties which are not strictly
required in the construction. Although this construction can produce a secure MAC, the speed of
the MAC is bounded by the speed of its constituent algorithms. For example, cryptographic hash
functions are designed to be one-way. It is not clear whether this is a required property in the hash-
then-encrypt construction, where the output of the hash function is encrypted and one-wayness is
effectively obtained through the difficulty in finding the plaintext from the ciphertext.

Keying a Hash Function: In the second approach, a secret key is incorporated into a hashing
algorithm. This operation is sometimes called keying a hash function (see Bellare et al. [4]). This
method is attractive, because of the availability of hashing algorithms and their relative speed in
software implementation; these algorithms are not subject to export restrictions.
Although this scheme can be implemented more efficiently in software than the previous scheme,

the objection to the superfluous properties of the hash functions remains.
The keying method depends on the structure of the hash function. Tsudik [71] proposed three

methods of incorporating the key into the data. In the secret prefixmethod,Gk(s)=H(k‖s), while in
the secret suffix, we have Gk(s)=H(s‖k). Finally, the envelope method combines the previous two
methods with Gk(s)=H(k1‖s‖k2) and k= k1‖k2.
Instead of including the key into the data, the key information can be included into the hashing

algorithm. In iterative hash functions such as MD5 and SHA, the key can be incorporated into the
initial vector, compression function, or into the output transformation.
There have also been some attempts at defining and constructing secure keyed hash functions as

independent primitives, namely by Berson et al. [9] and Bakhtiari et al. [1]. The former propose a
set of criteria for secure keyed hash functions and give constructions using one-way hash functions.
The latter argue that the suggested criteria for security are in most cases excessive; relaxing these
allows constructions of more efficient secure keyed hash functions. Bakhtiari et al. also give a design
of a keyed hash function from scratch. Their design is based mostly on intuitive principles and
lacks a rigorous proof of security. A similar approach is taken in the design of MDx-MAC by
Preneel and van Oorschot [48], which is a scheme for constructing a MAC from a MD5-type hash
function.
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12.5.3.1 Security Analysis of Computationally Secure MACs

The security analysis of computationally secureMACs has followed two different approaches. In the
first approach, the security assessment is based on an analysis of some possible attacks. In the second
approach, a security model is developed and used to examine the proposed MAC.

Security Analysis Through Attacks: Consider a MAC algorithm that produces MACs of length m
using a k bit key. In general, an attack might result in a successful forgery, or in the recovery of the
key. According to the classification given by Preneel and van Oorschot [49], a forgery in a MAC can
be either existential—the opponent can construct a valid message and MAC without the knowledge
of the key pair—or selective—the opponent can determine the MAC for a message of his choice.
Protection against the former type of attack imposesmore stringent conditions than the latter type of
attack.A forgery is verifiable if the attacker candeterminewith ahighprobabilitywhether the attack is
successful. In a chosen text attack, the attacker is given theMACs for themessages of his own choice.
In an adaptive attack, the attacker chooses text for which he can see the result of his previous request
before forming his next request. In a key recovery attack, the aim of the attacker is to find the key.
If the attacker is successful, he can perform selective forgery on any message of his choice, and the
security of the system is totally compromised.
For an ideal MAC, any method to find the key is as expensive as an exhaustive search of O(2k)

operations. Ifm< k, the attacker may randomly choose the MAC for a message with the probability
of success equal to 1/2m. However, in this attack, the attacker cannot verify whether his attack has
been successful.
The complexity of various attacks is discussed by several authors: Tsudik [71], Bakhtiari et al.

[2], and Bellare et al. [5]. Preneel and van Oorschot [48,49] propose constructions resistant to such
attacks. Some attacks can be applied to all MACs obtained using a specific construction method
while other attacks are limited to particular instances of the method.

12.5.3.2 Formal Security Analysis

The main attempts at formalizing the security analysis of computationally secure MACs are due
to Bellare et al. [4], and Bellare and Rogaway [6]. In both papers, an attack model is first carefully
defined, and the security of a MAC with respect to that model is considered. Bellare et al. [4] use
their model to prove the security of a generic construction on the basis of pseudorandom functions,
while Bellare and Rogaway [6] use their model to prove the security of a generic construction on the
basis of hash functions.

MAC from pseudorandom functions: The formal definition of security given by Bellare et al. [6]
assumes that the adversary can ask the transmitter to construct tags for messages of his choice and
also ask the receiver to verify chosen message and tag pairs. The number of these requests is limited,
and a limited time t can be spent on the attack. Security of the MAC is expressed as an upper bound
on the adversary’s chance of succeeding in its best attack.
The construction proposed by Bellare et al. applies to any pseudorandom function. Their pro-

posal, called XOR-MAC, basically breaks a message into blocks. For each block, the output of the
pseudorandom function is calculated, and the outputs are finally XORed. Two schemes based on
this approach are proposed: the randomized XOR scheme and the counter-based scheme.
The pseudorandom function used in the above construction can be an encryption function, such

as DES, or a hash function, such as MD5. It is proved that the counter based scheme is more secure
than the randomized scheme, and if DES is used, both schemes are more secure than CBC MAC.
Some of the desirable features of this construction are parallelization and incrementality. The former
means that message blocks can be fed into the pseudorandom function in parallel. The latter refers
to the feature of calculating incrementally the value of the MAC for a message s′ which differs from
s in only a few blocks.
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MAC from hash functions: The model used by Bellare and Rogaway [6] is similar to the above
one. The adversary can obtain information by asking queries; however, in this case, queries are only
addressed to the transmitter.
A family of functions {Fk} is (ε, t, q, L)-secure MAC [5] if any adversary that is not given

the key k, is limited to spend total time t, and sees the values of the function Fk computed on q
messages s1, s2, . . . , sq of its choice, each of length at most L, cannot find a message and tag pair
(s, t), s �= si, i= 1, . . . , q, such that t= Fk(s) with a probability better that ε.
Two general constructions for MAC from hash functions, the so-called NMAC (the nested

construction) and HMAC (the hash-based MAC) are given and their security is formally
proved in [4].
If the keyed compression function f is a (εf , t, q, L)-secure MAC and the keyed iterated hash

function F is (εF , t, q, L)-weakly collision-resistant, then the NMAC is (εf +εF , t, q, L)-secureMAC.
Weak collision-resistance is a much weaker notion than the collision resistance of (unkeyed)

hash functions, because the adversary does not know the secret key and finding collision is much
more difficult in this case. More precisely, a family of keyed hash functions {Fk} is (ε, t, q, L)-
weakly collision-resistant if any adversary, that is not given the key k, is limited to spend total
time t, and sees the values of the function Fk computed on q messages m1, m2, . . . ,mq of its
choice, each of length at most L, cannot find messages m and m′ for which Fk(m)= Fk(m′) with
probability better that ε. With some extra assumptions, similar results are proved for the HMAC
construction.
A related construction is the collisionful keyed hash function proposed by Gong [31]. In his

construction, the collisions can be selected and the resulting function can be claimed to provide
security against password guessing attacks. Bakhtiari et al. [3] explore the security of Gong’s function
and a key exchange protocol based on collisionful hash functions.
Two distinguishers for HMACs based on the hash functions HAVAL, MD4, MD5, SHA-0, and

SHA-1were described byKim et al. [36]. It was shown that these can be used to devise a forgery attack
on the HMACs and NMACs based on these functions. (A distinguishing attack establishes that with
some probability, the output of a stream cipher’s keystreamdiffers from a randombitstream.) Bellare
[8] proves that HMAC is a pseudo randomfunction without the assumption that the underlying
hash function is collisionresistant; see Section 12.4.6.

12.5.4 Applications

The main application of a MAC is to provide protection against active spoofing (see Carter and
Wegman [13]). This is particularly important in open distributed systems such as the Internet.
Other applications include secure password checking and software protection. MACs can be used to
construct encryption functions andhave been used in authentication protocols in place of encryption
functions (cf. Bird et al. [12]). An important advantage of MAC functions is that they are not subject
to export restrictions. Other applications ofMAC functions are to protect software against viruses or
to protect computer files against tampering. Integrity checking is an important service in a computer
operating system which can be automated with software tools.

12.6 Digital Signatures

Digital signatures are meant to be the electronic equivalents of handwritten signatures. They should
preserve themain features of handwritten signatures. Obviously, it is desirable that digital signatures
be as legally binding as handwritten ones. There are three elements in every signature: the signer,
the document, and the time of signing.
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In most cases, the document already includes a timestamp. A digital signature must reflect both
the content of the document and the identity of the signer. The signer is uniquely identified by its
secret key. In particular, we require the signature to be

• Unique—a given signature reflects the document and can be generated by the signer
only

• Unforgeable—it must be computationally intractable for an opponent to forge the
signature

• Easy to generate by the signer and easy to verify by recipients
• Impossible to deny by the signer (nonrepudiation)

A digital signature differs from a handwritten signature such that it is not physically attached
to the document on a piece of paper. Digital signatures have to be related both to the signer and
the document by a cryptographic algorithm. Signatures can be verified by any potential recipient.
Therefore, the verification algorithm must be public. Signature verification succeeds only when the
signer and document match the signature.
There are two general classes of signature schemes:

• One-time signature schemes
• Multiple signature schemes

One-time signature schemes can be used to sign only one message. To sign a second message,
the signature scheme has to be reinitialized; however, any signature can be verified repeatedly.
Multiple signature schemes can be used to sign several messages without the necessity to reinitialize
the signature scheme.
In practice, a signature scheme is required to provide a relatively short signature for a document

of an arbitrary length. We sign the document by generating a signature for its digest. The hashing
employed to produce the digest must be secure and collision free.

12.6.1 One-Time Signature Schemes

This class of signature schemes can be implemented using any one-way function. These schemes
were first developed using private key cryptosystems.We follow the original notation. An encryption
algorithm is used as a one-way function. To set up the signature scheme, the signer chooses a one-
way function (encryption algorithm). The signer selects an index k (secret key) randomly and
uniformly from the set of keys, K. The index determines an instance of the one-way function, that
is, Ek : Σn → Σn, where Σ={0, 1}; it is known only by the signer. Note that n has to be large enough
to avoid birthday attacks.

12.6.1.1 Lamport Scheme

Lamport’s scheme [39] generates signatures for n-bit messages. To sign a message, the signer first
chooses randomly n key pairs:

(K10,K11) , (K20,K21) , . . . ,
(
Kn0 ,Kn1

)
. (12.1)

The pairs of keys are kept secret and are known to the signer only. Next, the signer creates two
sequences, S and R:

S = {(S10, S11) , (S20, S21) , . . . ,
(
Sn0 , Sn1

)},
R = {(R10,R11) , (R20,R21) , . . . ,

(
Rn0 ,Rn1

)}. (12.2)
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The elements of S are selected randomly and the elements of R are cryptograms of S so

Rij = EKij
(
Sij
)

for i = 1, . . . , n and j = 0, 1, (12.3)

where EK is the encryption function of the selected symmetric cryptosystem. S and R are stored in a
read-only public register; they are known by the receivers.
The signature of an n-bit messageM= (m1, . . . ,mn),mi ∈ {0, 1} for i= 1, . . . , n, is a sequence of

cryptographic keys,
S(M) = {K1i1 ,K2i2 , . . . ,Knin} (12.4)

where ij= 0 if mj= 0; otherwise ij= 1, j= 1, . . . , n. A receiver validates the signature S(M) by
verifying whether suitable pairs of S and Rmatch each other for known keys.

12.6.1.2 Rabin Scheme

In Rabin’s scheme [50], a signer begins the construction of the signature by generating 2r keys at
random:

K1,K2, . . . ,K2r . (12.5)

The parameter r is determined by the security requirements. The Ki are secret and known only to
the signer. Next, the signer creates two sequences which are needed by the recipients to verify the
signature. The first sequence,

S = {S1, S2, . . . , S2r}
comprises binary blocks chosen at random by the signer. The second,

R = {R1,R2, . . . ,R2r},
is created using the sequence S, Ri=EKi(Si) for i= 1, . . . , 2r. S and R are stored in a read-only public
register.
The signature is generated using the following steps. The message to be signed M is enciphered

under keys K1, . . . ,K2r . The cryptograms

EK1(M), . . . ,EK2r (M) (12.6)

form the signature S(M). The pair (S(M),M) is sent to the receivers.
To verify the signature, a receiver selects randomly a 2r-bit sequence σ of r-ones and r-zeros. A

copy of σ is forwarded to the signer. Using σ, the signer forms an r-element subset of the keys with
the property that Ki belongs to the subset if and only if the ith element of the 2r-bit sequence is ‘1’;
i= 1, . . . , 2r. The subset of keys is then communicated to the receiver. To verify the key subset, the
receiver generates and compares r suitable cryptograms of S with the originals kept in the public
register.

12.6.1.3 Matyas–Meyer Scheme

Matyas and Meyer [41] propose a signature scheme based on the DES algorithm. However, any
one-way function can be used in this scheme.
The signer first selects a randommatrixU=[ui,j] i = 1, . . . , 30, j= 1, . . . , 31 and ui,j ∈ Σn. Using

U, a 31× 31 matrix KEY=[ki,j] is constructed for ki,j ∈ Σn. The first row of KEY matrix is chosen
at random, the other rows are

ki+1,j = Eki,j
(
ui,j

)
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for i= 1, . . . , 30 and j= 1, . . . , 31. Finally, the signer installs the matrix U and the vector (k31,1, . . . ,
k31,31) (the last row of KEY) in a public registry. To sign a messagem ∈ Σn, the cryptograms

ci = Ek31,i(m) for i = 1, . . . , 31

are computed. The cryptograms are considered as integers and ordered according to their values so
ci1 < ci2 < · · · < ci31 . The signature ofm is the sequence of keys

SGk(m) = (
ki1,1, ki2,2, . . . , ki31,31

)
.

The verifier takes the message m, recreates the cryptograms ci, and orders them in increasing
order. Next, the signature-keys are put into the “empty” matrix KEY in the entries indicated by the
ordered sequence of ci’s. The verifier then repeats the signer’s steps and computes all keys below the
keys of the signature. The signature is accepted if the last row of KEY is identical to the row stored
in the registry.

12.6.2 Signature Schemes Based on Public-Key Cryptosystems

12.6.2.1 RSA Signature Scheme

First, a signer sets up the RSA system [53] with the modulus N= p× q, where the two primes p and
q are fixed. Next a random decryption key d ∈ ZN is chosen; the encryption key e is

e× d ≡ 1 (mod (p− 1, q− 1)).

The signer publishes both the modulus N and the decryption key d.
Given a messageM ∈ ZN , the signature generated by the signer is

S ≡ Me (mod N).

Since the decryption key is public, anyone can verify whether

M ≡ Sd (mod N).

The signature is considered to be valid if this congruence is satisfied. RSA signatures are subject to
various attacks which exploit the commutativity of exponentiation.

12.6.2.2 ElGamal Signature Scheme

The signature scheme due to ElGamal [26] is based on the discrete logarithm problem. The signer
chooses a finite field GF(p) for a sufficiently large prime p. A primitive element g ∈ GF(p) and a
random integer r ∈ GF(p) are fixed. Next, the signer computes

K ≡ gr (mod p)

and announces K, g, and p. To sign a message M ∈ GF(p), the signer selects a random integer
R ∈ GF(p) such that gcd (R, p− 1)= 1 and calculates

X ≡ gR (mod p).

Using this data, following congruence is solved

M ≡ r × X + R× Y (mod p− 1)
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for Y using Euclid’s algorithm. The signature ofM is the triple (M,X,Y). Note that r and R are kept
secret by the signer. The recipient of the signed message forms

A ≡ KXXY (mod p)

and accepts the message M as authentic if A ≡ gM (mod p). It is worth to note that knowledge of
the pair (X,Y) does not reveal the message M. As a matter of fact, there are many pairs matching
the message—for every pair (r,R), there is a pair (X,Y).
Since discrete exponent systems can be based on any cyclic group, the ElGamal signature scheme

can be extended to this setting.

12.6.3 Special Signatures

Sometimes, additional conditions are imposed on digital signatures. Blind signatures are useful in
situations where the message to be signed should not be revealed to the signer. Unlike typical digital
signatures, the undeniable versions require the participation of the signer to verify the signature. Fail-
stop signatures are used whenever there is a need for protection against a very powerful adversary.
As these signatures require interactions among the parties involved, the signatures are sometimes
called signature protocols.

12.6.3.1 Blind Signatures

The concept of blind signatures was introduced by Chaum [17]. They are applicable to situations
where the holder of a messageM needs to getM signed by a signer (which could be a public registry)
without revealing the message. This can be done with the following steps:

• The holder of the message first encrypts it.
• The holder sends a cryptogram of the message to the signer.
• The signer generates the signature for the cryptogram and sends it back to the holder.
• The holder decodes the encryption and obtains the signature of the message.

This scheme works if the encryption and signature operations commute, for example, the RSA
scheme can be used to implement blind signatures.
Assume that the signer has set up a RSA signature scheme with modulusN and public decryption

key d, the holder of themessageM selects at randoman integer k ∈ ZN and computes the cryptogram
C ≡ M × kd (modN).

The cryptogram C is now sent to the signer who computes the blind signature

SC ≡
(
M × kd)e (modN).

The blind signature SC is returned to the holder who computes the signature forM as follows:

SM ≡ SC × k−1 ≡ Me (mod N).

It is not necessary to have special signature schemes to generate blind signatures. It is enough
for the holder of the message to use a secure hash function h(). To get a (blind) signature from
the signer, the holder first compresses the messageM using h(). The digest D= h(M) is sent to the
signer. After signing the digest, the signature SGk(D) is communicated to the holder who attaches
the message M to the signature SGk(D). Note that the signer cannot recover the message M from
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the digest, since h() is a one-way hash function. Also the holder cannot cheat by attaching a “false”
message unless collisions for the hash function can be found.

12.6.3.2 Undeniable Signatures

The concept of undeniable signatures is due to Chaum and van Antwerpen [18]. The characteristic
feature of undeniable signatures is that signatures cannot be verified without the cooperation of the
signer. Assume we have selected a large prime p and a primitive element g ∈ GF(p), both p and g are
public. The signer randomly selects its secret k ∈ GF(p) and announces gk(mod p). For a message
M, the signer creates the signature

S ≡ Mk(mod p).
Verification needs the cooperation of the verifier and signer and proceeds as follows.

• The verifier selects two random numbers a, b ∈ GF(p) and sends C ≡ Sa(gk)b (mod p)
to the signer.

• The signer computes k−1 such that k × k−1 ≡ 1 (mod p − 1) and returns d=Ck−1 ≡
Ma × gb (mod p) to the verifier.

• Theverifier accepts or rejects the signature as genuinedependingonwhetherd ≡ Ma×gb
(mod p).

There are two possible ways in which a verification can fail. Either the signer has tried to disavow a
genuine signature or the signature is indeed false. The first possibility is prevented by incorporating
a disavowal protocol. The protocol requires two runs for verification. In the first run, the verifier
randomly selects two integers a1, b1 ∈ GF(p) and sends C1 ≡ Sa1(gk)b1(mod p) to the signer. The
signer returns d1=Ck−11 to the verifier. The verifier checks whether

d1 �= Ma1 × gb1(mod p).
If the congruence is not satisfied, the verifier repeats the process using a different pair a2, b2 ∈ GF(p).
The verifier concludes that S is a forgery if and only if(

d1g−b1
)a2 ≡ (

d2g−b2
)a1

(mod p);

otherwise, the signer is cheating.

12.6.3.3 Fail-Stop Signatures

The concept of fail-stop signatures was introduced by Pfitzmann and Waidner [45]. Fail-stop
signatures protect signatures against a powerful adversary. As usual, the signature is produced by a
signer who holds a particular secret key. There are, however, many other keys which can be used
to produce the same signature and which thus works with the original public key. There is a high
probability that the key chosen by the adversary differs from the key held by the signer. Fail-stop
signatures provide signing and verification algorithms as well as an algorithm to detect forgery.
Let k be a secret key known to the signer only andK be the public key. The signature on amessage

M is denoted as s= SGk(M). A fail-stop signature must satisfy the following conditions:

• Anopponent with unlimited computational power can forge a signature with a negligible
probability. More precisely, an opponent who knows the pair (s= SGk(M),M) and the
signer’s public key K can create a collection of all keys Ks,M such that k∗ ∈ Ks,M if
and only if s= SGk∗(M)= SGk(M). The size of Ks,M has to increase exponentially as a
function of the security parameter n. Without knowing the secret k, the opponent can
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only randomly choose an element from Ks,M . Let this element be k∗. If the opponent
signs another message M∗ �= M, it is a requirement that s∗ = SGk∗(M∗) �= SGk(M∗)
with a probability close to one.

• There is a polynomial-time algorithm that produces a proof of forgery as output, when
given the following inputs: a secret key k, a public key K, a messageM, a valid signature
s, and a forged signature s∗.

• Asignerwith polynomially bounded computing power cannot construct a valid signature
that it can later deny by proving it to be a forgery.

Clearly, after the signer has provided a proof of forgery, the scheme is compromised and is no longer
used. This is why it is called “fail-stop.”

12.7 Research Issues and Summary

In this chapter, we discussed authentication, hashing, MACs, and digital signatures. We have pre-
sented the fundamental ideas underlying each topic and indicated the current research developments
in these topics. This is reflected in our list of references.
We will now summarize the topics covered in this chapter.
Authentication deals with the problem of providing assurance to a receiver that a communicated

message originates from a particular transmitter, and that the receivedmessage has the same content
as the transmitted message. A typical and widely used application of authentication occurs in
computer networks. Here the problem is to provide a protocol to establish the identity of two parties
wishing to communicate or make transactions via the network. Motivated by such applications, the
theory of authentication codes has developed into a mature area of research, drawing from several
areas of mathematics.
Hashing algorithms provide a relatively short digest of a much longer input. Hashing must satisfy

the critical requirement that the digests of two distinct messages are distinct. Hashing functions
constructed from block encryption ciphers are an important type of hashing function. They have
numerous applications in cryptology. Algebraic methods have also been proposed as a source of
good hashing functions. These offer some provable security properties.
MACs are symmetric key primitives providing message integrity against active spoofing, by

appending a cryptographic checksum to amessage that is verifiable only by the intended recipient of
the message. Message authentication is one of the most important ways of ensuring the integrity of
information communicated by electronicmeans. This is especially relevant in the rapidly developing
sphere of electronic commerce.
Digital signatures are the electronic equivalents of handwritten signatures. They are designed so

as to preserve the essential features of handwritten signatures. They can be used to sign electronic
documents and have potential applications in legal contexts.

12.8 Further Information

Current research in cryptology is represented in the proceedings of the conferences CRYPTO,
EUROCRYPT, ASIACRYPT, and AUSCRYPT. More specialized conferences deal with topics such
ashashing, fast software encryption, andnetwork security.Theproceedings arepublishedbySpringer
in their LNCS series.The Journal of Cryptology, IEEEProceedings on InformationTheory, Information
Processing Letters, Designs Codes and Cryptography, and other journals publish extended versions of
the articles that were presented in the above-mentioned conferences. The International Association
for Cryptologic Research ePrint Server (http://eprint.iacr.org) is a source of electronically distributed
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recent papers which are immediately accessible. The papers are placed on the server by the authors
and undergo almost no refereeing, other than a superficial check for relevance to cryptology.

Defining Terms

Authentication:One of themain two goals of cryptography (the other is secrecy). An authentication
system ensures that messages transmitted over a communication channel are authentic.
Cryptology: The art/science of design and analysis of cryptographic systems.
Digital signatures: An asymmetric cryptographic primitive that is the digital counterpart of a
signature and links a document to a unique person.
Distinguishing attack: A concept derived from formal models of security.A distinguisher is a
statistical measure which allows an adversary to distinguish between the output of a particular
cipher and the output of a random source with a nonnegligible probability.
Encryption algorithm:Transforms an input text by “mixing” it with a randomly chosen bit string—
the key—to produce the cipher text. In a symmetric encryption algorithm, the plain text can be
recovered by applying the key to the cipher text.
Hashing: Hashing is accomplished by applying a function to an arbitrary length message to create
a digest/hash value, which is usually of fixed length.
Key: An input provided by the user of a cryptographic system. This piece of information is kept
secret and is the source of security in a cryptographic system. Sometimes a part of key information
is made public, in which case the secret part is the source of security.
Message authentication codes: A symmetric cryptographic primitive that is used for providing
authenticity.
Plain text, cipher text: The cipher text is the “scrambled” version of an original source—the plain
text. It is assumed that the scrambled text, produced by an encryption algorithm, can be inspected
by persons not having the key and not reveal the content of the source.
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13.1 Introduction

In this chapter we continue the exposition of crypto topics that was begun in the previous chapter.
This chapter covers secret sharing, threshold cryptography, signature schemes, and finally quantum
key distribution and quantum cryptography. As in the previous chapter, we have focused only on
the essentials of each topic. We have selected in the bibliography a list of representative items, which
can be consulted for further details.
First we give a synopsis of the topics that are discussed in this chapter.
Secret sharing is concerned with the problem of how to distribute a secret among a group of

participating individuals, or entities, so that only predesignated collections of individuals are able
to recreate the secret by collectively combining the parts of the secret that were allocated to them.
There are numerous applications of secret-sharing schemes in practice. One example of secret
sharing occurs in banking. For instance, the combination to a vault may be distributed in such a
way that only specified collections of employees can open the vault by pooling their portions of the
combination. In thisway the authority to initiate an action, e.g., the opening of a bank vault, is divided
for the purposes of providing security and for added functionality, such as auditing, if required.

13-1
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Threshold cryptography is a relatively recently studiedareaof cryptography. It dealswith situations
where the authority to initiate or perform cryptographic operations is distributed among a group
of individuals. Many of the standard operations of single-user cryptography have counterparts in
threshold cryptography.
Signature schemes deal with the problem of generating and verifying (electronic) signatures for

documents. A subclass of signature schemes is concernedwith the shared-generation and the shared-
verification of signatures, where a collaborating group of individuals are required to perform these
actions.
A new paradigm of security has recently been introduced into cryptography with the emergence

of the ideas of quantum key distribution and quantum cryptography. While classical cryptography
employs various mathematical techniques to restrict eavesdroppers from learning the contents of
encrypted messages, in quantum cryptography the information is protected by the laws of physics.

13.2 Secret Sharing

13.2.1 Introduction

Secret sharing is concerned with the problem of distributing a secret among a group of participating
individuals, or entities, so that only predesignated collections of individuals are able to recreate the
secret by collectively combining their shares of the secret.
The earliest and the most widely studied type of secret-sharing schemes are called (t, n)-threshold

schemes. In these schemes the access structure—a precise specification of the participants authorized
to recreate the secret, comprises all possible t-element subsets of an n-element set.
The problem of realizing, i.e., implementing, secret-sharing schemes for threshold structures was

solved independently by Blakley [17] and Shamir [92] in 1979. Shamir’s solution is based on the
property of polynomial interpolation in finite fields; Blakley formulated and solved the problem in
terms of finite geometries.
In a (t, n)-threshold scheme, each of the n participants holds some shares (also called shadows) of

the secret. The parameter t ≤ n is the threshold value. A fundamental property of a (t, n)-threshold
scheme is that the secret can only be recreated if at least t shareholders combine their shares, but
less than t shareholders cannot recreate the secret. The fact that the key can be recovered from any
t of the shares makes threshold schemes very useful in key management. Threshold schemes can
tolerate the invalidation of up to n − t shares—the secret can still be recreated from the remaining
intact shares.
Secret-sharing schemes are also used to control the authority to perform critical actions. For

example, a bank vault can be opened only if say, any two out of three trusted employees of the bank
agree to do so by combining their partial knowledge of the vault combination. In this case, even if
any one of the three employees is not present at any given time the vault can still be opened, but no
single employee has sufficient information about the combination to open the vault.
Secret-sharing schemes that do not reveal any information about the shared secret to unauthorized

individuals are called perfect. This notion will be formally defined in Section 13.2.2. In this survey,
we discuss both perfect and nonperfect schemes, as the latter schemes are proving to be useful in
various secret-sharing applications.
Besides the (t, n)-threshold structures, more general access structures are encountered in the

theory of secret sharing. These will be considered in Section 13.2.8. General access structures apply
to situations where the trust status of the participants is not uniform. For example, in the bank
scenario described earlier, it could be considered more secure to authorize either the bank manager
or any two out of three senior employees to open the vault.
Since Blakley’s and Shamir’s papers have appeared, the study of secret sharing has developed into

an active area of research in cryptography. A fundamental problem of the theory and practice of
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secret sharing is the issue of how to implement secret-sharing schemes for arbitrary access structures.
We shall discuss later some of the solutions to this problem. Simmons [96] gives numerous examples
of practical situations, which require secret-sharing schemes. He also gives a detailed account of the
geometric approach to secret sharing. Stinson’s [102] survey is broader and more condensed.
Simmons [95] discusses secret-sharing schemes with extended capabilities. He argues that there

are realistic applications in which schemes with extended capabilities are required. In our discussion,
we will assume that there is a key distribution center (KDC) that is trusted unconditionally.

13.2.2 Models of Secret Sharing

A common model of secret sharing has two phases. In the initialization phase, a trusted entity—the
dealer—distributes shares of a secret to the participants via secure means. In the reconstruction
phase, the authorized participants submit their shares to a combiner, which reconstructs the secret
on their behalf. It is assumed that the combiner is an algorithm, which only performs the task of
reconstructing the secret.Wedenote the sets of all possible secrets and shares byK andS respectively;
the set of participants in a scheme is denoted by P . Secret-sharing schemes can be modeled by the
information theory concept of entropy (cf. [52]). This approach was initiated by Karnin et al. [63]
and developed further by Capocelli et al. [28].
A secret-sharing scheme is a collection of two algorithms. The first (the dealer) is a probabilistic

mapping:

D : K→ S1 × S2 × · · · × Sn

where Si ⊂ S (i = 1, 2, . . . , n) and Si is a subset of shares which is used to generate a share for the
participant Pi ∈ P . The second (the combiner) is a function:

C : Si1 × Si2 × · · · × Sit → K

such that if the corresponding subset of participants {Pi1 ,Pi2 , . . . ,Pit } belongs to the access structure
Γ , it produces the secret K ∈ K, i.e.,

H
(
K | Pi1 ,Pi2 , . . . ,Pit

) = 0. (13.1)

The combiner fails to recompute the secret if the subset of participants does not belong to the
access structure Γ , i.e.,

H (K | Sl) ≥ 0 (13.2)

for Sl = {si1 , si2 , . . . , sil} and Sl /∈ Γ .
In Equation 13.1,H(K | Pi1 ,Pi2 , . . . ,Pit ) is calculated with respect to the shares of the participants.

A secret-sharing scheme is called perfect if H(K | Sl) = H(K) for any unauthorized subset of
participants, i.e., not belonging to an access structure Γ (cf. Section 13.2.8).
The following result is proved by Karnin et al. [63]. A necessary condition for a perfect threshold

scheme is that for each share si, the inequality H(si) ≥ H(K) holds.
Most of the secret-sharing schemes that we discuss satisfy this inequality, but we will also con-

sider in Section 13.2.12 schemes that do not satisfy this inequality; these are called nonperfect
schemes.

13.2.2.1 The Matrix Model

A matrix representation of perfect secret-sharing schemes was introduced by Brickell and
Stinson [26]. The matrix model is often used in theoretical investigations of secret sharing.
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In this model, a perfect secret-sharing scheme is formulated as a matrix M that is known by all
the participantsP in the scheme. The |P|+ 1 columns ofM are indexed as follows. The first column
corresponds to the dealer D, the remaining columns are indexed by the remaining participants in
P . Each row of M contains one of the possible keys K that is to be shared in column D, and the
shares ofK are located in the remaining columns.When the dealer wants shareK, a row r that has K
in the D-column is chosen uniformly and randomly. The dealer distributes the shares of K to each
participant using the matrixM, i.e., participant Pj receives the entryMr,j as his share.
The general requirements of a perfect secret scheme translate into the following combinatorial

conditions in the matrix model; see Stinson [102], and Blundo et al. [20]. Suppose that Γ is an access
structure:

1. If B ∈ Γ andM(r,P) = M(r′,P) for all P ∈ B, thenM(r,D) = M(r′,D).
2. If B �∈ Γ , then for every possible assignment f of shares to the participants in B, say
f = (fP : P ∈ B), a nonnegative integer λ(f ,B) exists such that∣∣{r : M(r,P) = fP ∀P ∈ B, M(r,D) = K}∣∣ = λ(f ,B)

is independent of the value of K.

13.2.2.2 Information Rate

The information rate of secret-sharing schemes was studied by Brickell and Stinson [26]. It is a
measure of the amount of information that the participants need to keep secret in a secret-sharing
scheme. The information rate of a participant Pi in a secret-sharing scheme with |Si| shares is

ρi = log2 |K|
log2 |Si|

.

The information rate of the scheme, denoted ρ, is defined to be the minimum of the ρi.
A proof of the fact that ρ ≤ 1 is given by Stinson [102]. This result motivates the definition of

ideal secret-sharing schemes.
A perfect secret-sharing scheme is called ideal if ρ = 1; that is, if the size of each participants

share, measured in the number of bits, equals the size of the secret.
We now define anothermeasure used to quantify the comparison between secret-sharing schemes

(cf. Section 13.2.8).
ρ∗(Γ) is the maximum value of ρ for any perfect secret-sharing scheme realizing the access

structure Γ .
For any access structure it is desirable to implement a secret-sharing scheme with the information

rate close to 1. This minimizes the amount of information that needs to be kept secret by the
participants, whichmeans that there is a greater chance of the scheme remaining secure. For example,
a (t, n)-threshold scheme implemented by Shamir’smethod is ideal, butwhen the scheme ismodified
to prevent cheating as proposed by Tompa and Woll [107], it is no longer ideal (cf. Section 13.2.7).

13.2.3 Some Known Schemes

We now describe several well-known threshold secret-sharing schemes.

13.2.3.1 Blakley’s Scheme

Blakley [17] implements threshold schemes using projective spaces over finite fields GF(q). A
projective space PG(t, q) is obtained from the corresponding (t + 1)-dimensional vector space
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V(t + 1, q) by omitting the zero vector of V(t + 1, q), and identifying two vectors v and v′, which
satisfy the relation v = λv′ for some nonzero λ in GF(q). This equivalence relation partitions the
vectors of V(t + 1, q) into equivalence classes, i.e., the lines through the origin of V(t + 1, q). These
are the points of PG(t, q), and there are (qt − 1)/(q− 1) such points. Similarly, each k-dimensional
subspace of V(t+ 1, q) corresponds to a (k− 1)-dimensional subspace of PG(t, q). And every point
of PG(t, q) lies on (qt − 1)/(q− 1) (t− 1)-dimensional subspaces, which are called the hyperplanes
of PG(t, q).
To realize a (t, n)-threshold scheme, the secret is represented by a point p chosen randomly from

PG(t, q); each point p belongs to (qt − 1)/(q − 1) hyperplanes. The shares of the secret are the n
hyperplanes, which are randomly selected and distributed to the participants. If q is sufficiently large
and n is not too large, then the probability that any t of the hyperplanes intersect in some point other
than p is close to zero; cf. Blakley [17]. Thus in general the secret can be recovered from any t of
the n shares. The secret cannot be recovered from the knowledge of less than t hyperplanes, as these
will intersect only in some subspace containing p. This scheme is not perfect, since a coalition of
unauthorized insider participants has a greater chance of guessing the secret than an unauthorized
group of outsider participants.
Blakley’s geometric solution to the secret-sharing problem has grown into an active area of

research. We will cover some of these developments in this survey.

13.2.3.2 Simmons’ Scheme

Simmons formulates secret-sharing schemes in terms of affine spaces instead of projective spaces.
The reasons for using affine spaces instead of projective spaces are explained by Simmons [96].
(There is a correspondence between projective spaces and affine spaces, cf. Beth et al. [14].)
Briefly, an affine space AG(n, q) consists of points—the vectors of V(n, q), and a hierarchy of
l-dimensional subspaces for l ≤ n and their cosets. These correspond to the equivalence classes
in projective geometry mentioned earlier, and are called the flats of AG(n, q). The equivalence
classes of lines, planes, etc., of AG(t, q) are the 1-dimensional, 2-dimensional, etc., flats. A hyper-
plane is a flat of codimension one. To realize a (t, n)-threshold scheme in AG(t, q), the secret is
represented by a point p chosen randomly from AG(t, q), which lies on a publicly known line
Vd (lines have q points). A hyperplane Vi of the indicator variety is selected so that Vi intersects
Vd in a single point p. The shares of the secret are the subsets of points of Vi. An authorized
subset of participants, which spans Vi, enables the reconstruction of the secret. If an unautho-
rized subset of participants attempts to reconstruct the secret, their shares will only span a flat
that intersects Vd in the empty set. Thus they gain no information about the secret. The precise
amount of information gained by the unauthorized participants about the secret can be expressed
in terms of the defining parameters of AG(n, q). These schemes are perfect. Simmons [96] gives a
detailed explanation of the implementation of secret-sharing schemes using projective and affine
spaces.

13.2.3.3 Shamir’s Scheme

Shamir’s [92] scheme realizes (t, n)-access structures using polynomial interpolation over finite
fields. In his scheme, the secrets S belong to a prime power finite field GF(q), which satisfies
q ≥ n+ 1. In the initialization phase, the dealerD chooses n distinct nonzero elements {x1, . . . , xn}
fromGF(q) and allocates these to participants {P1, . . . ,Pn}. This correspondence is publicly known,
and has undesirable side effects if any of the participants are dishonest; see Section 13.2.7. However
for now, we will assume that all the participants obey faithfully the protocol for reconstructing
the secret.
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Fix a random element of GF(q) as the secret K. The shares of K are created using the following
protocol:

1. D chooses a1, a2, . . . , at−1 from GF(q) randomly, uniformly, and independently.
2. Let a(x) be a polynomial of degree at most t − 1, defined as a(x) = K + a1x + a2x2 +
· · · + ak−1xk−1.

3. The shares of the secret key are yi = a(xi), for 1 ≤ i ≤ n.
With the aforementioned data, if any t out of the n participants {xi1 , . . . , xit } combine their shares
{yi1 , . . . , yit }, then by Lagrangian interpolation, there is a unique polynomial of degree atmost (t−1)
passing through the points {(xi1 , yi1), . . . , (xit , yit )}. So the combined shares of the t participants can
be used to recreate the polynomial a(x), and hence the secret, which is K = a(0).
The relation between the secret and the shares is given by Lagrange’s interpolation formula:

K =
t∑
j=1
yijbj, (13.3)

where the bj are defined as

bj =
∏

1≤k≤t,
k�=j

xik
xik − xij

.

Shamir’s scheme is computationally efficient in terms of the computational effort required to create
the shares and to recover the secret. Also the share size is optimal in an information theoretic sense,
cf. Definition 13.2.2.
The reconstructionphase inShamir’s schemecanbealso consideredas a systemof linear equations,

which are defined by the shares Ki. If t shares are submitted to the combiner, the system of linear
equations

yij = K + a1xij + a2x2ij + · · · + ak−1xk−1ij , j = 1, . . . , t

can be solved for the unknowns K, a1, a2, . . . , at−1 because the determinant of this system of
equations is a nonsingular Vandermonde determinant (the {x1, . . . , xn} are pair-wise distinct).
However, if t − 1 participants try to reconstruct the secret, they face the problem of solving t − 1
linear equations in t unknowns. This system of equations has one degree of freedom. Consequently,
t − 1 participants do not obtain any information about the secret, as K was selected uniformly and
randomly from GF(q). Shamir’s system is perfect.

13.2.3.4 A (t,t) Threshold Scheme

Karnin et al. [63] describe a secret-sharing schemewhich realizes (t, t)-access structures. The interest
in such schemes is that they can be used as the basis for other cryptographic constructions.
In their scheme, the set of secrets S is the ring of residue classes Zm, where m is any integer. (In

applicationsm is large.) The secret K is shared using the following algorithm:

1. D secretly chooses randomly,uniformly, and independently t−1elementsy1, y2, . . . , yt−1
from Zm; the yt are defined as

yt = K −
t−1∑
i=1
yi mod m .

2. Participant Pi for 1 ≤ i ≤ t receives the share yi fromD.
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The above system is perfect as the following argument shows. The set of shares of l < t participants
attempting to reconstruct the secret either contains the share yt = K −∑t−1

i=1 yi mod m, or not. In
both cases the (unauthorized) participants lack the necessary information to determine K. Shamir’s
scheme with t = n provides an alternative construction of (t, t)-threshold schemes, using the fields
GF(q) instead of Zm.

13.2.4 Threshold Schemes and Discrete Logarithms

The discrete logarithm has been widely employed in the literature to transform threshold schemes
into conditionally secure schemes with extra properties. This idea is exploited in the papers by
Benaloh [4], Beth [15], Charnes et al. [32], Charnes and Pieprzyk [33], Lin and Harn [69], Lang-
ford [66], and Hwang and Chang [58].
It is a consequence of the linearity of Equation 13.3 that Shamir’s scheme can be modified to

obtain schemes having enhanced properties, such as disenrollment capability, in which shares from
one or more participants can be made incapable of forming an updated secret. (The formal analysis
of schemes with this property was given by Blakley et al. [18].) Let a(x) be a polynomial and let a(i)
be the shares in Shamir’s scheme. In the modified threshold scheme proposed in [32], ga(0) is the
secret and the shares are si = gci , ci = a(i). A generator g of the cyclic group of the field GF(2n) is
chosen so that 2n − 1 is a Mersenne prime.
The modified (t, n)-threshold schemes can disenrol participants whose shares have been com-

promised either through loss or theft, and still maintain the original threshold level. In the event
that some of the original shares are compromised, the KDC can issue using a public authenticated
channel a new generator g′ of the cyclic group of GF(2n). The shareholders can calculate their new
shares si′ from the initial secret data according to

si′ = g′ci .

Hwang and Chang [58] used a similar setting to obtain dynamic threshold schemes.
Threshold schemes with disenrollment capability, without the assumption of the intractability of

the discrete logarithm problem, can be based on families of threshold schemes. The properties of
these schemes are studied in a paper by Charnes et al. [31]; here we provide the basic definition.
A threshold scheme family (TSF) is defined by an (m× n) matrix of shares [si,j], such that
1. Any row (si,1, si,2, . . . , si,n) represents an instance of TSri(ti, n), where i = 1, . . . ,m.
2. Any column (s1,j, s2,j, . . . , sm,j) represents an instance of TScj(tj,m), where j = 1, . . . , n.

A family of threshold schemes inwhich all rows and all columns are ideal schemes is called an ideal
threshold scheme family, or ITS family for short. In these schemes it is possible to alter dynamically
the threshold values by moving from one level of the matrix to another.
Lin and Harn [69], and Langford [66] use the discrete logarithm to transform Shamir’s scheme

into a conditionally secure schemewhich does not require a trusted KDC. A similar approach is used
by Langford [66] to obtain a threshold signature scheme. Beth [15] describes a protocol for verifiable
secret sharing for general access structures based on geometric schemes. The discrete logarithm
problem is used to encode the secret and the shares so that they can be publicly announced for
verification purposes.
It should be noted that the definition of disenrollment used in [32] is not the same as that of Blakley

et al. [18]. Blakley et al. established a lower bound on the number of bits required to encode the
shares in schemes that can disenrol participants. Their bound shows that this number grows linearly
with the number of participants that the scheme can disenrol. They also present two geometric
(t, n)-threshold schemes, which meet this bound.



13-8 Special Topics and Techniques

It is interesting to note that Benaloh [4] used the discrete logarithm to transform Shamir’s scheme,
but for a very different purpose. One of the properties of the discrete logarithm is that the sum of
the discrete logarithms of the shares of a secret is equal to the discrete logarithm of the product of
the shares of the secret. This property has an application in secret-ballot elections (cf. Benaloh [4])
where, in contrast with schemes earlier mentioned the discrete logarithm problem is required to be
tractable.
Thehomomorphic property introducedbyBenaloh [4] has prompted thequestionwhether similar

schemes can be set up in noncommutative groups—other than the additive and the multiplicative
groups of finite fields. It is an open problem to find useful applications of homomorphic schemes in
abelian groups.

13.2.5 Error Correcting Codes and Secret Sharing

McEliece and Sarwate [75] observed that Shamir’s scheme is closely related to Reed–Solomon
codes [76]. The advantage of this formulation is that the error correcting capabilities of the Reed–
Solomon codes can be translated into desirable secret-sharing properties.
Let (α0,α1, . . . ,αq−1) be a fixed list of the nonzero elements of a finite field GF(q) containing

q elements. In a Reed–Solomon code, an information word a = (a0, a1, . . . , ak−1), ai ∈ GF(q), is
encoded into the codeword D = (D1,D2, . . . ,Dr−1), where Di = ∑k−1

j=0 ajαi j. In this formulation,
the secret is a0 = −∑r−1

i=1 Di and the shares distributed to the participants are the Di.
In the above formulation of threshold schemes, algorithms, such as the errors-and-erasures

decoding algorithm, can be used to correct t out of s shares where s − 2t ≥ k in a (k, n)-threshold
scheme, if for some reason these shares were corrupted. The algorithm will also locate which
invalid shares Di were submitted, either as a result of deliberate tampering or as a result of storage
degradation.
Karnin et al. [63] realize threshold schemes using linear codes.Massey [71] introduced the concept

of minimal codewords, and proved that the access structure of a secret-sharing scheme based on
a [n, k] linear code is determined by the minimal codewords of the dual code. To realize a (t, n)-
threshold scheme, a linear [n + 1, t; q] code C over GF(q) is selected. If G is the generator matrix
of C and s ∈ GF(q) is the secret, then the information vector s = (s0, s1, . . . , st−1) is any vector
satisfying s = s · gT , where gT is the first column vector of G. The codeword corresponding to s is
sG = (t0, t1, . . . , tn). Each participant in the scheme receives ti as its share and t0 is the secret. To
recover the secret, first the linear dependency between g and the other column vectors in the (public)
generator matrix G is determined. If g = ∑

xjgj is the linear relation, the secret is given by
∑
xjtij ,

where {ti1 , ti2 , . . . , tit } is a set of t shares.
Renvall and Ding [84] consider the access structures of secret-sharing schemes based on linear

codes as used by McEliece and Sarwate, and Karnin et al. They determine the access structures
that arise from [n + 1, k, n − k + 2] MDS codes—codes which achieve the singleton bound [76].
Bertilsson and Ingemarsson [13] use linear block codes to realize secret-sharing schemes for general
access structures. Their algorithm takes a description of an access structure by a monotone Boolean
formula Γ , and outputs the generator matrix of a linear code that realizes Γ .

13.2.6 Combinatorial Structures and Secret Sharing

There are various connections between combinatorial structures and secret sharing, cf. [14]. Stinson
and Vanstone [105], and Schellenberg and Stinson [88] study threshold schemes based on combina-
torial designs. Stinson [102] uses balanced incomplete blocks designs to obtain general bounds on
the information rate ρ∗ of schemes with access structure based on graphs (cf. Section 13.2.10).
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Street [100] surveys defining sets for t-designs and critical sets for Latin squares, with the view
of applying these concepts to multilevel secret-sharing schemes, in which a hierarchical structure
can be imposed on the shares. To illustrate these methods, we give an example of a (2, 3)-threshold
scheme based on a small Latin square, cf. Chaudhry and Seberry [36]. For an example of a scheme
with a hierarchical share structure, cf. Street [100].
Let (i, j; k) denote that the value k is in the position (i, j) of the Latin square:

L =
⎛⎝1 2 3
2 3 1
3 1 2

⎞⎠ .

The shares of the secret, which is L, are S = {(2, 1; 1), (3, 2; 1), (1, 3; 3)}.
More recently, critical sets in Room squares have been used to realize multilevel secret-sharing

schemes, cf.Chaudhry andSeberry [36]. Someother approaches tomultilevel schemes are considered
in the papers by Beutelspacher [16] and Cooper et al. [38]. The schemes based on Latin and Room
squares are examples of nonperfect schemes, which will be discussed in Section 13.2.12.

13.2.7 The Problem of Cheaters

So far we have assumed that the participants in a secret-sharing scheme are honest and obey the
reconstruction protocol. However, there are conceivable situations where a dishonest clique of
participants (assuming an honest KDC) may attempt to defraud the honest participants by altering
the shares they were issued.
In the McEliece and Sarwate formulation of Shamir’s scheme, invalid shares can be identified.

Schemes with this capability are said to have the cheater identification property. A weaker capability
ascertains that invalid shareswere submitted in the reconstruction phasewithout necessarily locating
the source of these shares; this is called cheater detection.
Tompa andWoll [107] show that the public knowledge of the abscissae in Shamir’s scheme allows

a clique of dishonest participants to modify their shares resulting in the recreation of an invalid
secret K ′. Suppose that participants i1, i2, . . . , it agree to pool their shares in order to recreate the
secret. A dishonest participant, say i1, can determine a polynomialΔ(x) of degree at most t− 1 from
Δ(0) = −1 and Δ(i2) = Δ(i3) = · · · = Δ(it) = 0 using Lagrangian interpolation. Instead of the
share originally issued by the dealer, the cheater submits themodified share a(i1)+Δ(i1). Lagrangian
interpolation of points using the modified share will result in the polynomial a(x) + Δ(x) being
recreated, instead of the intended polynomial a(x). Now the constant term is a(0)+Δ(0) = K − 1,
a legal but incorrect secret. The honest participants believe that the secret is K − 1, while the cheater
will privately recover the correct secret since K = (K − 1)+ 1.
To prevent this type of cheating, Tompa and Woll define the shares in their modified scheme

to be: (x1, d1), (x2, d2), . . . , (xn, dn). The dealer chooses randomly and uniformly a permutation
(x1, x2, . . . , xn) of n distinct elements from {1, 2, . . . , q − 1}, and di = a(xi). The modified scheme
resists the aforementioned attack for up to t − 1 cheaters. The expected running time of the
scheme is polynomial in k, n, log s, and log(1/ε), where ε is a designated security parameter of
the scheme and the secret k is chosen from {0, 1, . . . , s − 1}. The overhead is that the participants
need to keep secure two shares instead of the usual single share.
Using the error correcting code approach to secret sharing [75], Ogata and Kurosawa [81] for-

mulated the problem of cheaters in secret-sharing schemes by introducing dcheat. This is more
appropriate than the minimum Hamming distance dmin of the related error correcting code in
situations where only the correct secret needs to be recovered (as opposed to identifying the cheaters
in the scheme). For general access structures Γ (see the following text), Ogata and Kurosawa prove
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that dmin ≤ dcheat = n−maxB/∈Γ |B|. Secret-sharing schemes for which the two bounds coincide are
called maximally distance separable, or (MDS) schemes.
Brickell and Stinson [25] modified Blakley’s geometric (t, n)-scheme and obtained a scheme in

which cheaters can be detected and identified. Blakley et al. [18] proved that this scheme can disenrol
participants, cf. Section 13.2.4. To set up the scheme, the dealer performs certain computations,
such as checking that the shadows are in general position. It is an open problem whether these
computations can be done efficiently as the numbers of participants increase.
The problemof secret sharingwithout the usual assumptions about the honesty of the participants,

or even the KDC, has been considered in the literature. For example, in verifiable secret sharing it
is not assumed that the dealer is honest. This problem is studied by Chor et al. [37]. The problem
is how to convince the participants in a (t, n)-threshold scheme that every subset of t shares of a
share set {s1, s2, . . . , sn} defines the same secret. This is called t-consistency. In Shamir’s scheme,
t-consistency is equivalent to the condition that interpolation on the points (1, s1), (2, s2), . . . , (n, sn)
yields a polynomial of degree at most t − 1. As application of homomorphic schemes, Benaloh [4]
gives an interactive proof that Shamir’s scheme is t-consistent.

13.2.8 General Access Structures

A complete discussion of secret sharing requires the notion of a general access structure.
Ito et al. [61] describe a method to realize secret-sharing schemes for general access structures.

They observe that for most applications of secret sharing it suffices to consider monotone access
structures (MAS) defined as follows.
Given a set P of n participants (|P| = n), an MAS on P is a family of subsetsA ⊆ 2P such that

A ⊆ A′ ⊆ P ⇒ A′ ∈ A (13.4)

The intersection A1 ∩ A2 and the union A1 ∪ A2 of two MASs is a MAS. If A is a MAS, then
2P \A = Ā is not aMAS. AnyMAS can be expressed equivalently by amonotone Boolean function.
Conversely, any Boolean expression without negations represents a MAS.
In view of the above observations, we consider the minimal authorized subsets of an access

structureA on P . A set B ∈ A is minimal authorized, if for each proper subset A of B, it is the case
that A �∈ A. The set of minimal authorized subsets ofA is called the basis. An access structureA is
the unique closure of the basis, i.e., all subsets of P that are supersets of the basis elements.
Some examples of inequivalent access structures on four participants are given by the follow-

ing monotone formulae: Γ1 = P1P2P3 + P1P2P4 + P1P3P4 + P2P3P4− a (3, 4)-threshold scheme;
Γ2 = P1P2+P3P4; Γ4 = P1P2+P2P3+P3P4. In these formulae, the Pi’s represent the participants in
the scheme (sometimes the literalsA,B, etc., are used). The authorized subsets in the access structure
are specified precisely by these formulae. For example, Γ2 stipulates that either P1 AND P2 OR P3
AND P4 are the authorized subsets. (It is known that no threshold scheme can realize the access
structure defined by Γ2. For a proof, cf. Benaloh and Leichter [7].)
The inequivalent access structures on three and four participants, and the information rates of

secret-sharing schemes realizing these structures are given by Simmons et al. [97] and Stinson [102].
The information rates of all inequivalent access structures on five participants are given in [73].
It should be remarked that a practical examination of access structures is probably limited to five
participants, since the number of equivalence classes of monotone Boolean formulae becomes too
great to consider formore thanfiveparticipants.However,Martin and Jackson [73] provide inductive
methods using which the information rates of an access structure Γ is related to the information
rates of smaller access structures that are “embedded” in Γ .
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Secret-sharing schemes for nonmonotone access structures have also been investigated, cf.
Simmons [96].

13.2.9 Realizing General Access Structures

Ito et al. [61]were the first to showhow to realize secret-sharing schemes for general access structures.
Benaloh and Leichter [7] simplified the method of Ito et al.
They show that any monotone access structure can be recognized by a monotone Boolean circuit.

In a monotone circuit, each variable corresponds to an element of P . The circuit outputs a true
value only when the set of variables which take a true value correspond to an authorized subset
of P , i.e., belongs to the access structure. Monotone circuits are described by Boolean formulae
which involve only AND and OR operators. Using Benaloh and Leichter’s method, one can realize
any access structure as a composite of subsecrets. The subsecrets are shared across AND gates by
(t, t)-threshold schemes for appropriate t, and all the inputs to the OR gates have the same value.
Simmons et al. [97] showed how cumulative arrays, first studied by Ito et al. [61], can be used to

realize geometric secret-sharing schemes for general access structures.
A cumulative array CA = (S , f )A for the access structureA is a pair comprising of the share set

S = {s1, s2, . . .}, and the dealer function f : P → 2S that assigns subset of shares to each participant.
As an example, consider the following access structure:

A = closure {{P1,P2} , {P2,P3} , {P3,P4} , {P1,P4}} ,

whereP = {P1,P2,P3,P4}. LetS = {s1, s2}. A cumulative array for this access structure is f (P1) = s1,
f (P2) = s2, f (P3) = s1, and f (P4) = s2.
Perfect geometric secret-sharing schemes are obtained from cumulative arrays as follows. Choose

a projective space Vi = PG(m − 1, q), where m is the number of columns in the cumulative array.
In Vi, let {si, . . . , sm,K} be m + 1 points, such that no m points lie on a hyperplane of Vi — the
points are in general position. A domain variety Vd is chosen so that Vi

⋂
Vd = {K}. The set

of shares in the geometric scheme is {si, . . . , sm} and K is the secret. The shares are distributed
using the cumulative array: participant Pi receives share sj if and only if the (i, j) entry of the
array is one. Note that it could be difficult to verify the general position hypothesis for large m,
cf. Brickell and Stinson [25]. Jackson and Martin [62] show that any geometric secret-sharing
scheme realizing an access structure is “contained” in the cumulative array, which realizes the access
structure.
For any access structure A on the set P , there is a unique minimal cumulative array. Thus

to implement geometric secret-sharing schemes with the minimal number of shares, we need to
consider only minimal cumulative arrays. It remains only to have a means by which the minimal
cumulative array can be calculated given an arbitrary monotone Boolean function Γ . Such a method
was first given by Simmons et al. [97]. It relies on minimizing the Boolean expression, which results
when the AND and OR operators in Γ are exchanged.
An alternative method for calculating minimal cumulative arrays is described by Charnes and

Pieprzyk [34]. This method has the advantage that the complete truth table of Γ is not required for
some Γ , thereby avoiding an exponential time computation. For general Boolean expressions, as the
number of variables increases the time complexity of the aforementioned method and that of [97]
are the same.
To describe the method of [34], we require the following.
The representative matrixMΓ of a monotone Boolean function Γ(P1,P2, . . . ,Pn), expressed as a

disjunctive sum of r products of n variables, is an n × r matrix with rows indexed by the Pi and
columns by the product terms of the Pi [34]. The (i, j)-entry is one if Pi occurs in the jth product,
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and is zero otherwise. For example, if Γ = P1P2 + P2P3 + P3P4, thenMΓ is the following matrix:

P1P2 P2P3 P3P4
P1 1 0 0
P2 1 1 0
P3 0 1 1
P4 0 0 1

Suppose that Γ(P1,P2, . . . ,Pn) is a monotone formula expressed in minimal disjunctive form, i.e.,
a disjunctive sum of products of the Pi and no product term is contained in any other representative
set. LetMΓ be its representative matrix.
[34] A subset {Pl,Pm, . . .} of the variables of Γ(P1,P2, . . . ,Pn) is a relation set if PlPm . . . is

represented inMΓ by the all ones vector.
In the previous representativematrix {P1,P3}, {P2,P3}, and {P2,P4} are theminimal representative

sets, i.e., not contained in any other representative set. The Boolean formula derived from these sets
is P1P3 + P2P3 + P2P4.
Let Γ(P1,P2, . . . ,Pn) be a monotone formula andMΓ its representative matrix [34]. LetR be the

collection of minimal relation sets of MΓ . Then the representative matrix whose rows are indexed
by the variables Pi and columns by product terms derived from R is the minimal cumulative
array forA.
Thus, using the above theorem the matrix

P1P3 P2P3 P2P4
P1 1 0 0
P2 0 1 1
P3 1 1 0
P4 0 0 1

is the minimal cumulative array for Γ = P1P2 + P2P3 + P3P4. To realize Γ as a geometric scheme,
we require a projective space Vi = PG(2, q). The secret K ∈ Vd, and the shares {s1, s2, s3} are
points chosen in general position inVi. The cumulative array specifies the distribution of the shares:
P1 receives share {s1}; P2 receives shares {s2, s3}; P3 receives shares {s1, s2}; P4 receives share {s3}.
It can be easily verified that only the authorized subsets of participants can recreate the secret,
e.g., the combined shares of P1 and P2 span Vi, hence these participants can recover the secret as
Vi ∩ Vd = {K}. But unauthorized participants, e.g., P1 and P3, cannot recover the secret.
An algorithm for calculating cumulative arrays, based on Theorem 13.2.9, is given in [34]. This

algorithm is efficient for those Γ for which MΓ contains columns with many zeros. Thus in the
previous example, the combinations {P1,P2}, {P1,P4}, and {P3,P4} cannot produce relation sets and
can be ignored. Further computational savings are obtained if the Boolean formula has symmetries;
i.e., permutations of the participants that do not change Γ .

13.2.10 Ideal and Other Schemes

Brickell [23] gives a vector space construction for realizing ideal secret-sharing schemes for certain
types of access structures, Γ . Let φ be a function

φ : P ∪ {D} → GF(q)d

with the property that φ(D) can be expressed as a linear combination of the vectors in < φ(Pi) :
Pi ∈ B > if and only if B is an authorized subset, i.e., B ∈ Γ . Then, for any such φ, the distribution
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rules (cf. Section 13.2.2.1) are for any vector a = (a1, . . . , sd) in GF(q)d, a distribution rule is given
by the inner product of a and φ(x) for every x ∈ P ∪ {D}. Under the previous conditions, the
collection of distribution rules is an ideal secret-sharing scheme for Γ . A proof of this result can be
found in a paper by Stinson [102].
Shamir’s (t, n)-threshold scheme is an instance of the vector space construction. Access structures

Γ(G), whose basis is the edge set of certain undirected graphs, can also be realized as ideal schemes by
this construction. In particular the access structure Γ(G), whereG = (V ,E) is a completemultigraph,
can be realized as an ideal scheme. A proof of this is given by Stinson [102].
A relation between ideal secret sharing schemes and matroids was established by Brickell and

Davenport [24]. The matroid theory counterpart of a minimal linearly dependent set of vectors in a
vector space is called a circuit. A coordinatizable matroid is one that can be mapped into a vector
space over a field in a way that preserves linear independence. Brickell and Davenport [24] prove
the following theorem about coordinatizable matroids.
Suppose the connected matroidM = (X, I) is coordinatizable over a finite field [24]. Let x ∈ X

and letP = X\{x}. Then there exists an ideal scheme for the connected access structure having basis
Γ0 = {C\{x} : x ∈ C ∈ C}, where C denotes the set of circuits ofM.
Not all access structures can be realized as ideal secret-sharing schemes. This was first established

by Benaloh and Leichter [7]. They proved that the access structure on four participants specified by
the monotone formula Γ = P1P2+P2P3+P3P4 cannot be realized by an ideal scheme. The relation
between the size of the shares and the secret for Γ was made precise by Capocelli et al. [28]. They
proved the following information theoretic bound.
For the access structure Γ = closure {{P1,P2}, {P2,P3}, {P3,P4}} on four participants {P1,P2,

P3,P4}, the inequality H(P2)+ H(P3)≥ 3H(K) holds for any secret-sharing scheme realizing Γ .
From this theorem, it follows that the information rate ρ of any secret-sharing scheme realizing

Γ satisfies the bound ρ≤ 2
3 . Bounds are also derived by Capocelli et al. [28] for the maximum

information rate ρ∗ of access structures Γ(G), where the graph G is a path Pn (n≥ 3); a cycle Cn,
n≥ 6, for n even and n≥ 5, for n odd; or any tree Tn.

13.2.11 Realizing Schemes Efficiently

In view of bounds on the information rates of secret-sharing schemes, it is natural to ask whether
there exist schemes whose information rates equal the known bounds. For example, for Γ = P1P2+
P2P3 + P3P4 one is interested in the realizations of Γ with ρ = 2

3 .
Stinson [102] used a general method, called decomposition construction, to build larger schemes

starting from smaller ideal schemes. In thismethod, the basis Γ0 of an access structure is decomposed
into smaller access structures, as Γ0 = ∪Γk, where the Γk are the basis of the constituent access
structures which can be realized as ideal schemes. From such decompositions of access structures,
Stinson [102] derived a lower bound ρ∗(Γ) ≥ �/R, where � and R are two quantities defined in
terms of the ideal decomposition of Γ0. The decomposition construction and its precursor, the
graph decomposition construction (cf. Blundo et al. [20]), can be formulated as linear programming
problems in order to derive the best possible information rates that are obtainable using these
constructions.
Other ways of realizing schemes with optimal or close to optimal information rates are considered

by Charnes and Pieprzyk [35]. Their method combines multiple copies of cumulative arrays using
the notion of composite shares—combinations of the ordinary shares in cumulative arrays. This
procedure is stated as an algorithm that outputs a cumulative array with the best information rate.
It is not clear how efficient this algorithm is as the number of participants increases. However, the
optimal information rates for access structures on four participants given by Stinson [102] can be
attained by combining cumulative arrays.
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13.2.12 Nonperfect Schemes

It is known that in nonperfect secret sharing schemes the size of the shares is less that the size of the
secret, i.e., H(si)<H(K). Because of this inequality, a nonperfect scheme can be used to disperse a
computer file to n sites, in such a way that the file can be recovered from its images that are held at
any t of the sites for t ≤ n. Moreover, this can be done so that the size of the images is less than the
size of the original file resulting in an obvious saving of disk space. Making backups of computer
files with this method provides insurance against the loss or the destruction of valuable data. For
details, cf. Karnin et al. [63].
A formal analysis of nonperfect secret sharing schemes is given by Ogata et al. [80]. Their

analysis characterizes, using information theory, secret-sharing schemes in which the participants
not belonging to an access structure do gain some information about the secret. This possibility is
precluded in perfect secret-sharing schemes.
Ogata et al. [80] define a nonperfect scheme in using a triple of access sets (Γ1, Γ2, Γ3), which

partition the set of all subsets of the participants P . Γ1 is the family of access subsets, Γ2 is the family
of semiaccess subsets; and Γ3 is the family of nonaccess subsets. The participants belonging to the
semiaccess subsets are able to obtain some, but not complete information about the secret. The
participants belonging to the nonaccess subsets gain no information about the secret.
The ramp schemes of Blakley and Meadows [19] are examples of nonperfect schemes where the

access structure consists of semiaccess subsets. Another way of viewing ramp schemes is that the
collective uncertainty about a secret gradually decreases as more participants join the collective.
Ogata et al. [80] prove a lower bound on the size of the shares in nonperfect schemes. They also

characterize nonperfect schemes for which the size of the shares is |K|/2.
Ogata and Kurosawa [79] establish a general lower bound for the sizes of shares in nonperfect

schemes. They show that there is an access hierarchy for which the size of the shares is strictly larger
than this bound. It is in general a difficult problem to realize nonperfect secret-sharing schemes with
the optimum share size, as in the case of perfect schemes.

13.3 Threshold Cryptography

There are circumstances in cryptography where an action requires to be executed by a group of
people. For example, to transfer money from a bank a manager and a clerk need to concur. A bank
vault can be opened only if three high-ranking bank employees cooperate. A ballistic missile can be
launched only if two officers authorize the action.
Democratic groups usually exhibit a flat relational structure where everymember has equal rights.

On the other hand, in hierarchical groups, the privileges of groupmembers depend on their position
in the hierarchy. A member on the level i − 1 inherits all the privileges from the level i, as well as
additional privileges specific to its position.
Unlike single-user cryptography, threshold or society-oriented cryptography allows groups to

perform cryptographic operations, such as encryption, decryption, and signature. A trivial imple-
mentation of group-oriented cryptography can be achieved by concatenating secret-sharing schemes
and a single user cryptosystem. This arrangement is usually unacceptable as the cooperating sub-
groupmust first recover the cryptographic key. Having access to the key can compromise the system,
as its use is not confined to the requested operation. Ideally, the cooperating participants should
perform their private computations in one go. Their partial results are then sent to a so-called
combiner who calculates the final result. Note that at no point is the secret key exposed.
A group-oriented cryptosystem is usually set up by a dealer who is a trusted authority. The dealer

generates all the parameters, distributes elements via secure channels if the elements are secret, or
broadcasts the parameters if they need not be protected. After setting up a group cryptosystem, the
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dealer is no longer required, as all the necessary information has been deposited with the participants
of the group cryptosystem.
If some participants want to cooperate to perform a cryptographic operation, they use a combiner

to perform the final computations on behalf of the group. The final result is always correct if the
participants belong to the access structure and follow the steps of the algorithm. The combiner fails
if the participants do not belong to the access structure, or if the participants do not follow the
algorithm (that is, they cheat). The combiner need not be trusted; it suffices to assume that it will
perform some computations reliably but not necessarily all.
The access structure is the collection of all subsets of participants authorized to perform an

action. An example is a (t, n)-threshold scheme, where any t out of n participants are authorized
subsets t ≤ n.
Threshold cryptography provides tools for groups to perform the following tasks:

• Thresholdencryption—agroupgenerates avalid cryptogramwhichcan laterbedecrypted
by a single receiver.

• Thresholddecryption—asingle sendergenerates avalid cryptogramthat canbedecrypted
by a group.

• Threshold authentication—a group of senders agrees to co-authenticate the message so
that the receiver can decide whether the message is authentic or not.

• Threshold signature (multisignature)—a group signs a message that is later validated by
a single verifier.

• Threshold pseudorandom generation.

13.3.1 Threshold Encryption

Public-key cryptography can be used as a basis for simple group encryption. Assume that a receiver
wants to have a communication channel from a group of n participants P = {P1, . . . ,Pn}. Further
suppose that the receiver can decrypt a cryptogram only if all participants cooperate, i.e., a (n, n)-
threshold encryption system. Group encryption works as follows.
Assume that the group and the receiver agree to use the RSA cryptosystem with the modulus

N = pq. The receiver first computes a pair of keys: one for encryption e and the other for decryption
d, where e× d ≡ 1 mod (p− 1)(q− 1). Both keys are secret. The factors p and q are known by the
receiver only. The encryption key is communicated to the dealer (via a secure channel). The dealer
selects n− 1 shares ei of the encryption key at random from the interval [0, e/n]. The last share is

en = e−
n−1∑
i=1
ei.

Each share ei is communicated to participant Pi via a secure channel (i = 1, . . . , n).
Now if the group wants to send a messagem to the receiver, each participant Pi prepares a partial

cryptogram ci ≡ mei mod N (i = 1, . . . , n). After collecting n partial cryptograms, the receiver can
recover themessagem ≡ (

∏n
i=1 ci)d mod N. Note that the receiver also plays the role of a combiner.

Moreover, the participants need not reconstruct the secret encryption key e and at no stage of
decryption is the encryption key revealed—this is a characteristic feature of threshold cryptography.
Many existing secret-key algorithms, such as the DES [78], the LOKI [27], the FEAL [93], or

the Russian GOST [99], are not homomorphic. These algorithms cannot be used for threshold
encryption. The homomorphic property is necessary in order to generate shares of the key so that
partial cryptograms can be combined into a cryptogram for the correct message, cf. [4].
Threshold encryption has not received a great deal of attention, perhaps because of its limited

practical significance.
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13.3.2 Threshold Decryption

Hwang [57] proposes a cryptosystem for group decryption based on the discrete logarithm problem.
In his system, it is assumed that the sender knows the participants of the group. The sender encrypts
the message using a predetermined (either private or public key) cryptosystem with a secret key
known to the sender only. The sender then distributes the secret key among the group of intended
receivers using Shamir’s (t, n)-threshold scheme. Any t cooperating participants can recover the
decryption key and decrypt the cryptogram. In Hwang’s scheme, key distribution is based on
the Diffie–Hellman [45] protocol. Thus the security of his scheme is equivalent to the security of
the discrete logarithm problem. However, the main problem with the above solution is that the key
can be recovered by a straightforward application of secret sharing. This violates the fundamental
requirement that the decryption key must never be revealed to the group (or the combiner).
We consider now an implementation of a scheme for (t, n)-threshold decryption. The group

decryption used here is based on the ElGamal public-key cryptosystem [47] and is described by
Desmedt and Frankel [41].
The system is set up by the dealer D who first chooses a Galois field GF(q) such that q − 1 is

a Mersenne prime and q = 2�. Further D selects a primitive element g ∈ GF(q) and a nonzero
random integer s ∈ GF(q). The dealer computes y = gs mod q and publishes the triple (g, q, y) as the
public parameters of the system. The dealer then uses Shamir’s (t, n)-threshold scheme to distribute
the secret s among the n shareholders in such a way that for any subset B of t participants, the secret
s =∑

Pi∈B si mod (q− 1) (all calculations are performed in GF(q)).
Suppose that user A wants to send a message m ∈ GF(q) to the group. A first chooses at random

an integer k ∈ GF(q) and computes the cryptogram c = (gk,myk) for the messagem.
Assume that B is an authorized subset, so it contains at least t participants. The first stage of

decryption is executed separately by each participant Pi ∈ B. Pi takes the first part of the cryptogram
and computes (gk)si mod q. The result is sent to the combiner, who computes yk = gks =∏

i∈B gksi ,
and decrypts (using the multiplicative inverse y−k) the cryptogram

m ≡ myk × y−k mod p.
Group decryption can also be based on a combination of the RSA cryptosystem [85] and Shamir’s

threshold scheme. The scheme described by Desmedt and Frankel [42] works as follows. The dealer
D computes the modulus N = pq, where p, q are strong primes, i.e., p = 2p′ + 1 and q = 2q′ + 1
(p′ and q′ are large and distinct primes). The dealer selects at random an integer e such that e
and λ(N) are coprime (λ(N) is the least common multiple of two integers p − 1 and q − 1, so
λ(N) = 2p′q′). Next D publishes e and N as the public parameters of the system, but keeps p, q, and
d secret (d satisfies the congruence ed = 1 mod λ(N)). It is clear that computing d is easy for the
dealer who knows λ(N), but is difficult—equivalent to the factoring of N—to someone who does
not know λ(N). The dealer then uses Shamir’s scheme to distribute the secret s = d − 1 amongst n
participants. The shares are denoted as si and any t cooperating participants (the set B) can retrieve
the secret. We have,

s =
∑
i∈B
si mod λ(N).

Group decryption of the cryptogram c ≡ me mod N starts from individual computations. Each
Pi ∈ B calculates a partial cryptogram csi mod N. All the partial cryptograms are sent to the
combiner who recovers the message

m =
∏
i∈B
csi × c ≡ c(

∑
i∈B si+1) ≡ cd ≡ (

me
)d mod N.

Again the secret s = d − 1 is never exposed during the decryption.
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Ghodosi et al. [53] proposed a solution to the problem of group decryptionwhich does not require
a dealer. It uses the RSA cryptosystem and Shamir’s threshold scheme. The system works under the
assumption that all participants from P = {P1, . . . ,Pn} have their entries in a public registry (white
pages). The registry provides the public parameters of a given participant. A participant Pi hasNi, ei
as its RSA entry in the registry, and this entry cannot be modified by an unauthorized person.
The sender first selects the group P = {P1, . . . ,Pn}. For the message m (0 < m <

∏n
i=1 Ni), the

sender computes

mi ≡ m mod Ni

for i = 1, . . . , n. Next the sender selects at random a polynomial f (x) of degree at most t overGF(p),
where p < mini Ni. Let

f (x) = a0 + a1x+ · · · + at−1xt−1.

The sender computes ci = f (xi) for public xi, k = f (0), ceii mod Ni, and mki mod Ni (i = 1, . . . , n).
Finally, the sender merges ceii mod Ni into C1 andmki mod Ni into C2 using the Chinese Remainder
Theorem. The sender broadcasts the tuple (N, p, t,C1,C2) as the cryptogram.
The participants check whether they are the intended recipients, for instance, by finding the

gcd (Ni,N). Note that the sender can give the list of all participants instead of the modulus N.
A participant Pi first recovers the pair (ceii mod Ni) and (mki mod Ni) from C1 and C2, respectively.
Using its secret key di, the participant retrieves ci. The ci are now broadcast so that each participant
can reconstruct f (x) and find k = f (0). Note that none of the participants can cheat as it can be
readily verified whether c′i satisfies the congruence

c′eii ≡ C1 mod Ni.

Knowing k, each participant finds the message mi ≡ Ck
−1
2 mod Ni. Although k is public, only

participant Pi can find k−1 × k mod (pi − 1)(qi − 1) from his knowledge of the factorization of
Ni = piqi. Lastly, all the partial messages are communicated to the combiner who recovers the
messagem by the Chinese Remainder Theorem.

13.4 Signature Schemes

A signature scheme consists of two algorithms: signature generation and signature verification. Each
of these algorithms can be collaboratively performed. A shared-generation scheme allows a group
of signers to collaboratively sign a document. In a signature scheme with shared verification, the
signature verification requires the collaboration of a group. We examine the two types of systems
and note that the two can be combined if necessary.

13.4.1 Shared Generation Schemes

In these schemes, a signer group P of n participants has a public/private key pair. The private part is
shared among members of the group such that each member has part of the private key that is not
known to anyone else. The signature scheme is usually based on one of the well-known signature
schemes, such as ElGamal, Schnorr, RSA, and Fiat–Shamir.
The group is created with an access structure that determines the authorized groups of signers.

A special case of shared-generation schemes is the multisignature scheme, in which the collabo-
ration of all members in P is necessary. Most systems proposed for shared generation are of the
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multisignature type, or its generalization, (t, n)-threshold signature. In the latter type of signature,
each subgroup p, p ⊂ P of size t can generate the signature.
A shared-generation scheme can be sequential or simultaneous. In a sequential scheme, each

member of the group signs themessage and forwards it to the next groupmember. In some schemes,
after the first signer the message is not readable and all subsequent signers must blindly sign the
message. In a simultaneous scheme, each group member forms a partial signature that is sent to a
combiner who forms the final signature.
There are a number of issues that differentiate shared-generation systems:

1. Mutually trusted party: a systemmay need a mutually trusted party who is usually active
during the key generation phase; it chooses the group secret key and generates secrets for
all group members. In systems without a trusted party, each signer produces his secret
key and participates in a protocol with other signers to generate the group public key.

2. The security of most signatures schemes is based on the intractability of one of the fol-
lowing problems: discrete logarithm or integer factorization. Shared-generation schemes
based on ElGamal and Schnorr signature schemes use the former, while those based on
RSA and Fiat–Shamir use the latter.

3. Usingmany/few interactions forproducing signature.Theamountof interactionbetween
the signers and the trusted third party varies in different schemes.

There are properties—some essential and some desirable—that a shared-generation schememust
satisfy. The essential properties are as follows:

A1 Signature generation must require the collaboration of all members of the authorized
group and no signer in the group should be able to deny his signature. Verification must
be possible by any outsider.

A2 An unauthorized group should not be able to forge the signature of an authorized group.
It should not also be possible for an authorized group to forge the signature of another
authorized group.

A3 No secret information should be derivable from the released group and partial signatures.

The desirable properties are as follows:

1. Each signer must have the same power and be able to see the message that he is signing.
2. The order of signing in a sequential scheme should not be fixed.
3. The size of the multisignature should be comparable to, preferably the same as, the size

of the individual signature.

For a (t, n) threshold signature scheme, (A1) and (A2) reduce to

B1 From any t partial signature the group signature should be easily derivable.
B2 Knowledge of t − 1 or fewer partial signatures should not reduce the chance of forgery

of an unauthorized group.

13.4.2 Constructions

The earliest proposals for shared-generation schemes are by Itakura and Nakamura [60] and by
Boyd [21]. Boyd’s scheme is a (n, n)-threshold group signature based on RSA, in which if n > 2
most participants must blindly sign the message.
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13.4.2.1 Threshold RSA Signature

Desmedt and Frankel [42] construct a simultaneous threshold (t, n) RSA signature that requires a
trusted third party to generate and distribute the group public key and the secret keys of the signers.
Their schemeworks as follows. In the initialization stage, a trusted KDC (dealer) selects at random

a polynomial of degree t − 1: f (x) = a0 + a1x + a2x2 + · · · + at−1xt−1. The group secret key k is
fixed as a0 = f (0). The dealer gives yi = f (xi) to participant Pi, for each i, via a secure channel. The
computations are performed in Zλ(N), where λ = 2p′q′ and p = 2p′ + 1, q = 2q′ + 1. To sign a
message m (0 ≤ m < N), each participant Pi ∈ B calculates their partial signature si = mki mod N
and transmits the result to the combiner. The combiner computes the signature S of the messagem
according to the following equation:

S = m×
∏
Pi∈B

si = m×
t∏

Pi∈B
i=1

mki = m×md−1 = md mod N.

The signature verification is similar to the conventional RSA signature scheme.

13.4.2.2 Threshold Signature Based on Discrete Logarithm

Ohta and Okamoto [82] propose a sequential multisignature scheme based on the Fiat–Shamir
signature scheme. In their scheme, the order of signing is not restricted but the scheme requires a
trusted center for key generation.
A variation of group signature is undeniable group signature, in which verification requires the

collaboration of signers. The signature scheme has a “commitment phase” during which t group
members work together to sign a message, and a “verification phase” during which all signers work
together to prove the validity of the signature to an outsider. Harn and Yang [56] propose two
(t, n)-threshold schemes with t = 1 and t = n. Their schemes do not require a trusted third party
and the algorithm is based on the discrete logarithm problem.
Harn [55] proposes three simultaneous multisignature schemes based on the difficulty of discrete

logarithm. Two of these schemes do not require a trusted third party. We briefly review one of the
schemes. We use the notation of Harn [55].
Let KDC denote the key distribution center. The KDC selects

1. p, a large prime, in the range 2511 ≤ p ≤ 2512.
2. q, a prime divisor of p− 1.
3. {ai, i = 0, . . . , t − 1} and f (x) = a0 + a1x+ · · · + at−1xt−1 (mod q) where 0 < ai < q.
4. α, where α = h(p−1)/q (mod p) > 1. α is a generator with order q in GF(p); p, q and α

are made public.

The KDC computes the group public key y = αf (0) mod p, where f (0) is the group secret key.
The KDC also computes public keys for all group members as

yi = αf (xi) (mod p), for i = 1, 2, . . . , n

where f (xi) mod q is the share of participant i from the group secret key. (Note that, since α is a
generator with order q in GF(p), αr mod p = αr mod q, for any nonnegative integer r.)
In order to generate the group signature on a message m, each participant of a group B (|B| ≥ t)

randomly selects an integer, ki ∈ [1, q − 1], and computes a public value, ri = αki mod p and
broadcasts ri to all members in B. Knowing all the ri (i ∈ B), each member of the group B computes

r =
∏
i∈B
ri (mod p).
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Participant i computes his partial signature as

si = m′ × f (xi)×

⎛⎜⎜⎝∏
i,j∈B
i�j

xj(
xi − xj

)
⎞⎟⎟⎠− ki × r (mod p)

where H(m) = m′ (H is a one-way and collision free hash function) and transmits (ri, si) to a
designated combiner.
Once the combiner receives the partial signature (ri, si), it is verified using

y(m
′)

⎛⎝∏
i,j∈B
i�=j

xj
(xi−xj)

⎞⎠
i = αsi rri (mod p).

If all the partial signatures are verified, then the combiner calculates the group signature (r, s) on
messagem, where s =∑

i∈B si (mod q).
An outsider who receives the signature (r, s) on the message m can verify the validity of the

signature using the check ym′ = αsrr (mod p). This check works because

f (0) =
∑
i∈B
f (xi)

∏
i,j∈B
i�=j

xj(
xi − xj

) (mod q)

and thus,

ym
′ =

(
αf (0)

)m′ = α

(∑
i∈B f (xi)

∏
i,j∈B
i�=j

xj
(xi−xj)

)m′

=
∏
i∈B
y(m

′)

⎛⎝∏
i,j∈B
i�=j

xj
(xi−xj)

⎞⎠
i =

∏
i∈B

(
rri a

s
i
) = rrαs.

An interesting security problem in these schemes, as discussed by Desmedt and Frankel [42] and
by Harn [55], is that if more than t signers collaborate they can find the secrets of the system with a
high probability, and thus identify the rest of the shareholders. Possible solutions to this problem in
the case of discrete logarithm-based schemes can be found in a paper by Li et al. [68].
A concept related to threshold signature is t-resilient digital signatures. In these schemes, n

members of a group can collaboratively sign a message even if there are t dishonest members.
Moreover no subset of t dishonest members can forge a signature.
Desmedt [40] shows that a t-resilient signature scheme with no trusted center can be constructed

for any signature scheme using a general multiparty protocol. Cerecedo et al. [29] present efficient
protocols for the shared generation of signatures based on the discrete logarithm problem, Schnorr’s
scheme, and variants of the ElGamal scheme. Their protocols are based on an efficient multiparty
protocol for the shared computation of products and they do not need a trusted party. Park and
Kurosawa [83] discuss a (t, n)-threshold scheme based on the discrete logarithm, more precisely a
version of digital signature standard (DSS), which does not require multiplication and only uses
linear combination for the combination of shares.
Chang and Liou [30] and Langford [66] propose other signature schemes based on the discrete

logarithm problem.
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13.4.3 Shared Verification of Signatures

Signature schemes with shared verification are not commonly found in the literature.
De Soete et al. [98] propose a system for the shared verification of signatures. But their system is

not really a signature scheme in the sense that it does not produce a signature for every message.
Each user has a secret that enables her/him to verify herself/himself to others. It requires at least two
verifiers for the secret to be verified.
Laih and Yen [65] argue that in some cases it might be necessary to sign a message such that

only a specified group of participants can verify the signed message. The main requirements of such
schemes are

1. A can sign any messageM for any specified group B.
2. Only the specified group can validate the signature of A. No other group, except B, can

validate the signature of A onM.
3. B should not be able to forge A’s signature on M for another user C, even if B and C

conspire.
4. No one should be able to forge A’s signature on another messageM′.
5. If A disavows his signature, it must be possible for a third party to resolve the dispute

between A and B.

The scheme proposed by Laih and Yen [65] is based on Harn’s scheme, which is an efficient
ElGamal type shared-generation scheme. In the proposed scheme a group of signers can create a
digital shared-generation scheme for a specified group, who can collectively check the validity of the
signature. The secret key of the users is chosen by the users themselves and each group has a public
key for signature generation or verification. Since the private key of the verifiers is not known, dispute
settlement by a third party requires an extra protocol between the third party and the verifiers.

13.5 Quantum Key Distribution—Quantum Cryptography

While classical cryptography employs various mathematical techniques to restrict eavesdroppers
from learning the contents of encrypted messages, in quantum mechanics the information is pro-
tected by the laws of physics. In classical cryptography absolute security of information cannot be
guaranteed.However on the quantum level there is a law called theHeisenberg uncertainty principle.
This states that even the most refined measurement on a quantum object cannot reveal everything
about the state of the object before the measurement. This is because the object may be altered by
simply taking the measurement. The Heisenberg uncertainty principle and quantum entanglement
can be exploited in a system of secure communication, often referred to as “quantum cryptogra-
phy” [11]. Quantum cryptography provides the means for two parties to exchange a enciphering key
over a private channel with complete security of communication.
There are least two main types of quantum cryptosystems for the key distribution:

• BB-protocol: Cryptosystems with encoding based on two nonsimultaneously measurable
observables proposed by Wiesner [110] and Bennett and Brassard [10]

• EPR-type: Cryptosystems with encoding built upon quantum entanglement and the Bell
Theorem proposed by Ekert [48]

A typical Quantum key distribution (QKD) protocol is comprised of the following stages:

1. Random number generation by Alice
2. Quantum communication
3. Sifting
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4. Reconciliation
5. Estimation of Eve’s partial information gain
6. Privacy amplification
7. Authentication of public messages
8. Key confirmation

For detailed explanations of these terms we refer the reader to [3], here we will give an informal
explanation of some of these steps using the following simple example.
A BB quantum cryptosystem includes a transmitter, Alice, and a receiver, Bob. Alice may use the

transmitter to send photons in one of the four polarizations: 0◦, 45◦, 90◦, or 135◦. Bob at the other
end uses the receiver to measure the polarization. According to the laws of quantum mechanics,
Bob’s receiver can distinguish between rectilinear polarizations (0 and 90; basis I), or it can quickly
be reconfigured to discriminate between diagonal polarizations (45 and 135; basis II); it can never,
however, distinguish both types. The key distribution requires several steps.
Alice sends photons with one of the four polarizations which are chosen at random. For each

incoming photon, Bob chooses at random the type of measurement: either the rectilinear type or the
diagonal type. Bob records the results of the measurements but keeps them secret. Subsequently Bob
publicly announces the type of measurement (but not the results) and Alice tells the receiver which
measurementswere correct—themeasurement is done in the samebasis as the preparation.Alice and
Bob (the sender and the receiver) keep all cases inwhichBob’smeasurementswere of the correct type.
These cases are then translated into bits (1’s and 0’s) and thereby become the key. An eavesdropper
(Eve) is bound to introduce errors to this transmission because she does not know in advance the type
of polarization of each photon and quantummechanics does not allowher to acquire the sharp values
of two nonsimultaneously measurable observables (here the rectilinear and diagonal polarizations).
The two legitimate users of the quantum channel, Alice and Bob, test for eavesdropping by

revealing a random subset of the key bits and checking (in public) the error rate. Although they
cannot prevent eavesdropping, they will never be fooled by Eve because any effort to tap the channel,
however subtle and sophisticated, will be detected. Whenever they are not satisfied with the security
of the channel they can try to set up the key distribution again. Privacy amplification is used to distill
a secret key between Alice and Bob from these interactions, cf. Bennett et al. [12].
In our example, we will consider two types of measurement: we consider \ and / to be one type

(diagonal) and | and− to be the other (rectilinear).

1. Alice’s polarization | \ − | / − − − − \ /

2. Bits Alice sent 0 0 1 0 0 1 1 1 0 1 1
3. Bob’s polarization | \ | \ | | / | − \ −
4. Bits Bob registered 0 0 1 1 0 1 0 1 0 1 1
5. Alice states publicly
whether Bob’s Yes Yes Yes No No Yes No Yes Yes Yes No
polarization was
correct or not

6. Alice’s remaining bits 0 0 1 x x 1 x 1 0 1 x
7. Bob’s remaining bits 0 0 1 x x 1 x 1 0 1 x
xmeans discard

8. Alice and Bob 0 0 1 x x 1 x 1 0 1 x
compare bits 0 0 1 x x 1 x 1 0 1 x
chosen at random OK OK OK

9. Alice’s remaining bits x 0 1 x x 1 x x 0 x x
10. Bob’s remaining bits x 0 1 x x 1 x x 0 x x
11. The key 0 1 1 0
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The basic idea of cryptosystems of EPR-type is as follows. A sequence of correlated particle pairs
is generated, with one member of each pair being detected by Alice and the other by Bob (e.g., a pair
prepared in a Bell state, whose polarizations are measured by Alice and Bob). To eavesdrop on this
communication, Eve would have to detect a particle to read the signal, and retransmit it in order to
conceal her presence. However, the act of detection of one particle of a pair destroys its quantum
correlation with the other. Thus Alice and Bob can easily verify whether this has been done, without
revealing the results of their own measurements, by communication over an open channel.
In the BB-protocol, Eve does not gain any information about the key material by passively

monitoring Alice and Bob’s public channel communications; however, it is essential that these
messages are authenticated. Otherwise Eve could perform a man-in-the-middle attack in which
he/she masquerades as Bob to Alice and as Alice to Bob, while forming separate keys with each. This
scenario can be avoided if Alice and Bob append an authentication tag to their public messages,
which is computed using a keyed hash function (cf.Wegman&Carter Construction, Section 12.5.2).
Upon receiving a message, Alice and Bob can each verify that the received tag value matches the
value computed from the message using the keyed hash function. This requires that Alice and Bob
share a short initial key, which needs to be kept secret only for the duration of the transfer of Alice’s
photons to Bob. The QKD procedure produces large quantities of shared long-term secret bits, a few
of which can be used to authenticate the next QKD session.
In the original proposal of Bennett and Brassard, the shared keys produced by quantum key

distribution would be used directly for encryption as a one-time pad (encryption-modeQKD).With
present day technology (c 2009), it is more practical to use QKD for the transfer or the generation
of conventional symmetric cryptographic keys.

13.5.1 Practicalities—Quantum Cryptography

The field of quantum cryptography was pioneered by Wiesner [110]. Around 1970 at Columbia
University in New York he showed how quantum effects could in theory be used to produce
“quantum bank notes” that are immune to counterfeiting. The first feasible cryptosystems were
proposed between 1982 and 1984 by the American physicist Charles H. Bennett of IBM’s Thomas
J. Watson Research Center in Yorktown Heights in the United States and by the Canadian expert
in cryptography, Gilles Brassard from the University of Montreal [10]. In 1991 Artur Ekert [48]
developed the idea along slightly different lines. This system is based on another aspect of quantum
theory called entanglement.
By the early 1980s, the theory of secure quantum key distribution based on both the Heisenberg

uncertainty principle and the quantum entanglement had evolved into a proposal for a testable
system, though this was by no means easy to set up experimentally. The first apparatus, constructed
by Bennett, Brassard and colleagues in 1989 at IBM’s research center, was capable of transmitting
a secret key over a distance of approximately 30 cm [9]. The practical use of this technology was
established when the first demonstrations over optical fiber were implemented in the early 1990s.
Since then, other researchers have looked at systems based on correlations of another quantum

property of light called phase. Phase is a measure of how far a photon has gone in its cycle of
vibration. Information about the key is encoded in this property of phase instead of polarization.
This has the advantage that with current technology, phase is easier to handle over a long distance.
Since 1991 John Rarity and Paul Tapster of Britain’s [49,106,108] Defense Research Agency in
Malvern have been developing a system to increase the transmission distance. They have designed
and tested an optical system good enough to transmit photons that stay correlated in phase over
several hundred meters. With improvements in the technology of optical fibers and semiconductor
photo detectors, which allowed better transmission and detection and thereby reducing background
errors, the maximum transmission distance achieved by the mid-1990s was approximately 10 km.
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In theory, cryptosystems based on entanglement should also allow quantum keys to be stored
by storing photons without performing any measurements. At present, however, photons cannot
be kept correlated longer than a small fraction of a second, so they are not a good medium for
information storage. But a fraction of a second is long enough for a photon to cover a long distance,
so photons are suitable for sending information and for key distribution.
Since the mid-1990s there have been important advances in quantum cryptography, such as

• Increase in transmission distance to about 150 km
• Implementations of practical systems (from the optical table to a 19′′ rack)
• Development of commercial products

Current research inQKD focuses on implementations, which use weak laser pulses, single-photon
sources, entangled pairs, and continuous variables. A comprehensive evaluation of the transmission
distances that can be achieved by these technologies and their relative merits can be found in the
Quantum Information and Technology Roadmapping Project [3]. The review papers [54,74,101]
provide details of the current experimental implementations of QKD.
In 2006, IdQuantique (Switzerland) and Senetas (Australia) released commercially a hybrid

quantum/classical encryption system.This systemusesquantumkeydistribution to securely exchange
encryption keys, which are used by a high speed classical network for encryption at speeds up to 10
Gbps. It was used in October 2007 to secure the transmission of federal election results in the State
of Geneva. The system features AES 256 bit encryption, BB84 and SARG [87] protocols for QKD,
HMAC-SHA-1 authentication for the classical link, and Wegmann & Carter for the QKD link. The
cyryptographic keys are refreshed at the rate of 1 key/min up to four encryption appliances, and
transmitted by a quantum link channel of length up to 80 km on single mode dark fiber.

13.5.2 Shor’s Quantum Factoring Algorithm

Mathematicians have tried hard to solve the key distribution problem, and in the 1970s a clever
mathematical discovery called “public-key” systems gave an elegant solution. Public-key cryptosys-
tems avoid the key distribution problem, but unfortunately their security depends on unproven
mathematical assumptions, such as the difficulty of factoring large integers (RSA, the most popular
public key cryptosystem, gets its security from the difficulty of factoring large numbers). An enemy
who knows your public key can in principle calculate your private key because the two keys are
mathematically related; however, the difficulty of computing the private key from the respective
public key is exactly that of factoring big integers.
Difficulty of factoring grows rapidly with the size, i.e., number of digits, of the number we want to

factor. To see this, take a number N with � decimal digits (N ≈ 10� ) and try to factor it by dividing
it by 2, 3, . . . ,

√
N and checking the remainder. In the worst case, approximately

√
N ≈ 10�/2

divisions may be needed to solve the problem—an exponential increase as a function of �. Now
imagine computer capable of performing 1010 divisions per second. The computer can then factor
any number N, using the trial division method, in about

√
N/1010 s. Take a 100-digit number N, so

that N ≈ 10100. The computer will factor this number in about 1040 s which is much longer than
1017 s—the estimated age of the universe!
It seems that factoring big numbers will remain beyond the capabilities of any realistic computing

devices and unless mathematicians or computer scientists come up with an efficient factoring
algorithm public-key cryptosystems will remain secure. Or will they? As it turns out we know
that this is not the case; the classical, purely mathematical, theory of computation is not complete
simply because it does not describe all physically possible computations. In particular, it does not
describe computations that can be performed by quantum devices. Indeed, recent work in quantum
computation shows that a quantum computer can factor much faster than any classical computer.
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Quantum computers can compute faster because they can accept as input not just one number,
but a coherent superposition of many different numbers, and subsequently perform a computation
(a sequence of unitary operations) on all of these numbers simultaneously. This can be viewed as a
massive parallel computation, but instead of having many processors working in parallel we have
only one quantum processor performing a computation that affects all the components of the state
vector. To see how it works let us describe Shor’s factoring using a quantum computer composed of
two quantum registers.
Consider twoquantumregisters, each register composedof a certainnumberof two-state quantum

systems, which we call “qubits” (quantum bits). We take the first register and place it in a quantum
superposition of all the possible integer numbers it can contain. This can be done by starting with
all qubits in the |0〉 states and applying a simple unitary transformation to each qubit that creates a
superposition of |0〉 and |1〉 states:

|0〉 −→ 1√
2
(|0〉 + |1〉). (13.5)

Imagine a two-qubit register, for example. After this procedure the register will be in a superpo-
sition of all four numbers it can contain

1√
2
(|0〉 + |1〉) 1√

2
(|0〉 + |1〉) = 1

2
(|00〉 + |01〉 + |10〉 + |11〉) (13.6)

where |00〉 is binary for 0, |01〉 is binary for 1, |10〉 is binary for 2, and finally |11〉 which is binary
for 3.
Then we perform an arithmetical operation that takes advantage of quantum parallelism by

computing the function FN(x) for each number x in the superposition. The values of FN(x) are
placed in the second register so that after the computation the two registers become entangled:∑

x
|x〉|FN(x)〉 (13.7)

(we have ignored the normalization constant). Now we perform a measurement on the second
register. The measurement yields a randomly selected value FN(k) for some k. The state of the
first register immediately after the measurement, due to the periodicity of FN(k), is a coherent
superposition of all states |x〉 such that x = k, k+ r, k+ 2r, . . ., i.e., all x for which FN(x) = FN(k).
The value k is randomly selected by the measurement: therefore, the state of the first register is
subsequently transformed via a unitary operation that sets any k to 0 (i.e., |k〉 becomes |0〉 plus a
phase factor) and modifies the period from r to a multiple of 1/r. This operation is known as the
quantum Fourier transform. The first register is then ready for the final measurement and yields
an integer, which is the best whole approximation of a multiple of 1/r. From this result r, and
subsequently factors ofN, can be easily calculated (see the following text). The execution time of the
quantum factoring algorithm can be estimated to grow as a quadratic function of �, and numbers
100 decimal digits long can be factored in a fraction of a second!
When the first quantum factoring devices are built, the security of public-key cryptosystems will

vanish. The mathematical solution to the key distribution problem is shattered by the power of
quantum computation. Does it leave us without any means to protect our privacy? Fortunately
quantummechanics after destroying classical ciphers comes to rescue our privacy and offers its own
solution to the key distribution problem.
The main reference for this brief account of quantum cryptanalysis is Shor’s paper [94].

Ekert and Jozsa [50] give a comprehensive exposition of Shor’s algorithm for factoring on a
quantum computer, which includes some relevant background in number theory, computational
complexity theory, and quantum computation as well as remarks about possible experimental
realizations.
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13.5.2.1 Factoring

Quantum factoring of an integer N is based on calculating the period of the function FN(x) =
ax (mod N). We form the increasing powers of a until they start to repeat with a period we denote
r. Once r is known, the factors of N can be found using the Euclidean algorithm to find the greatest
common divisor of ar/2 ± 1 and N.
Suppose we want to factor 91. Let us take a number at random, say 28, and raise it to the powers

2, 3, . . .. After 12 iterations we find the number 28 repeated and so we use r = 12. Hence we want
to find gcd(91, 286 ± 1), which we find to be 1 and 13, respectively. From here we can factorize 91.
Classically, calculating r is as difficult as trying to factor N and the execution time is exponential in
the number of digits in N. Quantum computers can find r in time, which grows only as a quadratic
function of the number of digits of N.

13.5.3 Practicalities—Quantum Computation

The idea of a quantum computer is simple, however, its realization is not. Quantum comput-
ers require a coherent, controlled evolution for a period of time, which is necessary to complete
the computation. Many view this requirement as an insurmountable experimental problem; how-
ever, others believe that technological progress will sooner or later make such devices feasible. In
an ordinary, classical computer, all the bits have a definite state at a given instant in time, say
0 1 1 0 0 0 1 0 1 0 . . .. However, in a quantum computer the state of the bits is described by a pure
quantum state of the form

Ψ = a|0 1 1 0 0 0 1 0 1 . . .〉 + b|1 1 1 0 0 0 0 0 1 . . .〉. (13.8)

The coefficients a, b, . . . are complex numbers and the probability that the computer is in the state
0 1 1 0 0 0 1 0 1 . . . is |a|2, that it is in the state 1 1 1 0 0 0 0 0 1 . . . is |b|2, and so on. However,
describing the state of the computer by the quantum state of 13.8 does not merely imply the
ordinary uncertainties that we describe using probabilities. For instance, the phases of the complex
coefficients a, b, . . . have genuine significance: they can describe interference between different states
of the computer, which is very useful for quantum computation. The quantum state declares that
the computer exists in all of its computational basis states simultaneously so long as that state is not
measured; when we do choose to measure it, a particular computational basis state will be observed
with the prescribed probability.
Since quantum computers have the potential to perform certain computational tasks more effi-

ciently than their classical counterparts, there has been an intense international research effort aimed
at realizing these devices. In early research on the synthesis of quantum logical circuits, DiVincenzo
[46] showed how to construct the quantum analogue of the one-bit NOT, or inverter gate, with
spectroscopic techniques that have been well known in physics for over 50 years. He established
that the three-qubit AND operation can be performed using three XOR gates and four single-qubit
rotations.
There are currently several promising approaches to the realization of a quantum computer:

nuclear magnetic resonance (NMR), trapped ions, neutral atoms, cavity QED, optical, solid state,
and superconducting devices. The potentials of these technologies are evaluated by the DiVincenzo
criteria in the Quantum Information and Technology Roadmapping Project [2], which also gives
medium- and long-term objectives for the realization of a quantum computer.
A prominent example of this technology is the Cirac Zoller proposal for a scalable quantum

computer based on a string of trapped ions whose electronic states represent the quantum bits
of information. In this scheme, quantum logical gates involving any subset of ions are realized
by coupling the ions through their collective quantized motion. In 2003, the CNOT quantum gate
according to the Cirac Zoller proposal was experimentally demonstrated by Schmidt-Kaler et al. [89]
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In 2001,Vandersypen et al. [109] realized experimentally Shor’s algorithmusing liquid-stateNMR
techniques. In 2007, a linear optics realization of Shor’s algorithm was demonstrated by Lanyon et
al. [67]. Both teams chose the simplest instance of this algorithm, i.e., factorization of “N = 15”. The
linear optics experiment represents an essential step toward the full realization of Shor’s algorithm
and scalable linear optics quantum computation.

13.6 Further Information

As in the previous chapter we mention the conferences CRYPTO, EUROCRYPT, ASIACRYPT,
AUSCRYPT, and conferences dealing with security such as ACISP. Information can also be found
in Journals such as the Communications of the ACM. Quantum cryptography is also covered in the
physics literature, e.g.,Europhysics Letters, Physical ReviewLetters, andQIPCStrategicReport:Quan-
tum Information Processing and Communication in Europe http://qist.ect.it/Reports/reports.htm
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14.1 Introduction

A plethora of mutually beneficial information collaboration opportunities exist when organizations
and individuals share information. Some examples of such collaborations include (1) hospitals
sharing information about patients with a rare disease in order to develop better treatments; (2)
suppliers and retailers sharing their holding costs, inventory on hand, and other supply-chain
information in order to reduce their costs; and (3) finding interorganization purchase patterns by
sharing customer records to perform collaborative data mining. Clearly, there are many potential
benefits, both monetary and societal, for such collaborations, however, one significant drawback is
concerns about confidentiality and privacy that are associated with sharing information. Returning
to the examples above, sensitivity concerns include (1) patients’ information is private and theremay
be lawspreventing such sharing of information (e.g., in theUnited States,HIPAArestricts the sharing
of medical information); (2) the supplier and retailer may be concerned that their cost information
could be used against them in a future interaction; and (3) sharing customers’ information may
violate the customers’ privacy. Thus, while significant benefit may result from such collaborations,
these collaborations may not occur due to privacy and confidentiality concerns.
Secure protocols (also called privacy-preserving or confidentiality-preserving protocols) are cryp-

tographic techniques that obtain the result of information collaboration while preserving privacy
and confidentiality. More specifically, secure protocols are cryptographic techniques for computing
functions (i.e., collaboration outcomes) over distributed inputs while revealing only the result of
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the function. Thus, secure protocols are a way to have the best of both worlds—we can obtain the
benefit of collaboration without the drawback of revealing too much information. While this may
seem like an intractable goal for many problems, there have been many general results which state,
under various assumptions, that any function computable in polynomial time can also be computed
securely with polynomial communication and polynomial computation. The problem of computing
any function in a secure manner is called secure multiparty computation (SMC).
This chapter provides a description of techniques for building secure protocols from an applied

standpoint. That is, this chapter is not an exhaustive description of SMC techniques, but rather this
chapter describes a few key building blocks that facilitate the creation of several secure protocols.
For the reader that is interested in a formal description of cryptographic primitives and SMC we
refer you to [15,16]. The rest of this chapter is organized as follows: in Section 14.2 secure protocols
are defined more formally. Section 14.3 presents a survey of known results for secure protocols.
Section 14.4 describes practicality problems for the general SMC results along with methods that
help overcome these problems. In Sections 14.5 through14.7 several specific techniques for two-party
secure protocols are described, and in Section 14.8 we summarize this chapter.

14.2 What Is a “Secure” Protocol?

Before describing techniques for “secure” protocols, one must define what is meant by “secure.”
Before formally defining this notion, we provide some intuition into the definition. One trivial way
to securely compute any function is for all parties to send their input to a fully trusted third party
(TTP), and this TTP then computes the desired result and sends the output of the function to each
party. Obviously, it is unlikely that such a TTP exists, but this protocol achieves the best possible
outcome—that is, the only information revealed about inputs is the output of the protocol and
inferences that can be made from this output along with one or more inputs.∗ Thus a protocol is
considered “secure” if it is no worse than the above-described TTP protocol. More specifically, a
secure protocol is a protocol that reveals only the result of the function and inferences that can be
deduced from this output with one or more input values.
The following is a simple example of a secure protocol that helps clarify the above intuition.

Suppose N people are sitting around a table lamenting that they are vastly underpaid; to help justify
their complaints, this group has a genuine interest in finding the mean salary of everyone at the
table, but due to privacy concerns, they do not want to reveal individual salaries to the group. Now
if there are only two people at the table, then when given the result (i.e., the average salary) and one
person’s salary, one can deduce the other person’s salary. Thus for N = 2 a secure protocol is as
simple as having both parties reveal their salaries to each other, because one party’s value can be
deduced from the result and the other input. However, when N ≥ 3, such exact inferences cannot
be made, so a more complicated protocol is needed.
One way to compute the average salary (for N ≥ 3) is as follows. The first person chooses a

random number R from a range of values much larger than the range of salaries. This person adds
his salary to R, writes the result on a slip of paper, and then passes this piece of paper to the next
person at the table. When this person receives the slip of paper, he adds his salary to the value on the
paper, writes down the new sum on a different piece of paper, destroys the original piece of paper,
and passes the new paper to the person next to him. The paper passing continues until everyone
has incorporated their salary into the sum. After everyone has had a turn, the final piece of paper is
passed back to the first person. The first person then subtracts R from the sum to learn the sum of
everyone’s salary. He then divides this sum by the number of people to learn the average salary and
then he reveals the average salary to everyone at the table.

∗ In a multiple party protocol it is possible that participants will collude and share inputs with each other.
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Let us examine the properties of this average salary protocol. By adding a large random value
R to the first person’s salary, this person’s salary is hidden with high probability (furthermore the
probability is controllable by the range from which R is chosen). More generally, assuming that
there is no collusion between members, then all that the ith person learns from the protocol is the
sum of the first i− 1 salaries and R, and since R is chosen from a large range, the sum of the first i− 1
salaries is hiddenwith high probability. Of course, there are some problemswith this protocol: (1) the
protocol is not collusion-resistant—for example, if the 2nd and 4th parties collaborate together, then
they could learn the 3rd party’s salary; (2) the first person can learn the actual result and announce a
different result; and (3) any participant can modify the value that is being passed around the group
to increase or reduce the average.
Clearly, there are different types of adversaries that must be considered when creating secure

protocols. There are two basic types of adversaries that are considered in the SMC literature. The
first adversary type is called an honest-but-curious (HBC) adversary model (also called semi-honest
or passive adversaries). In this adversary model, the adversary will faithfully follow the specified
protocol, but after the protocol has completed it will attempt to learn additional information about
other inputs. While this model is unrealistic in many regards, if an efficient protocol cannot be
developed for this simplified model, then there is little hope that a protocol can be developed for a
more realistic adversary model. The second adversary model is a more realistic adversary model,
and it is often called the malicious or active adversary model. A malicious adversary will deviate
arbitrarily∗ from the protocol in order to gain some advantage over the other participants. The
advantages that an adversary can try to obtain include (1) to learn additional information about
other inputs; (2) to modify the result of the protocol; (3) to abort the protocol prematurely (perhaps
after the adversary learns a partial result it aborts the protocol to prevent others from learning the
results).

14.2.1 Definition of Two-Party HBC Secure Protocols

We are now ready to formalize the above informal definition for two parties in the HBC adversary
model. Recall that a two-party protocol is secure if everything that can be computed from the
protocol can be deduced from the output and one of the input values. To make this more concrete
suppose Alice and Bob are engaging in a protocol to compute a function f . This protocol involves
one or more message exchanges between Alice and Bob; we will call these messages the transcript
of the protocol. It must be shown that the transcript sent from Alice and Bob (and vica versa) does
not reveal too much information. More specifically, the transcript sent from Alice to Bob should be
computable from the result of the protocol and Bob’s inputs, otherwise the protocol would reveal
more information to Bob than the results (a similar statement must be made about the transcript
from Bob to Alice). In the remainder of this section we formalize this definition. The reader that
is already familiar with the cryptographic literature should feel free to skip the remainder of this
section, and we refer the reader that is interested in more details about these definitions to [15,16].
As any cryptographic protocol will fail with some probability (one can always guess the other

party’s inputs), it is necessary to define an acceptable probability threshold for which a protocol is
deemed secure. Clearly, a fixed constant probability is undesirable since an adversary can simply
repeat the attack several times in order to increase the probability. The standard technique used in
the cryptographic literature is the notion of a negligible probability. More specifically, a function
μ(k) is negligible in k if for any polynomial p, for large enough k, μ(k) < 1

p(k) . A protocol is deemed
secure if the adversary’s success probability is negligible in a security parameter. One advantage of

∗ Adversaries are usually modeled as probabilistic-polynomial time adversaries, and this is the only bound placed on
malicious adversaries.
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using a negligible probability is that even if the adversary repeats the attack a polynomial number of
times, the success probability will still be negligible.
As mentioned above, to show that a protocol is secure, it must be shown that the communication

transcript from the protocol can be simulated when given the results and one party’s input. One
way to do this is to require that the communication transcript be exactly generatable from the
output of the protocol, but this is very limiting. However, if the adversary is computationally-
bounded, then it is enough to generate a transcript that is so close to the real transcript that
the adversary cannot distinguish between the real and simulated transcripts. In the cryptographic
literature, this notion of “close enough” is called computational indistinguishability. More formally,
two random probability ensembles {Xn}n∈N and {Yn}n∈N are computationally indistinguishable if
for any probabilistic polynomial time algorithm D the following value is negligible in n:

|Pr[D(Xn, 1n) = 1] − Pr[D(Yn, 1n) = 1]|

It is now possible to define a secure two-party protocol in the HBC model. Suppose that Alice
and Bob have respective inputs xA and xB, and that at the end of the protocol Alice should learn
fA(xA, xB) and Bob should learn fB(xA, xB). Note that in many cases fA and fB will be the same
function, but to make the definition as general as possible, it incorporates the possibility that
Alice and Bob will learn different results. Now given a protocol Π, Alice’s view of the protocol
(i.e., all messages she receives from Bob) is denoted by {viewΠ

A (xA, xB)}xA,xB∈{0,1}∗ , and similarly
Bob’s view is denoted by {viewΠ

B (xA, xB)}xA,xB∈{0,1}∗ . The protocol Π is said to be secure in the
HBC model if there exist probabilistic polynomial time simulation algorithms SA and SB, such that
(1) {SA(xA, fA(xA, xB))}xA,xB∈{0,1}∗ and {viewΠ

A (xA, xB)}xA,xB∈{0,1}∗ are computationally indistinguish-
able and (2) {SB(xB, fB(xA, xB))}xA,xB∈{0,1}∗ and {viewΠ

B (xA, xB)}xA,xB∈{0,1}∗ are computationally indis-
tinguishable. To see how this definition matches the intuition from before, this definition states that
an efficient algorithm exists that can simulate all of the messages sent by Bob (resp. Alice) when
given only Alice’s (resp. Bob’s) input and output. Thus anything learned from the protocol must also
be learnable from the result alone, and therefore the protocol reveals only the result and inferences
derived from this result.

14.2.2 Beyond Two-Party and HBC Adversaries

The definition in the previous section can be extended to the malicious adversary model, but as this
definition is quite cumbersome we opt for an informal discussion (we refer the interested reader
to [16] for more details). Reconsider the TTP setting for computing a function securely, while this
protocol is unrealistic it does provide an “ideal” goal for an SMC protocol. That is, a protocol
will be secure if for any attack in the real protocol, there is another attack (with similar adversary
complexity) in the ideal protocol with the TTP. Consider a malicious adversary in the TTP setting,
this adversary can do the following actions: (1) refuse to participate in the protocol; (2) abort the
protocol prematurely; and (3) modify its inputs. A protocol is secure in the malicious model if for
any PPT adversary in the real protocol there is a malicious adversary in the TTP setting that can
achieve the same∗ results. One limitation of the two-party secure computation is fairness of the
protocols, that is, one party will learn its result before the other party and then can stop participating
in the protocol to prevent the other party from obtaining its output. Unfortunately, the impossibility
results in Byzantine agreement [11] imply that fairness is not achievable in two-party computation
(e.g., a strict majority of the parties must be honest).

∗ That is, computationally indistinguishable.
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14.3 Survey of General SMC Results

The first protocol for computing any two-party function securely in the semi-honest model was
proposed in [30], and was later improved in [31] (in the latter we refer to this scheme as Yao’s
scheme), to require only a constant number of communication rounds. The basic idea of this
approach is to build a logical circuit for the function in question, and then to use a secure protocol
to blindly evaluate the circuit (for details on how this is accomplished, see Section 14.5). While
the original scheme did not have a detailed security proof, the scheme was proven secure in [21].
Furthermore, Yao’s scheme has been implemented in the FAIRPLAY system [22], and it was shown
that this scheme is practical for some problems. Several protocols have extended Yao’s system to
make it secure in the malicious model [22,24,29]).
With regards to multiparty computation, it was shown in [17] that as long as a majority of the

participants are honest, it is possible to securely compute any function. In [23] a scheme was given
to securely compute any function in such a model in a constant number of rounds. There have been
several extensions to more sophisticated adversary models, including (but not limited to) adaptive
adversaries that corrupt participants after the protocol has began [5] and secure protocols against
computationally unbounded adversaries [2,6].

14.4 Methods for Practical Secure Protocols

In this section, we consider techniques for making secure protocols practical. Since the general
results of SMC state that there is a secure protocol for any number of participants, a first approach
is to have all participants engage in a secure protocol as depicted in Figure 14.1. Typically, such
schemes require a portion (e.g., a strict majority) of the participants to be honest. These protocols
are robust in that after the initial rounds of such protocols, even when some of the participants
abort the protocol (intentionally or unintentionally) the rest of the participants can still compute the
result. While this natural protocol architecture does allow for secure computation there are several
disadvantages including (1) all participants must be online at the same time which may be difficult
in some environments and (2) for large numbers of participants these protocols are very expensive.
In summary, this architecture works very well for a small number of participants (especially for two
people), but it does not scale well.
To further emphasize theproblemswith this initial architecture consider creating a secure protocol

for an auction system, where several bidders are bidding on an item held by a seller. Clearly,
bidders will want to protect their bid values. In this architecture all of the bidders and the seller
would have to agree upon a fixed time to engage in a protocol to compute the results. In many
auctions this is impractical, because the identities of the bidders is unknown until they make a bid,

Party 3

Party 1

Party 2Party 4

FIGURE 14.1 Example of first
architecture.

and furthermore the number of bidders could make this protocol
impractical.
Thus, for many problems having all participants engage in a

protocol together is unlikely to be practical. One way to mitigate
this problem is formany of the participants to delegate their portion
of the protocol to another party. Of course, participants would not
want to reveal their values to their representatives, but if the inputs
could be split among different representatives so that no small
group of the representatives can learn the values, then this may
be acceptable. In the next section we describe various techniques
for splitting values and then in Section 14.4.2 we formalize this
representative-based architecture.
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14.4.1 Splitting Values

The following are three techniques for splitting a value x among n participants.
Sharing: In sharing approaches all n participants are required to recover the value. One example,

of this approach is that party i has a value xi such that x = x1 ⊕ x2 ⊕ · · · ⊕ xn where ⊕ is XOR.
To split x in such a manner, n − 1 random values are chosen for x1, . . . , xn−1 and xn is set to
x⊕ x1 ⊕ · · · ⊕ xn−1. Another similar sharing approach is to store x as the sum of n values modulo
some value. That is, the shares of a value x are x1, . . . , xn where x = x1 + x2 + · · · + xn mod N for
some value N.
When given values in a modularly additive split format, then one can perform certain arithmetic

operations on the split values. For example, if two values x and y are split among a group of
participants then without communicating this group can compute x + y (modulo the splitting
modulus) by having each member add up their shares of x and y. Also, a group of participants can
multiply their shared value by a constant by eachmultiplying their individual values by the constant.
Threshold sharing: Another approach to sharing values is to split the values in such a way that t

participants are required to recover the value (t < n). A classic technique for achieving such sharing
is Shamir’s secret sharing [28]. In this approach a t − 1 degree polynomial P is chosen such that
P(0) = x. Furthermore, participant i is given (i,P(i)). Now if any t parties share their values, they can
interpolate their values to recover P and thus learn P(0) (i.e., x). However, t − 1 or less participants
do not have enough information to reconstruct P and thus x is still protected. This is often referred
to as a (t, n) threshold sharing scheme.
Whengiven values split using such a sharing approach, it is possible to performsomemathematical

operations on the values without having the participants communicate. Suppose that values x and y
are split with a (t, n) sharing scheme andwhere each participant’s points have the same x-coordinate.
Then it is possible to compute x + y in a threshold (t, n) simply by having each participant add the
y-coordinates of their points. Furthermore, it is also possible to compute x ∗ y in a (2t, n) shared
manner by having each participant multiply the y-coordinates of their points. Finally, it is trivial to
multiply a (t, n) shared value by a constant and obtain a (t, n) shared value by having each participant
multiply their y-coordinate by the constant.
Encoding/value: Suppose that x ∈ {0, 1} and that n = 2. In this case a specialized form of splitting

is achieved by having one party learn two large random values v0 and v1 and having the other party
learn vi. Thus the first party knows the semantics of the encoding, but does not know the actual
value. On the other hand, the second party knows the encoded value but does not know what it
means. To split a value in this form the party owning x chooses v0 and v1 and sends them to party
one and then sends vx to party two. Of course, this can be extended to � values in a larger range in
a natural way. Furthermore, this idea can be extended to multiple parties by splitting the encodings
among the parties (using either sharing or threshold sharing) and giving all parties the value.

14.4.2 Representative-Based Architectures for SMC

An architecture (formalized in [9]) that increases scalability is to separate the participants into three,
not necessarily mutually exclusive, groups: input servers, computation servers, and output servers.
The input servers split their inputs (using the techniques described in the previous section) among
the computation servers so that no small group of computation servers can recover the inputs. The
computation servers then engage in a secure protocol to compute the results in a split fashion. And
finally, the split results are sent to the output servers who then learn the results. This representative-
based architecture is depicted in Figure 14.2. This architecture mitigates many of the disadvantages
of the original protocol architecture described earlier. That is, the input servers do not all need to be
online at the same time because they can submit their values to the computation servers and then go
offline. Furthermore, the number of computation servers is typically much smaller than the number
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FIGURE 14.2 Example of representative-based architecture.

of input servers, and thus this approach is more scalable. The downside of this representative-based
approach is that this usually requires some level of trust in an outside party (i.e., a party that is
neither an input nor an output server).
In [25] a version of this representative-based architecture was used to provide a practical privacy-

preserving auction. In this scheme a third party called the auctioneer is utilized. The sole purpose
of the auctioneer is to help the seller compute the winning bid. The bidders split their bids between
the auctioneer and the seller so that neither individual learns information about the bids. Once
the auctioneer and the seller have received all bids, the seller and the auctioneer engage in a
secure protocol to compute the winning bidder along with the winning bid in a split fashion.
This information is then revealed to the seller and to the bidders. The only trust assumption is
that the bidders trust the auctioneer not to collude with the seller, and this level of trust is more
reasonable than the fully trusted third party approach, and may be applicable in many practical
situations.
Since the focus of this chapter is practical SMC techniques, the focus will be on two-party SMC

techniques (as these are more likely to be practical). Thus for problems with more than two parties
we will assume a representative-based architecture with two computational servers.

14.5 Logical Circuit Based Approaches

In this section we discuss a technique for computing any two-party function in a secure manner.
The main focus is on the HBCmodel, but extensions to the malicious model are also discussed. The
principal idea is that we will represent the function f as a logical circuit Cf . In [31], a technique was
described that securely evaluates a logical circuitwith communication and computationproportional
to the number of gates in the circuit and with a constant number of rounds; in [21] this technique
was proven secure. Now, any function computable in polynomial time can be computed with a
polynomially sized logical circuit, and so these two things imply that any function computable in
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polynomial-time can be computed securely with polynomial communication and computation and
a constant number of rounds. In the remainder of this section we first describe the cryptographic
primitives needed for Yao’s construction in Section 14.5.1. Then Yao’s scrambled circuit evaluation
technique for the HBC adversary model is described in Section 14.5.2. In Section 14.5.3 extensions
to the malicious model are described. Finally, in Section 14.5.4 applications of Yao’s approach are
described.

14.5.1 Cryptographic Primitives

One building block that is used is a form of symmetric key encryption. The encryption scheme
for Yao’s scrambled circuit evaluation requires specific properties: elusive range (it is difficult to
choose a value that is a valid ciphertext for a particular key k) and efficiently verifiable range (given
a ciphertext and a key it is possible to determine if the ciphertext is a possible encryption with the
key k). These properties are possible for cryptosystems, and we refer the reader to [21] for more
information about these properties. In the remainder of the paper we use the notation Enc(M, k) to
denote the encryption of the messageM with the key k.
The other core building block needed for Yao’s scrambled circuit evaluation is 1-out-of-2 chosen

oblivious transfer; oblivious transfer (OT) was introduced in [27]. In the original OT protocols the
sender would have a message and the receiver would obtain the value with probability one-half. In
[10], a variation was introduced where the sender has twomessages and the receiver obtainsmessage
one with probability one-half and receives message two with probability one-half; furthermore, the
sender would not know which message the sender obtained. While these two versions of OT seem
different, they were proved to be equivalent in [7]. The version that will be used in the remainder
of the chapter is chosen 1-out-of-k OT (also called all or nothing disclosure of secrets) and was
introduced in [3]. In this version of OT the sender has kmessages and the receiver obtains a specific
message that the receiver gets to choose. We will denote this protocol as OTk1((M1,M2, . . . ,Mk), i)
where the receiver learnsMi and the sender learns nothing.
The following is a protocol described in [1] for chosen 1-out-of-2 OT. Note that there are many

other protocols for OT in the literature, but as OT is not the focus of this chapter only one such
protocol is described (see Figure 14.3).
The above protocol for OT requires a single round (once the setup has been done), and it requires

O(1)modular exponentiations and other computations. We now give a sketch of security argument
for the above protocol. First, an honest receiver will obtain Mb, because βrb= (gsb)r = (gr)sb = γb.
However, the receiver cannot obtain M1−b, because this would imply that the receiver also learns

Input: The sender inputs two messages M0 and M1, and the receiver inputs b ∈ {0, 1}.
Output: The receiver obtains Mb.

1. The sender chooses a large prime p, a generator g of Z∗p , and a value C in Z∗p where the receiver does not
know the discrete log of C. The values p, g, and C are sent to the receiver. Note that this step needs to be
done only once for several OT protocols.

2. The receiver chooses a random value r computes two values α0 and α1 where αb = gr and α1−b = C
gr . The

receiver sends α0 to the sender.

3. The sender computes α1 = C
α0

. It then chooses two random values s0 and s1, and computes: βi = gsi ,

γi = α
si
i , and δi = Mi ⊕ γi for i ∈ {0, 1}. It then sends β0, β1, δ0, and δ1 to the receiver.

4. The receiver computes βr
b

=(gsb )r=(gr)sb = γb. The receiver then computes δb ⊕ γb = Mb.

FIGURE 14.3 Oblivious transfer protocol.
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γ1−b, which is
(
C
gr

)s1−b
, which is gms1−b for some value m. The receiver does not know this value,

because otherwise the receiver would know the discrete logarithm of C. Thus the receiver knows
gm and gs1−b , and needs to calculate gms1−b (which is the Diffie–Hellman problem). The sender
is unaware of which item the receiver is choosing because C

gr and g
r are indistinguishable for a

randomly chosen (and unknown) value r. For a more detailed argument as to why this scheme is
secure see [1].

14.5.2 Simulating Circuits with Yao’s Method

A high-level overview of Yao’s approach is as follows: one party is labeled the circuit generator and
the other party is labeled the circuit evaluator. For each wire in the circuit the generator creates two
encodings (one for 0 and one for 1), and the evaluator will learn the encoding that corresponds to the
actual value of each wire without knowing what the encoding corresponds to. A crucial piece of this
protocol is a gate encoding that allows the evaluator to obtain the gate’s output wire’s encoding when
given the gate’s input wires’ encodings. Finally, to learn the final result the evaluator is given the
mapping between the circuit’s output wire encodings and their values. In what follows we describe
the details of this process.

Setup: Assume that Alice is playing the role of the generator and that Bob is the evaluator. Suppose
the circuit in question consists of wires w1, . . . ,wn that are partitioned into four mutually exclusive
sets A (Alice’s inputs), B (Bob’s inputs), I (intermediate wires), and O (output wires). Furthermore,
suppose these wires are connected to a set of binary gates G1, . . . ,Gm and that each wire is either
in A ∪ B or is an output from some gate. We denote the actual value of the wire wi by vi, and
we denote the binary function that corresponds to gate Gi ad gi, e.g., gi : {0, 1} × {0, 1} → {0, 1}.
Finally, the input wires to Gi are denoted by xi and yi, and the output wire is denoted by zi. That is,
vzi = g(vxi , vyi).
Circuit generation: For each wire wi Alice randomly chooses two encryption keys wi[0] and wi[1],
and she also chooses a random bit λi ∈ {0, 1}. One of the goals of the protocol is for Bob to learn
(vi ⊕ λi)||wi[vi ⊕ λi] for each wire in the circuit. Note that the λ value hides from Bob the actual
value of a wire.
Furthermore, for each gate Gi, the generator creates four messages, denoted by Gi[0, 0], Gi[0, 1],

Gi[1, 0], and Gi[1, 1], where Gi[a, b] is Enc(si[a, b]||wzi[si[a, b]],wxi [a] ⊕ wyi [b])∗ where si[a, b] =
gi(a⊕ λxi , b⊕ λyi)⊕ λzi .

Circuit evaluation: The circuit generator and the evaluator do the following:

1. For each a ∈ A, Alice sends (va ⊕ λa)||wa[va ⊕ λa] to Bob.
2. For each b ∈ B, Alice and Bob engage in OT21({λb||wb[λb], λ̄b||wb[λ̄b]}; vb) where Alice

plays the role of the sender.
3. Alice sends to Bob Gi[0, 0], Gi[0, 1], Gi[1, 0], and Gi[1, 1] for every gate.
4. For each o ∈ O, Alice sends λo to Bob.

After Bob receives the above information, he evaluates the circuit. First, for each wire i ∈ A ∪ B,
Bob knows (vi⊕λi)||wi[vi⊕λi] (from Steps 1 and 2 in the protocol above). Once Bob has learned the
encodings forwires xj and yj, he computesDec(Gj[vxj⊕λvxj , vyj⊕λvyj ],wxj [vxj⊕λvxj ]⊕wyj[vyj⊕λvyj ])

∗ Note that this notation indicates that si[a, b]||wzi [si[a, b]] is encrypted with the key wxi [a]⊕wyi [b], and thus to be able
to decrypt this value one would need both wxi [a] and wyi [b].
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a, w1
EQ

a = b, w3

b, w2

FIGURE 14.4 Example circuit.

to obtain the encoding of the output wire ofGj (i.e., wire zj). That is,
this value is (vzj ⊕ λvzj )||wzj[vzj ⊕ λvzj ]. Once Bob has these values
for all wires, he can compute vo for all wires in O, since he knows
λo (from Step 4 of the protocol above).
To clarify the details of the above protocol, consider the following

example. Suppose we have a small circuit where Alice has a single
input bit a and Bob has a single input b. Furthermore, the output of
the circuit is the predicate a = b. Note that this can be viewed as a
circuitwith a single equality gate (i.e., anotXORgate). Furthermore,
we will label the circuit as in Figure 14.4. To make this a concrete example, let us suppose that a = 0
and b = 1.
For each wire wi Alice will choose encoding values wi[0] and wi[1] and λi. Let us suppose that

Alice chooses λ1 = 0, λ2 = 1, and λ3 = 1. Alice will send to Bob the values (a⊕ λ1)||w1[a⊕ λ1],
that is she sends 0||w1[0] to Bob. Alice and Bob will also engage in a 1-out-of-2 OT to reveal 0||w2[0]
(this corresponds to Bob’s input wire).
For the gate information, Alice will calculate the following four messages:

• s1[0, 0] = EQ(λ1, λ2)⊕ λ3 = 1
• s1[0, 1] = EQ(λ1, λ̄2)⊕ λ3 = 0
• s1[1, 0] = EQ(λ̄1, λ2)⊕ λ3 = 0
• s1[1, 1] = EQ(λ̄1, λ̄2)⊕ λ3 = 1

Thus the gate information that Alice uses will be as follows:

• G1[0, 0] = Enc(1||w3[1],w1[0] ⊕ w2[0])
• G1[0, 1] = Enc(0||w3[0],w1[0] ⊕ w2[1])
• G1[1, 0] = Enc(0||w3[0],w1[1] ⊕ w2[0])
• G1[1, 1] = Enc(1||w3[1],w1[1] ⊕ w2[1])
Once Bob has this gate information, and he has the values 0||w1[0] and 0||w2[0] the only gate

message he can decrypt is G1[0, 0], and he thus receives 1||w3[1]. If this was to be used as an
intermediate wire, he would not know the actual value of wire w3, because it depends on λ3 which
he does not know. However, if this is an output wire, then Alice will reveal λ3 and he will learn that
the result is actually 0.

14.5.3 What about Malicious Behavior

Consider amalicious adversary inYao’s protocol. If themalicious player is the evaluator, then there is
little that this player can do other than change his inputs. However, if the generator is malicious then
this adversary can create any circuit with the same topology as the desired function. Onemechanism
that has been suggested to mitigate this attack is a cut-and-choose approach [22,24,25,29]. In this
approach the generator creates several versions of the circuit and sends them all to the evaluator.
The evaluator then requests that the generator “open" (i.e., give them all wire keys) a subset of the
circuits. The evaluator then verifies that this subset of circuits was created properly.
In the simplest instantiation of this scheme the generator creates N circuits, and the evaluator

verifiesN−1 of the circuits. In this case, if amalicious generator wants to evaluate a faulty circuit, the
malicious generator’s chances of not being caught is 1

N . In amore complicated approach the evaluator
verifies N2 circuits and computes the result for the other N2 circuits. If the evaluated circuits’ outputs
differ then the evaluator sets the result to the most frequent output. In this case a cheating adversary
is successful with a probability that is exponentially small in N. Many of the details on how this
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cut-and-choose model is implemented have been omitted, but we refer the reader to [22,24,25,29]
for more details.

14.5.4 Using Circuits

To use the scrambled circuit evaluation approach one needs to construct a circuit for the problem
at hand. One approach that was used in FAIRPLAY [22] was to build a compiler that converted a
programming language into a circuit. However, depending on the needs of the application one may
decide to construct the circuits by hand. Some common circuits are described below.

• To test two n-bit values, a1, . . . , an and b1, . . . , bn for equality one can use the following
circuit:

∧n
i=1 (ai ⊕ bi). Note that this circuit requires O(n) gates.

• To test if an n-bit value a1, . . . , an is greater than another n-bit value b1, . . . , bn one can
use the following circuit:

∨n
i=1(ai∧ b̄i∧

∧i−1
j=1((aj ⊕ bj))). Note that this circuit hasO(n)

gates.

Onedifficultywithusing this approach is thedifficultywith constructing circuit for someproblems.
Furthermore, circuits are inefficient for some problems such as indirect access into a list of values,
that is if there is a list of items v1, . . . , vn given and an index i ∈ [1, n] is computed by the circuit,
then it requires O(n) computation to obtain vi in the circuit.

14.6 Computing on Encrypted Data

Because of the results in the previous section, one may wonder if all secure protocol problems have
been solved.While the above techniques do imply that any polynomially computable function can be
securely evaluated in the semi-honest model with polynomial communication, it is believed that for
many problems the general solutions may not be practical. However, in some situations an efficient
domain-specific protocol exists for some problems [18]. In this section we focus on one class of
problems that have solutions based on arithmetic expressions.

14.6.1 Homomorphic Encryption

A homomorphic encryption scheme allows computation using encrypted values; this is useful
because it facilitates some protocols based on arithmetic that are more efficient than their circuit
counterparts. The idea behind these types of protocols is that the values can be encrypted and then
someone can compute the encryption of a result without knowing the values. Specific homomorphic
encryption schemes are described in [8,26]. In [26] the arithmetic is done mod n where n is an RSA
modulus, and in [8], the arithmetic is done mod nk where n is an RSA modulus and k is an integer.
We now formally describe the properties of a homomorphic encryption scheme.

1. Public key:The systems are public-key encryption schemes in that anyonewith the public
parameters of the scheme can encrypt, but only those with the private parameters can
decrypt.

2. Semantically secure: We require that the scheme be semantically-secure as defined in
[19]. That is, given the following game between a probabilistic polynomial time (PPT)
adversary A and a challenger C:

a. C creates a public–private key pair (E,D) for the encryption system and sends E to A.

b. A generates two messagesM0 andM1 and sends them back to C.



14-12 Special Topics and Techniques

c. C picks a random bit b ∈ {0, 1} and sends E(Mb) to A.
d. A outputs a guess b′ ∈ {0, 1}.
We say that A wins the game if b′ = b. We define the advantage of A for a security
paramater k to beAdvA(k) = Pr[(b = b′)−(1/2)].We say that the scheme is semantically
secure if AdvA(k) is negligible in k.

3. Additive: Given the E(x) and E(y) and the public parameters of the scheme, one can
compute E(x+ y) by calculating E(x) ∗ E(y).

4. Multiplication: A natural extension of the previous property is that when given E(x) and
c, one can compute E(xc) by calculating E(x)c.

5. Re-encryption:When given an encryption E(x), one can compute another encryption of
x, simply by multiplying the original encryption by E(0).

14.6.2 Scalar Product

It should not come as a surprise that homomorphic encryption facilitates efficient protocols that
compute some arithmetic expression. One example of such a protocol is the calculation of the scalar
product of two vectors. That is given "A =< a1, . . . , an > and "B =< b1, . . . , bn >, the goal is to
compute "A ◦ "B =∑n

i=1(ai ∗ bi). One protocol for secure scalar product was introduced in [14], and
Figure 14.5 is such a protocol.

14.6.3 Polynomial Operations

Another application of homomorphic encryption is the ability to compute various polynomial
operations. This has been useful for set operations (which are described in detail in the next section),
including [12,13,20]. To encrypt a polynomial with homomorphic encryption, each coefficient
of the polynomial is encrypted with the encryption scheme. That is, the encryption of P(x) =
pnxn + · · · + p1x + p0 is E(pn), . . . ,E(p1),E(p0), and we denote this value by Epoly(P). Given an
encrypted polynomial it is possible to perform some polynomial operations, including

1. Polynomial evaluation: Given Epoly(P) and z it is possible to compute E(P(z)). If P(x) =
pnxn + · · · + p1x + p0, then E(P(z)) = E(pnzn + · · · + p1z + p0) = E(pnzn) ∗ · · · ∗
E(p1z) ∗ E(p0) = E(pn)zn ∗ · · · ∗ E(p1)z ∗ E(p0) which can be computed with knowledge
of Epoly(P) and z.

2. Polynomial addition: Given Epoly(P) and Epoly(Q) it is possible to compute Epoly(P+Q).
Assume that P(x) = pnxn + · · · + p1x+ p0, and Q(x) = qnxn + · · · + q1x+ q0, if P and
Q have different degrees, then one of them can be padded with 0’s to make the degrees
the same. Now P+Q(x) = (pn+qn)xn+· · ·+ (p1+q1)x+ (p0+q0), thus Epoly(P+Q)

Input: Alice has a vector "A =< a1, . . . , an > and Bob has a vector "B =< b1, . . . , bn >.
Output: Alice learns "A ◦ "B.

1. Setup: Alice creates parameters for a semantically secure additively homomorphic encryption scheme and
sends Bob the public parameters; we denote encryption by E. Note that this setup phase has to happen only
once for multiple executions of the protocol.

2. Alice sends to Bob the values E(a1), . . . , E(an).

3. Bob calculates the following value: E(a1)b1 ∗ · · · ∗ E(an)bn ∗ E(0). It is straightforward to verify that this value
is E("A ◦ "B), and the multiplication by E(0) is to re-randomize the encryption. Bob sends this value to Alice.

4. Alice decrypts the result and learns "A ◦ "B.

FIGURE 14.5 Two-party HBC protocol for scalar product.
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is E(pn + qn), . . . ,E(p1 + q1),E(p0 + q0) which is just E(pn) ∗ E(qn), . . . ,E(p1) ∗ E(q1),
E(p0) ∗ E(q0).

3. Polynomial multiplication: Given Epoly(P) and Q it is possible to compute Epoly(P ∗ Q).
Assume that P(x) = pnxn + · · · + p1x + p0, and Q(x) = qmxm + · · · + q1x + q0. Now,
P ∗ Q(x) = sn+mxn+m + · · · + s1x + s0 where si = ∑i

j=0(pj ∗ qi−j).∗ Furthermore,
E(si) =∏i

j=0 E(pj)q
i−j
which can be computed from knowledge of Epoly(P) and Q.

4. Polynomial differentiation: Given Epoly(P), it is possible to compute Epoly(P′) where P′ is
the first derivative of P. Note that other derivatives can be computed by repeating this
process. Assume that P(x) = pnxn + · · · + p1x + p0, then P′(x) = npnxn−1 + · · · + p1,
and so the new coefficients can be computed with the knowledge of Epoly(P).

14.6.4 Set Operations

The ability to perform polynomial operations is useful for computing set operations (set union, set
intersection, etc.) [12,13,20]. Set operations are useful for other privacy-preserving computations
(such as privacy-preserving data mining). The basic idea behind many of these protocols is to
represent the sets as polynomials and then perform set operations on these sets by doing polynomial
operations.
To represent a set S = {s1, . . . , sm}, the polynomial PS(x) = (x − s1) · · · (x − sm) is used. Note

that PS(z) = 0 if and only if z ∈ S.† Using the polynomial operations from the previous section, we
can do some types of set operations.

1. Polynomial evaluation: Given Epoly(PS), one can compute E(PS(z)), and this will be an
encryption of 0 iff z ∈ S. Thus this is a method for detecting if an element is in a set.

2. Polynomial addition: The polynomial PS + PT will be 0 at all values in S ∩ T. Thus this
is useful for computing set intersection.

3. Polynomial multiplication:The polynomial PS∗PT will be the polynomial that represents
the multiset union of S and T.

4. Polynomial derivation: The polynomial PS′ will be 0 for all items that are in S two or
more times, and thus this is useful for eliminating duplicates in a multiset.

The above building blocks can be combined together to form protocols for set intersection and set
union. Figure 14.6 is a simplified version of the protocol in [12] for set intersection, and Figure 14.7
describes a simplified protocol for secure two-party set union that was introduced in [13].

14.7 Composing Secure Protocols

One may wonder how to put secure building blocks together to form a secure protocol. However,
secure protocols are not always composable. For example, suppose Alice has a point in Cartesian
space and that Bob has a point in Cartesian space. Furthermore, suppose that a threshold distance
T is known to both Alice and Bob. Furthermore, suppose that the goal of the protocol is for Alice
to learn if the distance between her and Bob’s points is smaller than T. One way of doing this is to
use a secure protocol to compute the distance between the two points and to reveal this value to
Alice. Then Alice would compute the result from this value and T. Clearly, the resulting protocol
would not be secure, because it reveals the distance between the two points. On a positive note, it

∗ Note that p� = 0 for � > n and q� = 0 for � > m.
† It is worth noting that if we are doingmodular arithmetic over a large base that themore correct statement is: PS(z) = 0
if z ∈ S and if z �∈ S, then PS(z) �= 0 with high probability.
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Input: Alice has a set A = {a1, . . . , an} and Bob has a set B = {b1, . . . , bm}.
Output: Alice learns A ∩ B.
Steps:

1. Alice creates a key pair for a semantically secure homomorphic encryption scheme and sends the public
parameters to Bob. We denote encryption with this scheme by E and decryption by D.

2. Alice computes a polynomial P(x) = (x− a1) ∗ · · · ∗ (x− an) = cnxn + cn−1xn−1 + · · · + c1x+ c0. She then
sends E(P) = E(cn), . . . , E(c1), E(c0) to Bob.

3. For each item bi ∈ B, Bob computes E(P(bi) ∗ ri + bi) for a randomly chosen value ri and sends all of these
values to Alice. Note that E(P(bi) ∗ ri + bi) is E(bi) if bi ∈ A and is a random value otherwise.

4. Alice decrypts all of the values that she receives from Bob and outputs all decrypted values that are in her set.

FIGURE 14.6 Two-party HBC protocol for set intersection.

Input: Alice has a set A = {a1, . . . , an} and Bob has a set B = {b1, . . . , bm}.
Output: Alice learns A ∪ B.
Steps:

1. Alice creates a key pair for a semantically secure homomorphic encryption scheme and sends the public
parameters to Bob. We denote encryption with this scheme by E and decryption by D.

2. Alice computes a polynomial P(x) = (x− a1) ∗ · · · ∗ (x− an) = cnxn + cn−1xn−1 + · · · + c1x+ c0. She then
sends E(P) = E(cn), . . . , E(c1), E(c0) to Bob.

3. For each item bi ∈ B, Bob computes a tuple (E(P(bi) ∗ ri) ; E(P(bi) ∗ ri ∗ bi)) for a randomly chosen value
ri and sends all of these values to Alice. Note that if bi ∈ A then this tuple will be (0 ; 0) and if bi �∈ A then
this tuple will be (E(R) ; E(R ∗ bi)) for some random value R. In the latter case, bi is recoverable from the
decryption of the tuple by multiplying the second value the inverse of the first value.

4. Alice decrypts all of the tuple that she receives from Bob. If a tuple is (0 ; 0) then she does nothing and
otherwise she recovers the value by multiplying the second value the inverse of the first value. She outputs all
recovered values along with her own set.

FIGURE 14.7 Two-party HBC protocol for set union.

was shown in [4] that protocols can be composed in certain circumstances. More specifically, if the
protocol can be proven secure when each secure building block is replaced with the ideal protocol
for the building block (i.e., with the trusted third party solution), then the protocol that uses the
secure protocols (instead of the ideal protocols) is also secure.
The following is a contrived example of a secure protocol composition, suppose we are trying

to calculate the intersection of two sets A and B that are known respectively to Alice and Bob.
Suppose we have two building blocks: (1) CARDINALITY(A;B)—which outputs the |A ∩ B|, and
(2) SETINT(A, |A∩B|;B) that outputsA∩B. In this case one way to compute this value would be to
first run CARDINALITY(A,B) to obtain |A∩B|, and then use SETINT(A, |A∩B|;B) to calculate the
result. If the individual protocols SETINT and CARDINALTITY are secure then this composition
is also secure, because revealing the cardinality as an intermediate input is not a privacy violation
because it is also revealed by the final result.

14.8 Summary

In summary, secure protocols provide a way to compute a function over distributed inputs, without
revealing anything other than the result of the protocol. Of course, unless the function is independent
of the inputs, the result will reveal some information about the inputs into the protocol, but a secure
protocol shouldnot reveal anything about the inputs other thanwhat canbededuced fromtheoutput.
In some cases, the output may be too revealing, i.e., the output of the function reveals too much



Secure Multiparty Computation 14-15

information. However, when the result of a specific information collaboration is not too revealing,
secure protocols are a promising technique, because they allow the result of the collaboration to be
computed while preserving the privacy of the inputs. In fact, secure protocols have been created
for many application domains, including auctions, data mining, set operations, benchmarking, and
privacy-preserving surveys.
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15.1 Introduction

Electronic voting is probably the single most controversial application in the field of information
security. Almost any area in information security, from computer security and cryptographic issues
to human psychology and legal issues, is brought together when designing secure electronic voting
systems. Not surprisingly, a wide variety of approaches have been used and a multitude of voting
systems have been proposed.
This chapter is about cryptographic schemes for electronic voting, or voting schemes for short,

whose main task is to facilitate a secure and private way of casting and counting votes.∗ The first
wave of interest in voting schemes started in the early 1980s with the publication of Chaum’s paper
on anonymous communication [8]. Subsequently, approaches to voting were discovered, where the
emphasis was on concepts and feasibility, much like other work in cryptography in that decade.
A second wave started in the 1990s with the emergence of the World Wide Web, which created a
huge interest in remote voting. Also, the emphasis shifted to efficiency concerns resulting in quite

∗ The game-theoretic aspect of what choices to offer voters to ensure asmuch as possible that themost favored candidates
actually win is outside the scope of this chapter. Social choice theory, with results such as Arrow’s impossibility theorem
in the 1950s (generalizing voting paradoxes such as Condorcet’s paradox from the late eighteenth century), deals with
these issues. Ideally, voting schemes are sufficiently versatile to support any electoral system such as plurality voting,
approval voting, single transfer voting, etc., but often voting schemes are biased toward a particular electoral system.
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practical schemes. And, currently, we are experiencing a third wave because of the “Florida 2000”
U.S. election fiasco, which renewed interest in voting from polling stations leading to voting schemes
that combine cryptographic and physical aspects.
Voting schemes are intended to form the cryptographic core of electronic voting systems. The

general goal of these schemes is to eliminate as many security problems as possible, thereby limiting
the number and the extent of the residual assumptions needed to ensure the security of the overall
voting system.
For example, proper encryption and authentication of votes ensure that no illegal modifications of

existing votes and insertions of extra votes are possible, whereas appropriate redundancy techniques
from distributed computing (realizing Byzantine fault tolerance; see also Chapter 29 of Algorithm
and Theory of Computation Handbook, Second Edition: General Concepts and Techniques) ensure
that no votes can be deleted from the system. However, these basic techniques which are com-
monly used to implement the main goals in information security, namely, confidentiality, integrity,
and availability (CIA) are not sufficient for the special combinations of security properties found
in electronic voting. For example, a strict level of ballot secrecy and full verifiability of the election
result can only be achieved by using special forms of encryption and authentication rather than
conventional ones. The strongest voting schemes thus employ advanced cryptographic techniques,
such as threshold cryptography, homomorphic encryption, blind signatures, and zero-knowledge
proofs, thereby eliminating the need for trusting individual (or small groups of) entities. This goes
beyond what is common in the votingmachine industry, where the design, the implementation, and
the operation of voting machines are essentially split between a very limited number of key players
(often, involving just one company, at best two or three companies). The challenge is to find the
sweet spot with the best trade-off between cryptography and other security measures.

15.2 Problem Description

The main reason why voting schemes pose a challenge is the desire to achieve some form of ballot
secrecy, i.e., hiding people’s votes. Secret ballot elections are important to facilitate free choice such
that voters need not be concerned or afraid of the consequences of making a particular choice. Even
stronger, voters should not be able to willingly exchange their votes for money or other favors. Of
course, by choosing a particular candidate voters also expect some favorable results in the long run,
but rich candidates shouldnot be able to buypoor people’s votes by alleviating their immediate needs.
Ballot secrecy must be maintained while ensuring at the same time that only eligible voters are

able to cast votes (one (wo)man, one vote). The difficulty is to authenticate the voters, or rather
to authenticate the secret ballots, while not creating any links between voters and their votes. In
traditional elections, voters are present in person and use some physical token to cast their vote, e.g.,
by using a small ball of a particular color (a colored pea or bean, called a “ballotta” in Italian) or
marking a paper ballot form. Before counting the votes, these tokens are shuffled to remove any link
between voters and votes (advances in forensic analysis may also necessitate cleaning of the tokens,
or even require voters to wear gloves).
For remote voting, the physical presence of the voter is not required. Still, voters need to be able to

cast their votes in an authenticated but secret manner. Postal voting is a traditional way to facilitate
remote voting. The voter sends its voted ballot sealed inside two envelopes, where the outer envelope
is signed (and linked to the voter) and the inner envelope is anonymous. Each outer envelope will
be checked and if okay the inner envelope is put in a ballot box. After shuffling the ballot box, the
inner envelopes are opened and the votes are counted.
In general, the essence of the voting problem can be captured by formulating it as a problem in

secure multiparty computation. Each voter Vi provides its vote vi, 1 ≤ i ≤ n, as private input, and
the object is to compute the election result f (v1, . . . , vn) correctly. A simple example is a referendum,
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where vi ∈ {0, 1} either represents a yes-vote (vi = 1) or a no-vote (vi = 0), and the election result
is the sum of the votes v1 + v2 + · · · + vn. Here, it is understood that the list of eligible voters
V1, . . . ,Vn is known (and has been compiled as intended—voter registration is beyond the scope of
voting schemes).
Voting schemes solving the voting problem should thus enable the correct computation of

f (v1, . . . , vn), while hiding any further information on the votes v1, . . . , vn, and should do noth-
ing else. Another way to state this is that we want to achieve the effect of an ideal election, which
could be run using a single (completely) trusted party as follows: each voter identifies itself to the
trusted party, and then tells the trusted party its vote in private; once all votes have been cast, the
trusted party announces the election result. A voting scheme must emulate such an ideal election,
thoughwithout relying on a single trusted party. Instead,multiple parties (or entities)will be involved
in the protocols constituting a voting scheme, thereby reducing the level of trust put into each party
individually.
This succinct formulation encompasses many security properties. For example, by stating that

only the election result should be revealed, it means that no intermediate results or results per
county or precinct should be revealed. Similarly, as only the trusted party learns the votes, voters
cannot convince anyone else of how they voted. Also, there is the premise that the trusted party can
actually identify voters upon accepting their votes. As identification of voters cannot be solved by
cryptographic means only, we have to assume some external mechanism. For instance, a common
assumption is that each (eligible) voter holds a key pair for authentication purposes, where the public
key is registered as part of a public key infrastructure (PKI). Voter authentication may also involve
biometrics to ensure that someone is taking part in person in the voting protocol.
Voting schemes consist of several protocols involving entities, such as election officials, voters,

talliers, and observers (or scrutinizers). Protocols for voting and tallying cover the main tasks of a
voting scheme, while additional protocols for setting up various parts of the system and possibly
for various verification tasks need to be provided as well. As explained earlier, the goal for a voting
scheme is to emulate the trusted party as close as possible, under reasonable assumptions. We will
use a basic measure of resilience to indicate how well a voting scheme emulates the trusted party.
A scheme will be called k-resilient, if at least k parties need to be corrupted in order to compromise
the scheme. Similarly, a scheme is called k-resilient w.r.t. a security property, if at least k parties
need to be corrupted to compromise the security property.
The ideal scheme outlined earlier is thus 1-resilient, but this is often unacceptable. Generally,

a (k+ 1)-resilient system is better than a k-resilient system. In some cases,∞-resilience is possible,
for security properties that hold unconditionally. However, k-resilience (w.r.t. a security property)
is not an absolute measure. Another important factor is the total number of parties running the
system: if more parties are involved, it is generally easier to find a collusion of corrupted parties. For
example, a 1-resilient system in which any of 10 involved parties can be corrupted is worse than a
1-resilient system in which any of five involved parties can be corrupted. Thus, from a security point
of view, introducing additional parties to a voting system must be done with care.
In this chapter, we focus on the voting protocol and the closely connected tally protocol. We will

discuss a variety of ways to design the voting schemes of sufficient resilience. Important aspects are
the assumptions needed and the building blocks used (the mere use of which may imply further
assumptions). A full security analysis of a voting scheme is often elusive, because determining the
security properties and their resilience, including a complete list of assumptions, is a complex task.

15.3 Building Blocks

In this section we recapitulate several (cryptographic) primitives that are typically used in the design
of advanced voting schemes. Our description of each primitive may be deceptively simple, in no way
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reflecting the potential complexity or the subtlety of implementations for the primitive. However,
application of these primitives may incur considerable costs, and similar primitives need not be
interchangeable.

15.3.1 Communication Primitives

Voting schemes are formulated in terms of a communication model that describes what type of
channels are available between which pairs or subsets of the entities involved. The communication
model hides the implementation details of these channels, which are often far from trivial and may
also come with a substantial cost. Voting schemes sharing the same communication model can be
compared meaningfully, but when different types of channels are used the implementation details
of the channels may be required for a useful comparison.
A bulletin board, or public authenticated broadcast channel, lets a sender broadcast a message

such that everybody sees the same message. Each sender has a designated section on the bulletin
board implying that senders are authenticated. In principle, a bulletin board requires a complex
protocol involving techniques, such as Byzantine agreement (see Chapter 29 of Algorithm and
Theory of Computation Handbook, Second Edition: General Concepts and Techniques).
The basic goal of an anonymous channel [8] is to hide the identity of the sender, whereas the

receiver is not necessarily anonymous. A sender is able to transmit messages to an intended receiver,
and possibly allows for an acknowledgement by the receiver as well. In particular, an anonymous
channel must withstand traffic analysis, where an adversary monitors the activity throughout an
entire network to see who is communicating with whom.
A private channel allows for information-theoretically private communication between two

nodes, protecting against eavesdroppers, and possibly providing end-to-end authentication as well.
Private channels are typically used as building blocks in protocols for unconditionally secure mul-
tiparty computation (e.g., see [3]). Private channels are often not realistic to assume, as keys for
one-time pad encryption (see Chapter 9 of this book) must have been set up previously, requiring
an untappable channel (see following text).
A secure channel is similar to a private channel, but usually provides computational security

only (for encryption and/or authentication). Secure channels provide a means for abstracting away
everything required to ensure a protected link between two nodes. Commonly, secure channels are
implemented by combining some form of key exchange resulting in session keys used for symmetric
encryption and authentication. Secure sockets layer (SSL) is a practical example.
Finally, untappable channels have been introduced [5] to accommodate totally unobservable

communication preventing the adversary from capturing any of the information transmitted. The
analogy here is that one may observe two persons whispering to each other, but one has no way
of listening in. An untappable channel is meant to be implemented physically, by some form of
out-of-band communication.
Combinations of these channels are possible as well, but care must be applied to see what is

sensible, and to see what it takes for a good implementation. For example, an anonymous channel
is already hard to implement, let alone an untappable anonymous channel. Furthermore, one can
refine these notions by considering directed links, which results in notions like one-way untappable
channels.

15.3.2 Authentication Primitives

Voter authentication is a basic issue, which must be addressed by any voting scheme. An important
distinction is whether the authenticationmechanism is external or internal to the voting scheme. An
external authentication mechanism provides the link with the list of eligible (or registered) voters,
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hence forms an integral part of any voting scheme. Depending on the voting scheme, further internal
authentication mechanisms can be used, typically providing some form of anonymous signatures as
described in the following.
A wide range of voter authentication mechanisms is used, generally using a mixture of physical

and digital techniques. External authentication of voters may be as simple asmatching voters’ names
against a list (electoral roll) by anelectionofficial at apolling station. Similarly, internal authentication
may be done implicitly by having successfully authenticated voters line up for a voting machine, or
by handing out a ticket to them, which must be handed to the person at the voting machine. Some
basic internet voting schemes use sealed envelopes containing unique authentication codes, which
are sent by postal mail to the addresses of all registered voters. Here, external authentication relies
on the sealed envelopes indeed reaching the intended voters, whereas the codes are used for internal
authentication, possibly without the printer keeping track of who gets which code—to provide some
level of anonymity.
Cryptographic techniques are used to increase the resilience of voting schemes. External authen-

tication of voters can be based on any conventional symmetric technique (incl. password-based
authentication) or asymmetric technique (digital signatures, incl. one-time signatures or PKI-based
signatures), where the main security concern is protection against impersonation attacks; see Chap-
ter 12 of this book for more information.
For internal authentication, more advanced authentication primitives may be used, which we will

collectively call anonymous signatures. Ordinary digital signatures are verified against the public
key of the signer revealing the identity of the signer. In many applications, however, there is a need
for digital signatures providing the authentication of messages without revealing the identity of the
signer. Anonymous signature schemes aim at various levels of privacy for the signer, examples of
which with relevance to electronic voting, are blind signatures [9] (see Chapter 12 of this book),
group signatures [11], restrictive blind signatures [6], ring signatures [38], and list signatures [7]. In
these schemes, all signatures are verified with respect to the public key of a designated party, called
the issuer, which uses the corresponding private key to assist in the generation of signatures. The
key property is that the issuer does not learn the contents of the messages thus signed nor is able to
recognize the actual signatures thus produced.
The proper use of anonymous signatures usually requires the availability of anonymous channels.

Moreover, special care must be taken, e.g., to prevent that additional blind signatures can be issued,
which are then used to cast additional votes or to replace votes cast by legitimate voters (which may
go unnoticed as long as the total number of votes does not exceed the total number of voters). Use
of threshold cryptography to enforce that (blind) signatures are issued jointly by a number of parties
(rather than a single issuer) and this helps to achieve an acceptable level of resilience; see Chapter 13
of this book for some more details.

15.3.3 Encryption Primitives

Basic symmetric and asymmetric cryptosystems as well as some more advanced and related tech-
niques have been covered extensively in previous chapters. Voting schemes use a large variety of
such techniques to let voters encrypt their votes in some secure way. Here, it should be stressed that
“vote encryption” is meant in a broad sense. Apart from encryption using a cryptosystem, we also
use it to cover any application of secret-sharing and/or commitment schemes. For instance, vote
encryption may also be done by having a voter distributing shares of its vote to a number of parties:
this way, the voter performs the role of the dealer in a secret-sharing scheme, and decryption is
done by reconstructing the secret (vote) from the shares. Similarly, vote encryption may actually be
done by publishing a commitment to the vote, in which case decryption is done by later opening the
commitment.
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Throughout this chapter, we will use [[v]] as an abstract notation for any such encryption of a
vote v. A basic feature of a vote encryption [[v]], which is suppressed from the notation, is the fact
that [[v]] is obtained in a probabilistic way. This ensures semantic security, which means that given
a vote encryption [[v]] one cannot get any information on vote v. In particular, if [[v]] and [[v′]] are
produced by two different voters, one cannot even decide if v = v′ holds, or not.
Two particular features for encryption schemes used in voting are homomorphic encryption and

threshold decryption. Informally, homomorphic encryption satisfies the property that the product
of two encryptions is an encryption of the sum of the corresponding messages:

[[x]][[y]] = [[x+ y]],
for messages x and y. For a basic example, let 〈g〉 = {1, g, g2, . . . , gq−1} be a cyclic group, written
multiplicatively, of large prime order q. Hence, g is a generator of order q, gq = 1. Let h ∈ 〈g〉 be
a public key. Then, an additively homomorphic ElGamal encryption [16] of a message x ∈ Zq is
computed as

[[x]] = (A,B) = (gr , hrgx),

where r is chosen uniformly at random in Zq. The homomorphic property holds if we define the
product of two encryptions (A,B) and (C,D) in the obvious way as (AC,BD), and we define + as
addition modulo q. Given the private key α = logg h, encryption (A,B) is decrypted as

x = logg(b/a
α).

Compared to standard ElGamal encryption, recoveringmessage x from an additively homomorphic
ElGamal encryption [[x]] thus involves the computation of a discrete logarithm in 〈g〉, which is in
general hard. However, if x is known to be from a limited set of values, one may still recover x
efficiently (e.g., if 0 ≤ x < u, one may find x by a straightforward O(u) linear search, or by Pollard’s
O(
√
u) lambda method [36]).

A strongly related example is Pedersen’s commitment scheme [35] in which commitments are
computed as

[[x]] = hrgx,
where r is chosen uniformly at random in Zq. Hence, Pedersen commitments are just elements of
〈g〉, and the homomorphic property clearly holds. Strictly speaking, [[x]] is not an encryption in the
sense that it completely determines x (knowing g and h). The idea is that by publishing the value
of [[x]], one is committed to the value of x meaning that one can at a later stage open [[x]] in only
one way by revealing the pair (r, x) (assuming that it is infeasible for the committer to compute the
discrete log logg h): indeed, knowledge of any (r, x) �= (r′, x′) with hrgx = hr′gx′ implies that one
knows logg h = (x′ − x)/(r − r′) as well. Also, for a given value of [[x]] = hrgx and an hypothesized
value x′ for the committed message there exists exactly one r′ ∈ Zq such that [[x]] = hr′gx′ , which
implies that even with unlimited computational power one is not able to extract any information on
x from [[x]]. The value of x is thus said to be unconditionally (or information-theoretically) hidden.
Threshold decryption is another feature, which is particularly useful when constructing voting

schemes. Briefly, for threshold decryption the private key of a public key cryptosystem is generated
in such a way that each of � parties obtains a share of the private key such that any t parties can
cooperate to jointly decrypt a given encryption. The critical security property is that the private key
is never revealed to anyone as part of the decryption protocol (nor as part of the key generation
protocol). See Chapter 13 of this book for more details on threshold cryptography, where it is shown
how threshold decryption can be realized, starting from Shamir’s threshold secret-sharing scheme.
Voting schemes rely on threshold decryption to prevent that a single entity or single master key

suffices to decrypt votes. As shown in [34], there is also an efficient way to generate the key pair for
discrete log-based cryptosystems, such as ElGamal.
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15.3.4 Verification Primitives

The category of verification primitives provide some further functionality that is not covered by the
primitives discussed so far. A zero-knowledge proof is the main example of a verification primitive,
which allows a prover to convince a skeptical verifier of the validity of a given statement without
revealing any information beyond the truth of the statement. The theory of zero-knowledge proofs
tells us that any so-called NP-statement can actually be proved in zero-knowledge (see, e.g., [21]).
We will see some concrete zero-knowledge proofs when discussing particular voting schemes later
on; these proofs are generally noninteractive, which means that the proof is produced by the prover
on its own, andmay then be verified independently bymultiple verifiers (much like a digitally signed
message can be verified multiple times, by different verifiers).
A designated verifier proof is a special type of noninteractive zero-knowledge proof, which is

convincing only to a single verifier, specified by the proof [26]. The idea is to refer to a particular
verifierV by using its public key pkV , say, and to provide a noninteractive zero-knowledge proof for
a statement of the form “I know the private key skV for public key pkV or statement Φ holds.” This
proof will not be convincing to anyone else than verifier V , because only V is sure that the prover
did not know skV , hence statement Φ must actually hold. Note that this approach works only if the
verifier properly protects its private key skV . Designated verifier proofs are typically used to achieve
some level of receipt-freeness in voting schemes (see Section 15.6).

15.4 Classification of Voting Schemes

The design and the analysis of electronic voting systems is a truly complex endeavor, which is
approached in many different ways, revolving around many types of voting schemes. The literature
on voting schemes is vast, and consistsmostly of rather informal conference papers. Finding a useful,
pragmatic way to group the known and yet unknown voting schemes is therefore a challenging task.
In the following text, we will identify a few characteristics, which are all formulated in terms of

building blocks used and other properties, but without reference to which security properties hold
(hence classification can be done by inspecting the description of the voting system rather than
performing a security analysis). Based on these characteristics we present a very brief taxonomy
distinguishing two major types of voting schemes.

15.4.1 Characteristics

A basic characteristic is whether the voting protocol requires interaction between voters. Almost
every voting protocol avoids interaction such that voters may cast their votes independently and in
parallel to each other. However, see, e.g., [28] for a voting protocol in which a cryptographic counter
is updated in turn by each of the voters. Interaction may also be limited, e.g., to all voters belonging
to a given precinct, say. In this chapter, we focus on voting protocols without interaction between
voters, which is the common case.
The main technical characteristics we use are derived from the contents and the properties of the

voted ballot. The voted ballot (ballot, for short) consists of the information recorded by the voting
servers (or machines), upon completion of the voting protocol by a voter. As such, the voted ballot
is the interface between the voting stage and the tallying stage: it comprises all the information that
is created during the voting protocol as a function of the voters’ votes, and which is needed for
successful tallying after the election closes.
A major characteristic is whether the voted ballot is anonymous vs. identifiable. Normally, an

anonymous voted ballot is submitted via an anonymous channel preventing any link with the voter’s
identity. For identifiable voted ballots, there is no need for an anonymous channel. A subtle point
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is that even if voted ballots are anonymous, there may be further information available from the
voting stage (possibly, in combination with information from other stages) that helps in identifying
voters. For instance, the IP address from which a vote is cast may help in identifying a voter, but an
IP address is in general not part of the voted ballot.
Another important characteristic is whether the voted ballot contains the vote in the clear (deriv-

able frompublic information only), or in encrypted form. If the vote is in the clear, then intermediate
election results will be available, which is usually not allowed. Encryption of votes in some form is
always needed for the voted ballots to prevent that intermediate election results can be computed.
Thus, to count the votes based on the voted ballots at least one secret key should be required and
preferably shared between several parties.
As a final characteristic, we look at howvotes (or, voted ballots) are authenticated, and in particular

if authentication is done in an identifiable way or an anonymous way. Proper authentication should
ensure that each voter casts at most one vote.

15.4.2 A Brief Taxonomy

For the purpose of this chapter, we will just consider two characteristics: whether voted ballots are
anonymous or not, and how voted ballots are authenticated. As for the other characteristics we will
simply assume that the voting protocol requires no interaction between voters, and further that
voted ballots are not in the clear, hence encrypted (or committed) in some way.
Themain question is how authentication and encryption of voted ballots are accomplished. Given

that a voted ballot contains the vote in encrypted form, we consider three basic possibilities: (1) outer
authentication (a signed encrypted vote), (2) inner authentication (an encrypted signed vote), or (3)
both outer and inner authentications (a signed encrypted signed vote). Outer authentication can be
checked as part of the voting protocol (and also later), and invalid voted ballots can be discarded
immediately. Inner authentication can only be checked during the tallying stage (and also later) after
the decryption of the votes.
The main distinction is anonymous vs. identifiable voted ballots.

15.4.2.1 Type I: Anonymous Voted Ballots

An anonymous voted ballot, as stored upon completion of the voting protocol, contains no informa-
tion that helps in identifying the voter. Clearly, an anonymous channel should be used for the delivery
of such voted ballots to prevent that the voting server or anyone monitoring communications may
correlate voted ballots with voters or their computers.
The voted ballots should be authenticated to ensure that each eligible voter is able to cast at most

one valid vote. Anonymous signatures are used for this purpose, both for outer authentication and
inner authentication.

15.4.2.2 Type II: Identifiable Voted Ballots

For identifiable voted ballots, the voted ballot may be delivered in a nonanonymous way, e.g., posted
to a bulletin board. For outer authentication one can use ordinary digital signatures (possible relying
on a PKI). For inner authentication, if present, anonymous signatures need to be used, however,
as this signature will typically be revealed in conjunction with the vote (thus the case of inner
authentication only does not occur as this corresponds to an anonymous voted ballot).

15.4.3 Examples

Well-known examples of type I schemes are [17] and follow-up papers, such as [25,32,33]. In these
examples, voters need to get a blind signature (preferably, a threshold blind signature, where the
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power of the issuer is shared among a number of parties) prior to the election, which is then used to
authenticate an encrypted vote (preferably, a threshold encryption, such that the power to decrypt
is shared among a number of parties). An anonymous channel is used to sent such an anonymously
authenticated encrypted votes to the voting server, which is supposed to publish these data objects
on a bulletin board. Once the election closes, the votes may be counted by threshold decrypting each
of the voted ballots with valid authentication.
Well-known examples of Type II schemes are the homomorphic schemes of [13] and follow-up

work such as [2,4,15,16,39,41], and the mix-based schemes, such as [19,31,40]. In these schemes, the
voter may directly post a digitally signed encrypted vote to a bulletin board. We will consider these
schemes in more detail in the next sections, emphasizing the universal (public) verifiability property
of these schemes.
However, type II schemes are not necessarily universally verifiable. This depends on the details

of the vote encryptions and the tally protocols. A limited level of verifiability may, for instance, be
achieved by letting each voter encrypt its vote v together with a random bit string R of sufficient
length resulting in an encrypted vote of the form [[v,R]]. (This ideawas already used in an early voting
protocol by Merritt [30].) The encrypted votes are mixed before decryption takes place, however,
without providing a zero-knowledge proof of validity (unlike in verifiable mixing, see the following
text). The tallied votes are published together with the random strings so that voters can check their
votes. A major drawback of this approach is that all voters are required to actively check their votes,
which may be unrealistic. Moreover, it is not clear how to resolve disputes and in particular how to
maintain ballot secrecy when resolving disputes: for example, how should a voter efficiently prove
(in zero-knowledge) that its pair (v,R) is not present among the millions of tallied votes?

15.5 Verifiable Elections

We will now focus on two main approaches for achieving universally verifiable elections. We will
show how electronic elections can be made universally (or, publicly) verifiable in much the same
way as digital signatures are. Namely, to verify a digital signature all that one needs are (a) the
public key of the signer, (b) a message, and (c) a purported signature. By applying a given predicate,
represented as a formula or algorithm, to these three data values, it is decided unequivocally whether
the signature is valid or not (w.r.t. the given message and public key). Moreover, the verification can
be repeated by anyone who is interested and as many times as deemed necessary, always giving the
same result.
Similarly, to verify an election one needs (a) the joint public key of the talliers, (b) the encrypted

votes, and (c) the election result. By applying a given predicate to these data values, it can now
be decided unequivocally whether the election result is valid or not. Admittedly, the predicate for
electronic elections is a bit more involved than for digital signatures, but the underlying principle
is the same: the predicate evaluates to true (or, accept) if and only if the election result corresponds
exactly to the votes, which are given in an encrypted form only.
The digital signature analogy also works when considering the use of the private keys. To produce

the election result, the talliers need to use their (shared) private key similar to a signer using its
private key to produce a digital signature. Namely, once tallying is completed, resulting in a valid
election result, there is no need to repeat this process ever. As such, the purpose of a recount is lost!
However, as with digital signatures, the verification of the election result is universal meaning that
it can be performed by anyone and repeated as many times as desired.
The difficulty with verifiable elections is of course that ballot secrecy must be maintained as

well—at all times. Since we are considering a type II election, it is known which voter produced
which encrypted vote (because the encrypted votes are digitally signed). The hard cryptographic
problem that needs to be solved is thus formulated as follows. Suppose a threshold homomorphic
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cryptosystem [[·]] (cf. Section 15.3) has been set up between a plurality of parties (talliers) P1, . . . ,P�.
We wish to design a protocol TALLY satisfying a specification of the following form:

Protocol TALLY
Input: [[v1]], . . . , [[vn]] + Validity Proofs
Output: f (v1, . . . , vn) + Validity Proof

Here, each [[vi]] denotes a probabilistically encrypted vote vi. The election result is defined as some
function f of these votes. A common example is f (v1, . . . , vn) = ∑n

i=1 vi for yes/no votes, where
vi = 1 means “yes” and vi = 0 means “no”. But, function f may potentially hide even more
information on the votes, e.g., f (v1, . . . , vn) ≡ ∑n

i=1 vi > n/2, indicating whether there is a strict
majority or not (but revealing nothing else, like how small or large the majority is). A possibility
at the other extreme is f (v1, . . . , vn) = (v1, . . . , vn), where all votes are simply revealed in the same
order as in the input.
Each encrypted vote [[vi]] is required to be accompanied by a validity proof, which is commonly

used to show that vi is within a given range. In addition, the validity proof must provide a cryp-
tographic link with the voter’s identity, which we will denote by VIDi. By this way one prevents
encrypted votes getting duplicated by other voters (without actually knowing the contents of the
duplicated votes).
We will consider two types of tallying in more detail: homomorphic tallying and mix-based

tallying. Both approaches are built using a threshold homomorphic cryptosystem, but in different
ways. The challenge in designing the protocols is to find efficient ones, and in particular, to find
efficient ways of rendering universally verifiable validity proofs.

15.5.1 Homomorphic Tallying

The basic premise of homomorphic tallying is that individual votes can somehow be added in a
meaningful way. Hence, the election result takes the following form:

f (v1, . . . , vn) =
n∑
i=1
vi.

The addition of votes may be defined in various ways. The case of yes/no votes corresponds to
integer addition of votes vi ∈ {0, 1}. But, for example, elections based on approval voting in a race
with m candidates also fit this pattern: votes vi ∈ {0, 1}m are binary m-tuples, which are added
componentwise. This allows each voter to indicate whether they approve of each candidate or not,
and candidates with the highest numbers of vote (approvals) win. As a further example, consider
voting on a scale, where voters express how strong they (dis)favor a given proposition by using votes
vi ∈ {−2,−1, 0, 1, 2} # {−−,−, ◦,+,++}. Using integer addition to compute

∑n
i=1 vi, one can

determine how much, on average, the electorate (dis)favors the proposition.
A protocol for homomorphic tallying can in general be described as follows: one simplymultiplies

together all encrypted votes vi which—by the homomorphic property of the cryptosystem— results
in an encryption of the sum of the votes. Protocol TALLY thus consists of the following steps:

1. Check the validity proof of every [[vi]], and discard all invalid ones.
2. Multiply all the valid encryptions: C =∏

i[[vi]] = [[∑n
i=1 vi]].

3. Jointly decrypt C to obtain T =∑
i vi plus a validity proof.

The validity proof in the final step shows that T is indeed the plaintext contained in C implying
that T = ∑

i vi. The validity proofs for the given encryptions [[vi]] prevent malicious voters from
entering multiple votes. For instance, in a binary (yes/no) election, voters are supposed to enter an
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encryption [[0]] or [[1]], but not encryptions like [[2]] (twice “yes”) or [[−7]] (seven times “no”). As
long as 0 ≤ T ≤ n, the presence of such illegal encryptions may remain unnoticed. A validity proof
for [[vi]] shows that vi ∈ {0, 1} without revealing any further information on vi.
To verify the election result T, anyone interested executes the following steps:

1. Check that encryption C is equal to the product of all valid encryptions [[vi]].
2. Check the validity proof showing that T is the threshold-decryption of C.

The validity proofs are checked against the public key of the threshold homomorphic cryptosys-
tem [[·]].
As a concrete example, we consider the simplest case of the voting scheme of [16], namely,

the case of yes/no votes in combination with additively homomorphic ElGamal encryption. The
knowledge of the public keyh, say, of theElGamal threshold homomorphic cryptosystem, as set up by
the talliers, suffices for encryption as well as validation of the votes. As explained in Section 15.3, the
encryption of a vote v ∈ {0, 1} takes the following form:

[[v]] = (A,B) = (gr , hrgv) (15.1)

for a uniformly random value r ∈ Zq.
Since such an encryption [[v]] can easily be formed for any value v ∈ Zq, a validity proof is required

to show that either v = 0 or v = 1 without revealing which of the two cases holds. In other words,
the proof must be zero-knowledge. Technically, the validity proof for [[v]] amounts to showing the
existence of a v ∈ {0, 1} and an r ∈ Zq such that A = gr and B = hrgv, which can be reformulated
by stating that either logg A = logh B holds (if v = 0) or logg A = logh(B/g) holds (if v = 1).
LetH denote a suitable cryptographic hash function. Applying the theory of [14] to the Chaum-

Pedersen protocol for proving the equality of discrete logarithms [12], the noninteractive zero-
knowledge validity proof is a 4-tuple (d0, r0, d1, r1) computed as follows:

d1−v ∈R Zq
r1−v ∈R Zq,
dv = H(a0, b0, a1, b1,A,B, VIDi)− d1−v (mod q),
rv = w− rdv (mod q),

where
a1−v = gr1−vAd1−v , b1−v = hr1−v(B/g1−v)d1−v ,
av = gw, bv = hw, for w ∈R Zq.

A proof (d0, r0, d1, r1) is valid for encryption (A,B) and voter identity VIDi w.r.t. public key h if and
only if

d0 + d1 = H(gr0Ad0 , hr0Bd0 , gr1Ad1 , hr1(B/g)d1 ,A,B, VIDi) (mod q). (15.2)

Note that the order in which a0, b0, a1, b1 are computed when generating the proof is determined by
the value of v but the verification of the proof is done independently of v.
In the random oracle model (which means that H is viewed as an ideal hash function, selected

uniformly at random from all functions of the appropriate type), it can be proved that these validity
proofs release no information on the vote v. The voter’s identity VIDi (a bit string unique to the
voter) is included as one of the inputs to H in order to bind the proof to a particular voter. This
prevents voters from duplicating other voters’ votes (copying both the encryption and the validity
proof); even though voters would not know the value of the votes they are duplicating, the basic
requirement of independence would be violated. For the same reason, no partial election results
should be available during an election (and it is usually not even allowed to announce the results of
exit polls during election day).
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So, in principle, the talliers need to perform a single joint decryption only. For more advanced
elections, such as approval voting and voting on a scale (see previous text), vote encryptions and the
validity proofs get a bit more complicated; e.g., approval voting for a race withm candidates can be
done by runningm instances of a yes/no election (one per candidate) in parallel.

15.5.2 Mix-Based Tallying

In mix-based tallying the basic idea is to mimic the use of a ballot box in traditional paper-based
elections. Once the election is closed, or each time a ballot is inserted into the ballot box, the ballot
box is shaken so as to remove any dependency on the order inwhich the ballots were actually inserted
during the election.
Translated to our setting, the election result takes the following form:

f (v1, . . . , vn) = (vπ(1), . . . , vπ(n))

for a permutation π. To ensure ballot secrecy, permutation πwill be generated uniformly at random
between the talliers by means of the following TALLY protocol:

1. Check the validity proof of every [[vi]], and discard all invalid ones.
2. The talliers take turns in verifiably mixing the list of encrypted votes resulting in a final

list of permuted votes [[v′1]], . . . , [[v′n]].
3. Jointly decrypt every [[v′i]] to obtain v′i plus a validity proof.

Clearly, if at least one of the talliers is honest, the final list will indeed be randomly permuted. The
validity proof in the first step is simply a proof of plaintext knowledge proving that the contents
of the encryption was known to the voter upon casting the vote. This prevents vote duplication,
which may be particularly harmful when mix-based tallying is used: by duplicating the encrypted
vote of voterX, say, once or several times, and by checking for duplicates in the output of the TALLY
protocol one may learn what X voted.
The final step is the same as for homomorphic tallying except that decryption must be done for

each encrypted vote separately. To verify the election result one performs these steps:

1. Check that the list of valid encryptions [[vi]] is computed correctly.
2. Check the validity proof for each mix performed by a tallier.
3. Check the validity proof for each decrypted permuted vote.

As a concrete example, we consider verifiable mixing of homomorphic ElGamal encryptions.
On input of a list of encryptions C = (c1, . . . , cn) = ([[m1]], . . . , [[mn]]), one sets

di = [[0]] cπ(i) (15.3)

i = 1, . . . , n, for a random permutation π. The output is the list of encryptions D = (d1, . . . , dn).
Here, eachoccurrenceof [[0]] = (gri , hri)denotes a probabilistic encryptionof 0using its own random
value ri ∈ Zq, and due to the homomorphic property, [[0]]cπ(i) and cπ(i) both contain plaintextmπ(i).
Therefore, [[0]]cπ(i) is called a random reencryption of cπ(i). Combined with randomly permuting
the encryptions it is ensured that one cannot tell which entry of the output list corresponds to which
entry of the input list—of course, relying on the semantic security of the ElGamal cryptosystem.
Since encryptions are never decrypted (only reencrypted) access to the private decryption key is not
required for mixing.
To make mixing verifiable, it must be proved (in zero-knowledge) that the lists C andD represent

the same multiset of plaintexts. Efficient zero-knowledge proofs for this task are quite advanced. To
give some intuitionwe first describe a simple but rather inefficient way ([40], based on similarity with
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zero-knowledge proofs for graph isomorphism). The prover generates an additional list E computed
in the same way as D was computed from C, using a fresh permutation and randomness. Then a
challenge bit is given, which indicates whether the prover should show how E corresponds to C or
to D (by revealing which permutation and which randomness transforms list E into the requested
one). It is not difficult to see that by this way no information is leaked on howD exactly corresponds
to C. However, if D is not a valid mix of C, then E can correspond to C or to D but not to both at
the same time! So, the probability of being caught is at least 1/2. By repeating this protocol k times,
cheating will remain undetected with probability at most 2−k.
The computational complexity of this protocol is rather high, namelyO(kn), modular exponenti-

ations, for n voters and security parameter k.Withmore advanced techniques, however, it is possible
to achieve a computational complexity of O(n) modular exponentiations.
Neff [31] starts by stating that the polynomial c(x) = ∏n

i=1(x − mi) corresponding to the input
list C should be identical to the polynomial d(x) = ∏n

i=1(x − mπ(i)) corresponding to the output
list D. A key observation is that these polynomials are defined over the message space Zq, where q is
a very large prime (e.g., q ≈ 2256), so to prove that c(x) = d(x) it suffices to evaluate the polynomial
c(x) − d(x) at a random value x′ ∈R Zq: if c(x) �= d(x), the probability that c(x′) − d(x′) = 0
is bounded by n/q, which is negligibly small (as the number of roots of c(x) − d(x) is at most its
degree n). Neff uses this property in the design of an efficient verifiable mix requiringO(n)modular
exponentiations only.
Furukawa and Sako [19] approach the problem in terms of permutation matrices. The relation

(Equation 15.3) between the input and output encryptions can be written as

di = [[0]]
n∏
j=1
cAijj

for an n × n permutation matrix A. The key property for their zero-knowledge proof is that A is a
permutation matrix if and only if for all 1 ≤ i, j, k ≤ n

n∑
h=1
AhiAhj = δij,

n∑
h=1
AhiAhjAh,k = δijδjk,

where δij denotes the Kronecker delta (δij = 1 if i = j, and δij = 0 otherwise). The entries of A are
numbers modulo q, for a prime q, hence A is defined over a finite field. Furukawa and Sako show
how to prove that A satisfies these conditions, without leaking any further information on A, and
without requiring more than O(n) time (counting modular exponentiations).
Follow-up papers, such as by Groth [22] and by Furukawa [18], improve upon Neff’s protocol

and Furukawa-Sako’s protocol, respectively. For instance, [18] uses the observation that if q �≡ 1
(mod 3), then A is a permutation matrix if and only if

∑n
h=1 AhiAhjAh,k = δijδjk, which leads to

some improvements under a mild restriction on q. All these verifiable mixes use O(n) modular
exponentiations andO(nk) bits communication, where the hidden constant is reasonably small (say,
around 5, not counting the modular exponentiations for the random reencryptions).
The mixes described so far are known as reencryption mixes. So-called decryption mixes have

also been considered in the literature. In a decryption mix (e.g., see [18]), the mixing stage and the
decryption stage are combined such that each tallier needs to be active only once: each tallier uses its
share of the private key to partially decrypt the elements on the input list and at the same time mixes
the list as before. The zero-knowledge proofs for decryption mixes are slightly more complicated
than the proofs for reencryption mixes, but decryption mixes may lead to an overall performance
gain. Reencryption mixes, however, are more generally applicable, and in the context of universally
verifiable elections are more flexible, as the roles of mixers and talliers can be decoupled.
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For a basic decryption mix, one assumes that each mix will actually contribute to the decryption.
In other words, one uses (t, �)-threshold decryption with t = �. To tolerate faulty or corrupt mixes,
one can instead use (t, �)-threshold decryption with t< �. However, the set of t mixes going to
perform the decryption must be decided upon before the mixing starts; and one needs to backup
and let all mixes do some extra work if any mix drops out.

15.5.3 Other Tallying Methods

If applicable, homomorphic tallying is very simple and efficient. However, the complexity of the
validityproof for eachvote [[vi]]maybecome thebottleneck for increasingly complexvotes (e.g., single
transfer voting [STV] where each vote vi is an ordered list of candidates may lead to prohibitively
expensive validity proofs). For mixed-based tallying, the complexity is hardly sensitive to the range
of possible values for votes vi; here, the bottleneck is that each of the talliers must operate in turn
handling O(n) encryptions.
By using techniques from secure multiparty computation, however, other methods for tallying

are conceivable, which are potentially more efficient or flexible. For example, an alternative to
mixed-based tallying is sorting-based tallying:

f (v1, . . . , vn) = (w1, . . . ,wn),

where w1 ≤ w2 ≤ · · · ≤ wn and {v1, . . . , vn} = {w1, . . . ,wn} (as a multiset). Hence, the votes are
output in sorted order destroying any link with how the votes were entered. A protocol along these
lines uses secure comparators, which put two encrypted input values in sorted order (e.g., on input
[[a]], [[b]], output [[0]][[min(a, b)]], [[0]][[max(a, b)]]). Each secure comparator may be implemented as
a joint protocol between the talliers, involving one ormore joint decryptions (see, e.g., [20]). Sorting-
based tallying is then done by arranging these secure comparators in a sorting network. Practical
sorting networks such as odd-evenmergesort and bitonic sort, are of depthO(log2 n)with each layer
consisting of O(n) comparators where the hidden constants are small (see, e.g., [29, Section 5.3.4]).

15.6 Receipt-Freeness and Incoercibility

So far, we have considered the problem ofmaintaining ballot secrecy during the tallying stage, where
it must be prevented that anyone is able to find out who voted what. This protects against large scale
fraud, where a small number of people directly involved in running the election (insiders such as,
election officials, talliers, auditors, equipment manufacturers) compromise ballot secrecy of many,
potentially targeted individual voters. The severity of such a large scale, centralized violation of ballot
secrecy is exacerbated by the fact that it can remain completely unnoticed, without leaving any traces
in the operational systems. For example, if vote encryption depends on a single (nonshared) master
key, a copy of the master key suffices to read the contents of any encrypted vote. The existence of
such copies of the master key cannot be excluded—in a verifiable way—and in fact some copies may
be required as backups.
So, no one should be able to find out what voters voted, except the voters themselves! A tautology,

but nevertheless a serious issue, because many remote voting schemes actually allow voters to tell
others what they voted for in a verifiable way. This leads to problems known as voter coercion and
vote trading, where voters either unwillingly or willingly give up the rights to their vote.
Whereas centralized violations of ballot secrecy by insiders, as mentioned earlier, may remain

completely unnoticed by the voters, it is clear that voters will be completely aware of any (attempts
to) voter coercion or vote trading. This means that large scale coercion is risky as the chances of
detection are high: any of the affected voters involved may leak to the press what happened. And,
e.g., internet sites facilitating vote trading will be hard to hide as well.
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A technical aspect is whether a voter is able to convince the coercer or vote buyer of having voted
in a particular way, i.e., whether a voter is able to produce a receipt proving how it voted. A voting
scheme is said to be receipt-free if voters cannot produce such receipts. Note that the ideal voting
scheme mentioned in Section 15.2 was indeed receipt-free as the voters tell their vote to the trusted
party in private. In the following we will see to what extent receipt-freeness can be achieved for
cryptographic voting schemes. The property of incoercibility is even stronger than receipt-freeness,
and is mostly beyond the scope of cryptographic techniques: e.g., a coercer may force a voter not to
vote at all.

15.6.1 Coercion in Paper-Based Elections

For postal voting, it is hard to rule out that others watch someone casting a vote, willingly or
unwillingly. This leads to problems such as family voting where the ballots are marked by the
dominating family members. However, even when people vote in person from a voting booth at a
polling station, coercion is still possible as voters may produce receipts in subtle ways—of course,
these days people should be asked to hand in their mobile phones, spy cams, etc., before entering the
(Faraday cage like) voting booth, and this should be checked using similar equipments as for airport
security.
Two well-known attacks illustrating the problem of coercion in paper-based elections are as

follows. Chain voting is a simple attack, which makes the essential use of the fact that spare ballot
forms are (and should be) not readily available. To mount a chain voting attack, the coercer must
first get hold of a ballot form. Next, the coercer marks this ballot form in the desired way, and hands
the premarked ballot form to a voter, upon entering the polling station, and the voter is kindly asked
to return with an empty ballot form. The empty ballot form serves a receipt convincing the coercer
that the voter put the premarked ballot form in the ballot box and may be used to repeat the attack.
A so-called Italian attack is applicable when ballot forms allow voters to cast their votes each in

a unique way. Sometimes this may be done by marking the paper ballot in a particular way using
recognizable marks. A more subtle way, which also works for electronic voting, applies when voters
are supposed to rank the candidates (by listing them in the preferred order on the ballot form),
such as in single transfer voting (STV) elections. In that case, the coercer will demand the intended
winner to be put at the top followed by the remaining candidates in an order unique for the targeted
voter. Later, the coercer will check if the requested ballot appears on the list of voted ballots.

15.6.2 Receipt-Freeness for Encrypted Votes

The secrecy of a probabilistic public key encryption actually depends on two factors: the secrecy
of the private decryption key held by the receiver and the secrecy of the randomness used by the
sender. Hence the necessity of secure (pseudo)random generators both during key generation and
encryption. But what if the sender willingly discloses the randomness?
For instance, if ElGamal encryption is used to encrypt a vote v as [[v]] = (A,B) = (gr , hrgv), then

revealing the random value r to a coercer proves that the vote contained in [[v]] is equal to v. Indeed,
the coercer first checks that A = gr holds, and if so, checks that b = hrgv holds as well. In other
words, the value of r serves as a receipt. Clearly, this is true for probabilistic public key cryptosystems
in general: the randomness used to compute an encryption can be used as a receipt.
Obviously, for revealing r to the coercer the voter needs to have access to this value. If a software

voting client is used, running on a platform controlled by the voter, such as a PC or a smart phone, it
will be quite easy to extract the value of r. In fact, since the voting protocol is known (and preferably
based on an openly available specification), the voter (or the coercer, for that matter) may program
its own voting client with the additional feature of copying the value of r to the output. Hence, a
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way to make the voting protocol receipt-free is to execute it on a platform beyond the control of
the voter, such as a smart card or a direct-recording electronic (DRE) voting machine, with the
immediate drawback that the voter is not ensured anymore that its vote is recorded as intended and
the additional problem that the voter must trust the smart card or the voting machine with its vote.
Amore refined approach is to use what it is known as a randomizer, an idea reminiscent of the use

of the wallet-with-observer paradigm due to Chaum (see Chapter 44 of first edition). A randomizer,
whichmay be implemented as a smart card or as a part attached to a votingmachine, runs a protocol
with a voter to jointly produce an encrypted vote together with a validity proof. To this end, the
voter and the randomizer communicate with each other over an untappable channel.
The randomizer will generate part of the randomness used to encrypt the vote and to generate the

validity proof. The basic idea is to let the randomizer produce a random reencryption of the voter’s
encryption, andmodify the validity proof (as generated by the voter) accordingly. So, the voter starts
out by sending a homomorphic encryption [[v]] of its vote v to the randomizer over the untappable
channel. The randomizer will then reply with a reencryption of the form [[0]][[v]] accompanied by a
designated verifier proof for the validity of the reencryption. This proof is only meaningful to the
voter as it is bound to the public key of the voter. The tricky part is how to divert the validity proof
of the voter for [[v]] to a validity proof for [[0]][[v]]. This is done by first jointly generating a proof for
[[v]] and then adjusting it to a proof for [[0]][[v]].
As an example we apply Hirt’s technique [23, Chapter 5 of Algorithm and Theory of Computation

Handbook, SecondEdition:General Concepts andTechniques] to the yes/no votingprotocol described
in the previous section. The diverted proof looks as follows. Let [[v]] = (A,B) = (gr , hrgv) denote
the voter’s encryption of vote v. The randomizer reencrypts this to (A′′,B′′) = (gr′ , hr′)(A,B),
where r′ ∈R Zq. As before, the voter will contribute a proof (d0, r0, d1, r1) for (A,B) satisfying
(Equation 15.2), except that this time the challenge hash is applied to appropriately blinded versions
of (a0, b0, a1, b1). This results in aproof (d′′0 , r′′0 , d′′1 , r′′1 ) for thevalidityof encryption (A′′,B′′) satisfying
(Equation 15.2). The contribution of the randomizer to the proof consists of d′0, d′1, r′0, r′1 ∈ Zq subject
to d′0 + d′1 = 0, such that

d′′0 = d0 + d′0, d′′1 = d1 + d′1
r′′0 = r0 + r′0 − r′d′′0 , r′′1 = r1 + r′1 − r′d′′1 .

Note that the randomizer does not learn what vote v is. And, the voter does not know how to open
(A′′,B′′) as the value of r′ remains hidden to the voter. And, even if the coercer forces the voter to
compute (A,B) and the proof (d0, r0, d1, r1) in a particular way, it is still possible to simulate the
protocol transcript where the voter actually uses a different vote.
A randomizer may be implemented as a tamper-resistant smart card. The voter’s software client

will communicate with the smart card privately. Voters are required to use the randomizer, which
can be ensured by a digital signature of the randomizer on the reencrypted vote. The smart cards
should be beyond the reach of the coercers, and one needs to assume that the smart cards use good
randomness. If the voter has a choice between several randomizers, all of these must be noncoerced,
otherwise the coercer will force the voter to use a coerced one.
The use of randomizers can be seen as an add-on solution. One may decide per election, and also

per category of voters, whether and howmany randomizers are required. As large scale vote trading
or coercion may be hard to hide anyway, one needs to weigh the use of cryptographic measures,
such as randomizers, against other measures, such as severe punishments.

15.7 Untrusted Voting Clients

A basic assumption in the voting schemes described earlier is that each voter has a PC, a mobile
phone, or any other computer device at its disposal, which can be used as a voting client. The voting
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protocol is assumed to be implemented on such a device, and, given an open specification of the
voting protocol, voters may in principle build their own implementations (or, pick one from many
vendors who comply with the open specification).
In many elections, such as traditional elections from polling stations, there is no possibility for

voters to use their own computer devices and software. Instead, one needs to trust equipment
provided at a polling station, e.g., running software that cannot be monitored. This raises the
question whether, e.g., verifiable elections are still possible in such a setting.
Similarly, for paper-based elections verifiability is limited: election observers must continuously

monitor all proceedings and trace exactly what happens to each of the paper ballots. There is no
reliable way for checking whether one’s voted ballot is actually included in the final tally. Also, using
numbered ballot forms and giving each voter a copy of the marked ballot form may violate ballot
secrecy and is clearly not receipt-free. More advanced techniques are needed to ensure in a verifiable
way that each and every legitimately cast paper ballot—and no other ones—will be tabulated.
Much recent work has thus been focused on addressing the issue of ensuring that votes are cast

as intended, complementing the work on verifiable tally protocols, which ensures that votes are
counted as cast.Work in this direction was initiated by Chaum (see, e.g., [10] and references therein)
and by Neff (see, e.g., [1] and references therein, incl. “Practical High Certainty Intent Verification
for Encrypted Votes” by Neff, 2004).
To illustrate the ideas behind these new approaches, we briefly describe the common idea behind

a range of proposals by Randell and Ryan (see, e.g., [37] and references therein). Consider an election
in which voters must pick one candidate from a list of candidates. The idea is that each paper ballot
is perforated vertically with the left-hand side containing the names of the candidates in a random
order and the right-hand side containing an empty box for each candidate. To cast a vote, the voter
will (1) mark the box of the candidate of its choice, (2) tear the ballot form into two parts, (3) destroy
the left-hand half, and (4) drop the right-hand half into a ballot box—possibly after receiving a copy
of this part. Since the candidates were listed in a random order on the left-hand half, the marked
right-hand half does not reveal which candidate was chosen.
The ballot forms are numbered, though, in such a way that each right-hand half can be linked

to an encryption of information indicating how the marked right-hand half should be interpreted.
Cryptographically, the technique is similar to the use of masked ballots as introduced in [39], and
used in [16] as well for yes/no votes. Similar to Equation 15.1, one precomputes an encryption of
the form:

[[b]] = (gr , hrgb), (15.4)

for a uniformly random value r ∈ Zq, and a uniformly random bit b ∈R {0, 1}. Depending on the
value of b, the ballot form will list the options in the order no-yes or yes-no. Together with the
position of the mark on the marked ballot, encryption [[b]] is then publicly transformed into an
encryption [[v]] of the intended vote v. The encrypted votes [[v]] may then be tallied in a verifiable
way, as described earlier.
The production of the ballot forms and the associated encryptions forms a critical part of these

voting systems. Encryptions, such as (Equation 15.4), must be produced in a private yet secure
way such that they correspond to the printed ballot forms, but without revealing the contents of
these encryptions. Thus, this problem is best viewed as a (nontrivial) problem in secure multiparty
computation as well. The challenge is to achieve efficient solutions for these problems.
These new approaches are still under scrutiny and several issues need to be addressed. For

instance, even though a receipt (e.g., a copy of the marked right-half) does not reveal the vote, such a
receipt nevertheless opens a possibility for coercion because of the so-called randomization attacks
due to Schoenmakers who noted this issue first for the voting scheme of [24] (see also [27]). In a
randomization attack, a coercer will simply specify for each voter to mark a particular box on the
right-hand half—regardless of which candidate this box corresponds to. The coercer can easily check
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whether a voter complied to the specified rule (e.g., “mark the box at the bottom of the form”). Since
the candidates are listed in a random order, different on each ballot form, the coercer thus forces a
voter to effectively cast a random vote, which may have a deciding influence on an election.

15.8 Further Information

As described in the introduction, research in voting schemes developed in threewaves, starting in the
1980s, 1990s, and 2000s, respectively. The first wave started fromwithin the emerging cryptographic
community, and many research papers on electronic voting can thus be found in the cryptographic
literature, which is described extensively in Chapters 9–13 and 17, of this book and Chapter 44 of
first edition. Information on the practical deployment of electronic voting schemes can be found
on the Internet since the mid-1990s when the first experiments started. Interest in both theoretical
and practical aspects of electronic voting has been growing ever since, and especially since “Florida
2000” there is also a lot of political and societal interest as well.
Research in electronic voting is shaping up witnessed by a flurry of workshops devoted to the

topic. Researchers from various backgrounds now meet on a regular basis. Examples of work-
shops are those under the flag of the IAVOSS (see www.iavoss.org) including WOTE and other
workshops, the EVT workshops colocated with the USENIX Security Symposium, and the EVOTE
workshops organized by e-voting.cc.
Traditionally, many countries and organizations work on their own voting systems and imple-

mentations, and the business has been limited to a relatively small number of companies. Themarket
is opening up though. A major impetus to this process will be the development of open standards
capturing the main voting schemes as described in this chapter. In particular, when focusing on type
II schemes with identifiable voted ballots, a lot of flexibility regarding the network delivery of the
voted ballots (e.g., by email, by https, over a cable TV network, . . . ) and regarding the outer authen-
tication of the voted ballots will be possible, whereas the encryption of the votes will be prescribed
by the standards. Implementations of the key generation, voting, tally, and verification protocols
adhering to these standards may then be offered by a multitude of suppliers, incl. noncommercial
ones.
Even though electronic voting will remain controversial for years to come—and remote voting

even more so—it’s the author’s opinion that inevitably remote electronic voting will start to be used
for major elections in the coming decades. With the advance of communication and computation
technologies, instant large scale elections in which everyone votes online within a time frame of one
hour (or one minute?) will be possible. And, how else would one vote in virtual communities, or in
games like Second Life? Future generations may have an innate distrust of paper-based elections,
once paper becomes something archaic, used only by magicians or other tricksters.

Defining Terms

Anonymous channel: A communication channel that hides the identity of the sender, and possibly
allows for an acknowledgment by the receiver as well.
Blind signature:A signature scheme where the signer cannot recognize the message-signature pairs
resulting from the signing protocol.
BulletinBoard:Apublicly readable broadcast channel, possiblywith authenticatedwrite operations.
Computational security: If a security property holds subject to a computational intractability
assumption.
Designated verifier proof:A noninteractive zero-knowledge proof bound to a particular public key
that only convinces the holder of the corresponding private key.
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Homomorphic encryption: A public key cryptosystem in which the product of two encryptions is
equal to an encryption of the sum of the corresponding plaintexts.
Information theoretic security: If a security property holds regardless of the attacker’s computa-
tional power.
Privatechannel:Acommunicationchannel protectedagainst eavesdropping, andpossiblyproviding
end-to-end authentication as well, achieving information-theoretic security.
Secure channel:Acommunication channel protected against eavesdropping, and possibly providing
end-to-end authentication as well, achieving computational security.
Threshold decryption:A public key cryptosystem in which decryption requires the participation of
a certain number of parties, each holding a share of the private key.
Untappable channel: A totally unobservable (out-of-band) communication channel.
Validity proof: A zero-knowledge proof showing the validity of an input, or step performed in a
protocol.
Zero-knowledge proof: A proof for a statement without giving away why it is true.
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The word “auction” generally refers to a mechanism for allocating one or more resources to one
or more parties (or bidders). Generally, once the allocation is determined, some amount of money
changes hands; the precise monetary transfers are determined by the auction process.While in some
auction protocols, such as the English auction, bidders repeatedly increase their bids in an attempt
to outbid each other, this is not an essential component of an auction. There are many other auction
protocols, and we will study some of them in this chapter.
Auctions have traditionally been studied mostly by economists. In recent years, computer scien-

tists have also become interested in auctions, for a variety of reasons. Auctions can be useful for
allocating various computing resources across users. In artificial intelligence, they can be used to allo-
cate resources and tasks across multiple artificially intelligent “agents.” Auctions are also important
in electronic commerce: there are of course several well-known auction Web sites, but additionally,
search engines use auctions to sell advertising space on their results pages. Finally, increased com-
puting power and improved algorithms have made new types of auctions possible—most notably
combinatorial auctions, in which multiple items are for sale in the same auction, and bidders can
bid on bundles of items.

16-1
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We begin this chapter by studying single-item auctions. Even though most computer scientists
are perhaps more interested in combinatorial auctions, single-item auctions allow us to more easily
introduce certain concepts that are also of key importance in combinatorial auctions.

16.1 Standard Single-Item Auction Protocols

In this section, we review some basic protocols for auctioning a single item. The reader is encouraged
to think about which of these protocols are similar to each other; we will discuss relationships among
them shortly.
English. TheEnglish auction is themost familiar protocol tomost people. In anEnglish auction, every
bidder is allowed to place a bid higher than the current highest bid. If at some point, no bidder wishes
to place a higher bid, then the bidder with the current highest bid wins the item, and pays her bid.
Dutch. The Dutch auction proceeds in the opposite direction from the English auction. In a Dutch
auction, an initial price is set that is very high, after which the price is gradually decreased. At any
moment, any bidder can claim the item. She then wins the item and has to pay the current price.
Japanese. In a Japanese auction, the initial price is zero; the price is then gradually increased.Abidder
can leave the roomwhen the price becomes too high for her.Once there is only one bidder remaining,
that bidder wins the item, and pays the price at which the last other bidder left the room.
First-price sealed-bid. In a first-price sealed-bid auction, each bidder communicates a bid privately
to the auctioneer—say, in a sealed envelope. The auctioneer then opens all the envelopes; the bidder
with the highest bid wins the item, and pays the bid that she placed.
Second-price sealed-bid (also known as Vickrey). The second-price sealed-bid auction proceeds
exactly as the first-price sealed-bid auction, except the highest bidder (who still wins the item) now
pays the second-highest bid, instead of her own.
Let us consider which of these auction protocols are similar to each other. Perhaps the most

obvious similarity is between the English and the Japanese auctions. For both, there is a price that
is rising, and the last remaining bidder wins. There is a distinction, however: in an English auction,
two bidders may be bidding each other up, while a third bidder quietly sits by, even though she
remains interested in the item. In this case, the first two bidders are unaware that they have another
competitor. In a Japanese auction, this situation cannot occur.
The Japanese auction and the second-price sealed-bid auction are also closely related (and the

English auction is related to the second-price sealed-bid auction in a similar way). Suppose, for a
second, that each bidder in a Japanese auction decides at the beginning of the auction on the price
at which she will leave the room. Of course, other strategies are possible: a bidder may base how
long she stays in the room on which other bidders are still left. However, if the bidders follow the
former kind of strategy, then the bidder who, at the beginning, chose the highest price will end up
winning, and she will end up paying the second-highest price selected by a bidder—similarly to the
second-price sealed-bid auction.
TheDutch auction and the first-price sealed-bid auction are evenmore closely related. Similarly to

the Japanese auction, in a Dutch auction, a bidder may decide at the beginning on the price at which
shewill claim the item (if this price is reached). In fact, unlike in the Japanese auction, there is little else
that abidder cando in termsof strategizing. In a Japanese auction, a bidder can let her bidding strategy
depend onwho else is left; but in a Dutch auction, there is nothing to condition her strategy on, since
the only event that can happen is that someone else claims the item—but at that point the auction is
over and it no longer matters what anyone does. Now, the bidder who chooses the highest price will
win, and pay that price—similarly to the first-price sealed-bid auction. Because of this argument,
the Dutch and first-price sealed-bid auctions are usually considered strategically equivalent.
We will see some other single-item auctions later in this chapter. For most of this chapter,

we will focus on sealed-bid auctions. As we have seen, for each of the auctions studied so far,
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there is a roughly equivalent sealed-bid auction; in a sense, this is true for any auction, as we will
see shortly. Nevertheless, there are reasons to use English, Japanese, and Dutch auctions (more
generally, ascending and descending auctions). One reason is that they allow bidders to postpone
certain decisions until later. For example, if a bidder in a Dutch auction is deciding whether to claim
the item at $60 or $50, she may as well wait until the price drops to, say, $70, before she starts to
think about what she will do. If another bidder claims the item before that, the former bidder will
have saved herself some unnecessary agonizing. This is related to preference elicitation, which we
will discuss toward the end of this chapter.

16.2 Valuations and Utilities

How a bidder should bid in an auction depends on how much the item for sale is worth to her. In
this chapter, we will assume that each bidder can determine howmuch the item is worth to her, and
that events in the auction will not change her assessment. That is, each bidder i has an unchanging
valuation vi for the item, which she can determine at the beginning of the auction. This assumption
is not always realistic. For example, if a bidder sees that other bidders are bidding aggressively on an
item, this may be evidence to her that, before the auction, those bidders inspected the item in person
and found it to be of good quality. This evidence may improve the first bidder’s perception of—and
hence, valuation for—the item. Settings such as these, where some bidders have private information
thatwould affect the valuation of other bidders for the item, are known as interdependent valuations
settings. Most research assumes away the possibility of interdependent valuations, and we will do so
in this chapter.
In general, each bidder has a utility for each outcome of the auction, and acts to maximize her

expected utility. We will assume that a bidder’s utility for winning the item and having to pay πi is
ui= vi − πi, and her utility for not winning the item and having to pay πi is ui=−πi. (Generally,
losing bidders will not be made to pay anything; however, later in this chapter, we will see an auction
that makes payments to losing bidders, in which case πi is negative.) Thus, we are assuming that
a bidder’s utility function decomposes into separate valuation and payment components, and that
utility is linear in money. This assumption is known as the quasilinear preferences assumption.
It, too, is not always realistic, for the following reasons. In general, one’s utilitymay be strictly concave
inmoney (that is, onemay have decreasingmarginal utility formoney: the utility of having another
(say) dollar may decrease as one accumulates more money), since at some point one runs out of
uses for money. Also, in general, the effect of money on utility may depend on whether one has won
the item: for example, if a bidder wins a pair of skis in an auction, she needs money to travel on a
skiing vacation (and hence has high marginal utility for money), whereas if she does not win, she
has less use for additional money (and hence has low marginal utility for money). Nevertheless, the
quasilinearity assumption is usually made, and we will do so in this chapter.
Another assumption that is implicit in the above text is that a bidder who does not win the item

does not care about which other bidder wins the item, and that bidders do not care about howmuch
other bidders pay. This assumption is known as the no externalities assumption. Once again, this
assumption is not always realistic: a bidder may prefer to see the item end up with a friend rather
than with an enemy, or she may prefer to see the other bidders run out of money so that they will
not compete in future auctions. Again, we will not go into detail on this in this chapter.

16.3 Strategic Bidding

It does not always make sense for a bidder to simply bid her true valuation. For example, if bidder
i bids her true valuation vi in a first-price sealed-bid auction, then even if she wins, her utility will
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be vi − πi= vi − vi= 0. Hence, she should bid lower than her true valuation to have any chance of
obtaining positive utility. But how much lower should she bid? Intuitively, this should depend on
her beliefs about the other bidders’ valuations. If she expects to be the only bidder who is seriously
interested in obtaining the item, she can place a low bid and still probably win; whereas if she expects
there to be many other competitive bidders, she should bid closer to her true valuation to have a
decent chance of winning. However, it is not obvious how to calculate her optimal bid precisely,
even given a probability distribution over the others’ valuations. This is because she cannot expect
the other bidders to bid their true valuations, either: they also need to bid below their true valuations
to have a chance of obtaining positive utility. And precisely how much lower is optimal for them to
bid depends, in turn, on how the first bidder bids.

16.3.1 Solving the First-Price Sealed-Bid Auction

To resolve this circularity, we need to turn to game theory, which studies settings in which each
bidder’s (or, more generally, agent’s) optimal course of action depends on the actions of the other
bidders. To apply game theory to the first-price sealed-bid auction, we first need to introduce the
concept of a strategy. In a sealed-bid auction, a strategy for bidder i is a function si : R≥0 → R≥0,
where si(vi) is the bid that i will place if her true valuation is vi. That is, for every valuation that the
bidder may have, the strategy specifies what she should bid. This may appear somewhat excessive: if
the bidder already knows her true valuation, why should she have to specify what she would have
bid if her valuation had been different? The reason that we need to think about this is that the other
bidders do not know bidder i’s valuation, and they need to think about what i would do for each
valuation. In turn, bidder i needs to think about what the other bidders will do, and hence also needs
to think about what they think she will do.
Let us suppose that for each bidder i, there is a (commonly known) prior probability distribution

pi over her valuation vi; moreover, let us assume that the valuations are drawn independently.
Hence, each bidder i knows her own valuation vi exactly, but for every other bidder j �= i, i’s
probability distribution over j’s valuation is pj. Now, if bidder i knows the strategies of the other
bidders, then for every bid that she might place, she can evaluate her expected utility; and of course
she should choose one that maximizes her expected utility. As is typically done in game theory,
we will look for an equilibrium, which prescribes a strategy for every bidder such that, for every
bidder, for every possible valuation for that bidder, her strategy will prescribe a bid that maximizes
her expected utility, given the other strategies. Formally, a Bayes–Nash equilibrium consists of a
strategy si : R≥0 → R≥0 for every bidder such that, for every bidder i, for every vi ∈ R≥0, and for
every alternative bid v̂i ∈ R≥0:

�
v−i

⎛⎝∏
j�=i
pj(vj)

⎞⎠ ui(vi, s−i(v−i), si(vi))dv−i ≥ �
v−i

⎛⎝∏
j�=i
pj(vj)

⎞⎠ ui(vi, s−i(v−i), v̂i)dv−i
Let us dissect this complicated inequality. First, the notation −i is shorthand for “the bidders other
than i,” so that v−i is shorthand for v1, . . . , vi−1, vi+1, . . . , vn. The notation v̂i is generally used for
bidder i’s bid, not necessarily equal to her true valuation vi. ui(vi, v̂−i, v̂i) is the utility that bidder
i obtains if her true valuation is vi, but she bid v̂i, and the other bidders bid v̂−i. In the first-price
sealed-bid auction, ui(vi, v̂−i, v̂i)= vi − v̂i if v̂i is higher than all the bids in v̂−i, and it is 0 otherwise.
Now we can see that the inequality says that, if the bidders other than i follow their strategies, then
i’s expected utility for bidding si(vi) should be at least equal to her expected utility for bidding any
other v̂i—that is, she should not be able to do better by not following the strategy si, given that the
other bidders are indeed following their strategies s−i.
We will now give an example of an equilibrium. Suppose that each pi is a uniform distribution

over [0, 1]. We will show that the strategies defined by si(vi)= vi(n − 1)/n (where n is the number
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of bidders) constitute an equilibrium. (We will not get into detail here on how one might have
actually derived these strategies, but there are techniques for doing so.) Suppose that all other
bidders (−i) indeed follow these strategies. Then, the expected utility for i of bidding v̂i ≤ (n− 1)/n
is (v̂in/(n − 1))n−1(vi − v̂i), because the probability that a given other bidder bids less than v̂i is
v̂in/(n− 1). (There is no reason to bid more than (n− 1)/n, because no other bidder will bid more
than (n− 1)/n.) Using simple calculus, one can check that this expression is maximized by setting
v̂i equal to vi(n − 1)/n—exactly as the strategy prescribes! This proves that these strategies indeed
constitute an equilibrium.

16.3.2 Solving the Second-Price Sealed-Bid Auction

Now, let us turn to the second-price sealed-bid auction. As it turns out, the analysis needed to
solve this auction is not nearly as complicated. In fact, in the second-price sealed-bid auction, it
is always optimal for a bidder to bid her true valuation, regardless of the other bids! That is, the
strategy si(vi)= vi is a dominant strategy. While this may come as a surprise at first, it is not so
difficult to see why it is true. Suppose, for a second, that bidder i can actually see the others’ bids
before placing her own bid. Let us consider the value v̂max, the highest bid among the other bidders.
Bidder i effectively has only two choices: to bid higher than v̂max, and obtain utility vi − v̂max;
or to bid lower than v̂max, and obtain utility 0. Clearly, she should do the former if and only if
vi > v̂max. But this is exactly what would happen if she just bid her true valuation—for which she
does not even need to know the others’ bids! Hence, by bidding her true valuation, she performs
as well as she could have performed even if she had known the others’ bids. This implies that
bidding truthfully is also a Bayes–Nash equilibrium, although the result is much stronger than
that. For example, in the first-price auction, if one knows the bids of the other bidders, then
certainly one might be better off bidding differently from the equilibrium that we derived for that
auction (which we derived under the assumption that bidders do not know each other’s valuations).
Hence, the strategies in the first-price auction equilibrium are not dominant strategies. Mechanisms
in which revealing one’s true valuation is a dominant strategy (such as the second-price sealed-
bid auction) are called (dominant-strategies) incentive compatible, strategy-proof, or simply
truthful.

16.4 Revenue Equivalence

Now that we have analyzed how bidders should bid in these two auctions, let us ask the following
question: which one obtains more revenue for the seller, in expectation? The answer is not immedi-
ately obvious: naïvely, one might say that the first-price auction should result in more revenue, since
after all it charges the highest bid rather than the second-highest; but then again, in equilibrium, the
bids are lower in the first-price auction. Which of these two effects is stronger?
For the case of independent uniform priors over [0, 1], we can compute the expected revenues

using the equilibrium strategies from above text. For the first-price auction, the probability that all
bids are below a given value b is (bn/(n− 1))n, which is also the probability that the revenue will be
below b. That is, this expression gives the cumulative density function of the revenue of the first-price
auction, andusing it one can compute the expected revenue to be (n−1)/(n+1). For the second-price
auction, the probability that there is at most one bid higher than b is bn+nbn−1(1−b), which is also
the probability that the revenue will be below b. That is, this expression gives the cumulative density
function of the revenue of the second-price auction, and using it one can compute the expected
revenue to be (n− 1)/(n+ 1)—the same as that for the first-price auction! This is no accident: it is a
special case of the following result, which is known as the revenue equivalence theorem (Myerson,
1981; Riley and Samuelson, 1981).
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THEOREM 16.1 Suppose that the bidders’ valuations are independent and identically distributed
over a continuous interval [L,H], and that there are no “gaps” in this distribution. Then, any two
auction mechanisms that

1. in equilibrium always allocate the item to the bidder with the highest valuation, and
2. give a bidder with valuation L an expected utility of 0,

will result in the same expected revenue for the seller.

(There are more general versions of this result.) In the next section, we will see single-item auction
mechanisms that result in different expected revenues, because they violate one of the two conditions
in the theorem. From this point on, we will study only truthful mechanisms. This is justified by a
result known as the revelation principle (Gibbard, 1973; Green and Laffont, 1977; Myerson, 1979,
1981), which states (roughly) that, if bidders bid strategically, then for every mechanism that is not
a truthful mechanism, there is a truthful mechanism that performs equally well.

16.5 Auctions with Different Revenues

Suppose that we have a prior distribution over each bidder’s valuation, and that we wish to design
a mechanism that maximizes expected revenue. It is easy to see that running, say, a second-price
sealed-bid auction is not always optimal. For example, suppose there is only one bidder. The second-
price sealed-bid auction will never collect any revenue in this case, because there is no second bidder.
However, we can also make a take-it-or-leave-it offer to the one bidder: the bidder will obtain the
item if and only if it is worth more than some fixed value k to her, in which case she will pay k;
otherwise, the seller keeps the item. This will generate a revenue of k at least some of the time.While
this may not seem like an auction, setting a reserve price of k in a second-price sealed-bid auction
will have the same effect. (In such an auction, if only one bid is above the reserve price, then that bid
pays the reserve price.)
In general, the auction thatmaximizes expected revenue is known as theMyerson auction (Myer-

son, 1981), and it proceeds as follows. For each bidder i, compute her virtual valuation ψi(v̂i) as a
function of her bid, as follows:

ψi(v̂i)= v̂i − (1− Fi(v̂i))/fi(v̂i)
Here, Fi is the cumulative density function of i’s valuation, and fi is its derivative, the probability
density function. The bidder with the highest virtual valuation wins, unless this bidder has a virtual
valuation below 0, in which case nobody wins. The price that the winning bidder pays is the lowest
value that she couldhave bidwhile still winning. For example, if eachbidder’s valuation is drawn from
the uniform distribution over [0, 1], then the Myerson auction becomes a second-price sealed-bid
auction with a reserve price of 1/2. This is because

ψi(1/2) = 1/2− (1− Fi(1/2))/fi(1/2) = 1/2− (1− 1/2)/1 = 0

It does not always make sense to try to maximize expected revenue. In some settings, our main
goal is to allocate the item efficiently (that is, to the bidder that values it most), and payments are
merely a necessary nuisance in achieving this goal. For example, suppose that several parties jointly
own an item, and they wish to run an auction amongst themselves to decide on a single owner.What
should happen to the revenue of this auction? It seems to make sense to redistribute it back to the
bidders themselves, but doing so effectively changes the auction mechanism. For example, suppose
that the bidders run a second-price sealed-bid auction for the item, and then redistribute the revenue
of this auction equally (each bidder receives 1/n of the revenue). Unlike the second-price sealed-bid
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auction without redistribution, this auction is actually not truthful: the second-highest bidder now
has an incentive to increase her bid to drive up the price that the highest bidder pays, because the
second-highest bidder will receive a fraction of this price.
Fortunately, it turns out that we can redistribute at least some of the revenue while maintaining

truthfulness. One auction mechanism that achieves this is the following [independently invented on
at least three different occasions (Bailey, 1997; Porter et al., 2004; Cavallo, 2006)]. Let us define v2−i
to be the second-highest bid among bidders other than bidder i. For the top two bidders, this is the
third-highest bid overall (v3); for the remaining n− 2 bidders, it is the second-highest bid (v2). We
run the second-price sealed-bid auction, and we redistribute v2−i/n to bidder i. This redistribution
payment does not affect bidders’ incentives in bidding, because no bidder can affect her own
redistribution payment. Hence, the auction remains truthful. Additionally, the total redistributed
is 2v3/n + (n − 2)v2/n ≤ v2—so the total redistributed is no more than is collected from the
second-price sealed-bid auction. A total of 2(v2 − v3)/n is not redistributed. This money must be
given to someone else (but not someone whom the bidders care about, since that might affect their
incentives), or, say, burned. It is impossible to achieve efficient allocation without ever wasting any
money, but it is possible to waste even less money (either on average or in the worst case): this is
achieved by also letting bidder i’s redistribution payment depend on v3−i, v4−i, . . . , vn−1−i (Guo and
Conitzer, 2007; Moulin, 2007).
It is interesting to note that the revenue equivalence theorem from above text does not apply to

Myerson’s auction because the first condition is not satisfied; it does not apply to the redistribution
mechanisms because the second condition is not satisfied.

16.6 Complementarity and Substitutability

Now that we have studied single-item auctions, let us consider settings where multiple items are
for sale. One possibility is to sell each item in a separate single-item auction; these auctions can be
held simultaneously (parallel auctions) or back-to-back (sequential auctions). If, for each item, each
bidder’s valuation for that item does not depend on which other items she wins, then the individual
auctions are entirely separate events, and we can apply the techniques that we have studied up to
this point. However, this is not always a realistic assumption. For example, if the items for sale are
a plane ticket to Las Vegas and a hotel reservation in Las Vegas, then it may be that the bidder’s
valuation for the plane ticket alone is 200, her valuation for the hotel reservation alone is 100, but
her valuation for both together is 500. The package of both items is worth more than the sum of its
parts, that is, the items are complementary.
Now suppose that the plane ticket is auctioned first, and the hotel reservation second (both in

second-price sealed-bid auctions). How much should the bidder bid in the first auction? If she bids
200 for the ticket, she may lose to a bidder bidding 201, only to later find out she could have won
the hotel reservation for 101, so that she regrets not bidding higher in the first auction. However,
if she bids 400 for the ticket, she may win it at a price of 399, only to later find out that the hotel
reservation sells for 1000, so that she regrets winning the ticket. It is not clear what the bidder should
do—she no longer has a dominant strategy. Moreover, the resulting allocation of items can be
inefficient.
Another possibility is that the package of items is worth less than the sum of its parts, in which case

the items are said to be substitutable. For example, if reservations for two different hotels are for sale,
a bidder may value each individual reservation at 100, but the package of both reservations at 150.
In sequential auctions, substitutability can cause problems similar to those caused by complemen-
tarity. Both can also cause similar problems in parallel auctions.
Instead of making the bidders agonize over the prices at which items in future or parallel auctions

are likely to sell, an alternative is to let each bidder report all her valuations, one for each subset of
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the items, and decide on the allocation of items to bidders based on that information. This is what
is done in a combinatorial auction, and it circumvents the problems that parallel and sequential
auctions run into when there are complementarities and substitutabilities.

16.7 Combinatorial Auctions

In a combinatorial auction, a set I of multiple items is (simultaneously) for sale, and bidders can bid
on any bundle (that is, subset) of items. If we again make the assumptions that bidders’ valuations
for the items do not change based on other bidders’ private information, utilities are quasilinear, and
there are no externalities, then each bidder i has a privately held valuation function vi : 2I → R≥0,
where vi(S) is i’s valuation for bundle S ⊆ I; and the utility of bidder i when she wins bundle S
and pays πi is vi(S) − πi. Generally it is assumed that vi(∅)= 0, and additionally that for S ⊆ S′,
vi(S) ≤ vi(S′). (The latter assumption is often called free disposal: receiving additional items can
never decrease a bidder’s valuation, because at worst the additional items can simply be discarded.)
We will start by looking at sealed-bid combinatorial auctions. An immediate problem with this
approach is that in general, each bidder must reveal 2m − 1 real numbers (where m= |I|), one for
each nonempty bundle. Oncem gets to be somewhat large, this becomes impractical. However, there
is usually some structure in the bidders’ valuation functions, so that they can be represented more
concisely.
One very restrictive, but commonly studied assumption about this structure is that bidders are

single-minded. A bidder i is single-minded if there exists some bundle Si and some real number vi
such that vi(S)= vi if Si ⊆ S, and vi(S)= 0 otherwise. That is, there is a single bundle of items that
the bidder wishes to obtain; she will simply discard any additional items, and if she fails to obtain
even one itemwithin her desired bundle, her valuation drops to 0. If bidders are single-minded, then
a bid can be represented simply as an ordered pair (Si, vi) ∈ 2I × R≥0.
A single-minded bid cannot represent even fairly straightforward valuation functions, such as

additive valuation functions. (A valuation function vi is additive if for all S ⊆ I, vi(S)= ∑
s∈S vi({s}).

That is, there are no complementarities or substitutabilities.) We would like to give bidders some
more flexibility, by providing them with a richer bidding language in which to describe their
valuation function. One such bidding language is theOR language, which effectively allows a bidder
to submit multiple single-minded bids. Formally, a bid in the OR language takes the form (S1, v1)
OR (S2, v2) OR . . . OR (Sk, vk). Such a bid is interpreted as follows: for any subset T ⊆ {1, . . . , k}
with the property that for any j1, j2 ∈ T, j1 �= j2, we have Sj1 ∩ Sj2 =∅, vi(

⋃
j∈T Sj)=

∑
j∈T vj. That

is, the auctioneer can accept any subcollection of the single-minded bids within the OR-bid, as long
as there is no overlap between the accepted Sj. (To be precise, the last = symbol should really be a≥
symbol, because it is possible that the same set

⋃
j∈T Sj (or a subset thereof) can be written as a union

of disjoint Sj in a different way that results in a greater sum of vj. The bidder’s valuation for the subset
is themaximumvalue that can be obtained in this way. Hence, equality holds only if there is no better
way towrite the bundle as a union of disjoint Sj. For example, given the bid ({A}, 1)OR ({A,B}, 3)OR
({B,C}, 3) OR ({C}, 2), we have vi({A,B,C})= vi({A,B})+ vi({C})= 5 > 4= vi({A})+ vi({B,C}).)
The OR language allows for representing additive valuations, simply by OR-ing together singleton
bundles.
Nevertheless, there are valuation functions that the OR language cannot capture. For exam-

ple, suppose there are two items, a and b, and that bidder i’s valuation function is given by
vi({a})= 1, vi({b})= 1, vi({a, b})= 1. That is, she wants either item, and having both items is no
more useful to her than having a single one. This function cannot be represented in the OR lan-
guage: the bid would have to contain the terms ({a}, 1) and ({b}, 1), but this would already imply
that vi({a, b}) ≥ 2. A language that can capture this valuation function is the XOR language. The
difference between the OR and XOR languages is that the auctioneer can accept at most one of the
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single-minded bids that are XORed together, even if they do not overlap. For example, the above
valuation function is easily expressed as ({a}, 1) XOR ({b}, 1): this bid implies a valuation of only
1 for the bundle {a, b}, since it is not possible to accept both single-minded bids in the bid. Using
XORs, we can in fact represent any valuation function, by using a single-minded bid for every
possible bundle and XOR-ing them all together. Of course, this is not a very concise representation.
Unfortunately, even representing additive valuation functions can require exponentially long bids
if we use only XORs. But it is also possible to use ORs and XORs simultaneously, to get the best of
both worlds. For example, the bid (({a}, 1) XOR ({b}, 1)) OR ({c}, 2) indicates a value of 1 + 2= 3
for the bundle {a, b, c}. There are other bidding languages that are not based on ORs and XORs, but
we will not discuss them in this chapter.

16.8 The Winner Determination Problem

Now that we have considered how to bid in a (sealed-bid) combinatorial auction, we must consider
how to determine who wins what. Of course, we cannot award a single item to two different bidders.
But this still leaves plenty of options. One natural approach is to maximize efficiency, the total value
generated. That is, if Si is the bundle of items that we award to bidder i, then we should maximize∑n
i= 1 v̂i(Si) (under the constraint that Si ∩ Sj=∅ for all i �= j). This optimization problem is known

as the winner determination problem (WDP).
As it turns out, theWDP is computationally hard. Even if we consider the special case where each

bidder submits a single-minded bid, the problem turns out to be equivalent to WEIGHTED-SET-
PACKING, which is NP-hard (Rothkopf et al., 1998) and inapproximable (Sandholm, 2002). On the
other hand, the problem does not become any harder if we allow bidders to use ORs, since a bidder
using ORs is effectively submitting multiple single-minded bids. In fact, even if we allow XORs, the
problem in a sense becomes no harder: this is because, for the purpose of solving the WDP, we can
transform an instance with XORs into one with only ORs using the following trick (Fujishima et al.,
1999; Nisan, 2000). Given a bid of the form (S1, v1) XOR (S2, v2), we create a new “dummy” item,
d, and replace the bid by (S1 ∪ {d}, v1)OR (S2 ∪ {d}, v2). Even though there is an OR between these
two bids, they cannot both be accepted, since they have an item in common; moreover, since no
other bids mention this item, everything else remains unaffected. Because of this, in the next two
subsections, we will focus on algorithms for the single-minded case only. We will consider optimal
algorithms for both the general case and some special cases. We will postpone the discussion of
approximation algorithms until later, because we will require a particular kind of approximation
algorithm in this context.

16.8.1 General-Purpose Winner Determination Algorithms

Given single-minded bids {(Si, v̂i)}, one straightforward way to solve the winner determination
problem is to solve the following integer program, which uses a binary variable bi to indicate
whether bid i is accepted:

maximize
∑
i biv̂i

subject to
for each s ∈ I, (∑i:s∈Si bi) ≤ 1
for each i, bi ∈ {0, 1}
The main constraint of this integer program ensures that each item is awarded at most once.

Software packages such as CPLEX can be used to solve such an integer program; since the WDP is
NP-hard, it should come as no surprise that solving integer programs is also NP-hard.
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One interesting aside is that in some settings, bids can be accepted partially. For example, if we
have three bids, ({a, b}, 2), ({a, c}, 2), and ({b, c}, 2), it may be possible to accept half of each bid,
awarding half of a and half of b to the first bidder for a value of 1, half of a and half of c to the
second bidder for a value of 1, and half of b and half of c to the third bidder for a value of 1. This
gives us a total value of 3 (we note that if we cannot accept bids partially, then we can obtain only 2).
If accepting bids partially is possible, then we can solve the WDP by modifying the above program
slightly. We make the bi continuous variables, replacing the last constraint by

for each i, 0 ≤ bi ≤ 1

At this point, the program has become a linear program, and linear programs can be solved in
polynomial time (Khachiyan, 1979). However, in the remainder of this chapter we will assume that
it is not possible to accept bids partially.
An alternative approach to solving the general WDP is to write a search algorithm based on

techniques from artificial intelligence; for an overview of work along this line, see Sandholm (2006).
It should be noted that such algorithms are in many ways similar to algorithms for solving integer
programs.
Yet another option is to use the following dynamic programming approach (Rothkopf et al., 1998).

For any subset S ⊆ I, let w(S) be the maximum total value that can be obtained using only items in
S (that is, if we threw away the items in I − S). Let B(S) be the collection of all proper subsets S′ ⊂ S
such that there is at least one bid on exactly S′. Then, we have

w(S) = max{max
i
v̂i(S), max

S′∈B(S)
w(S′)+ w(S− S′)}

Since the occurrences ofw on the right-hand side involve subsets smaller than S, we can use dynamic
programming to compute w(S) for every subset, starting with the small ones and working our way
up to I—and w(I) gives the maximum value that can be obtained overall. This algorithm runs in
O(n3m) time (wherem is the number of items). It is straightforward to extend the dynamic program
to keep track not only of the values that can be obtained, but also of the bids that need to be accepted
to obtain these values.

16.8.2 Special-Purpose Winner Determination Algorithms

The WDP is NP-hard in general. Nevertheless, if the bids have some structure, then the WDP is
sometimes solvable in polynomial time. For example, suppose that there are only (single-minded)
bids on pairs of items (Rothkopf et al., 1998). Certainly, if multiple bids bid on the same pair of items,
it never makes sense to accept a bid that is not the highest. Hence, we know the value of pairing any
two given items together for sale (namely, the highest bid for that pair), and the only decision left
is which items to pair together. This is a MAXIMUM-WEIGHTED-MATCHING problem, which
can be solved in polynomial time. (This can easily be extended to also allow for bids on individual
items—for example, by adding dummy items.) Unfortunately, if we allow for bids on sets of three
items, the problem becomes NP-hard (by reduction from EXACT-COVER-BY-3-SETS).
As another example, suppose that the items are arranged as the vertices of a graph, and that every

bid is on a bundle of items that constitutes a connected component in the graph. This is always
possible by adding an edge between every pair of items (that is, making the graph a complete graph),
but we will be interested in restricted classes of graphs. In particular, if the graph is a tree or a cycle,
or, more generally, has bounded treewidth, then the WDP can be solved in polynomial time using
dynamic programming (Sandholm and Suri, 2003; Conitzer et al., 2004). To use a result like this, we
can either collect the bids first and then find a graph with which they are consistent, or we can specify
the graph beforehand and require all bids to be consistent with this graph. A later result generalizes
this even further by considering hypertree decompositions (Gottlob and Greco, 2007).
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There are various other works on structure that bids may have that makes the WDP easier
(Tennenholtz, 2000; Penn and Tennenholtz, 2000; Sandholm and Suri, 2003). Even if the bidders’
valuations are not likely to have the required structure exactly, one possibility is to force the bidders
to only use bids with this structure. This comes at the loss of some economic efficiency, because
bidders can no longer express their exact valuations; nevertheless, it is generally better than reverting
to single-item auctions.

16.9 The Generalized Vickrey Auction

So far, we have not yet considered how much a winning bidder should pay in a combinatorial
auction. We could simply make such a bidder pay her bid (that is, her reported valuation for the
bundle she won), resulting in a first-price sealed-bid combinatorial auction. As in the case of a
first-price sealed-bid single-item auction, no bidder would ever bid her true valuation function,
since this would guarantee that even if she wins something, she will have a utility of 0. We recall
that an auction is truthful if revealing one’s true valuation function is always optimal, regardless
of the others’ bids. Can we create a truthful combinatorial auction? A natural approach is to try
to generalize the (truthful) second-price sealed-bid (aka. Vickrey) auction to the combinatorial
setting. There are multiple ways in which one can generalize the Vickrey auction. For example,
one can charge a winning bidder the highest other bid that was placed on exactly the same bundle.
To see that this is not a good idea, consider the following example. Suppose that the bids are ({a}, 1),
({b}, 1), and ({a, b}, 5), all from different bidders. The third bidder would win both items, and this
bidder would pay 0, because nobody else bid on the bundle {a, b}. This intuitively feels wrong, since
there was demand for the items from the other bidders. If the third bidder had bid ({a}, 5) instead,
she would have had to pay 1; thus, by bidding formore items, the bidder actually pays less! This also
shows that this particular generalization is not truthful: if the third bidder is in fact interested only
in a, she is still better off bidding on both items, and just throwing b away.
Fortunately, there is another generalization that does work. Let V̂ be the total value of the accepted

bids. Let V̂−i be the total value thatwouldhave resulted if ihadnever entered the auction. (Computing
this requires solving the winner determination problem again, this time without i.) Then, if Si is
the bundle that bidder i wins (possibly the empty bundle), she must pay V̂−i − (V̂ − v̂i(Si)). This
expression is the difference between how much the other bidders would have valued the allocation
that would have resulted if i had never been present, and howmuch they value the current allocation.
(For this reason, it is sometimes said that ipays the externality that she imposes on the other bidders.)
Let us consider the above example with bids ({a}, 1), ({b}, 1), and ({a, b}, 5). If the third bidder had
not been present, the first two bids would have been accepted, so V−3= 2. Hence, bidder 3 pays
2 − (5 − 5)= 2. Let us make the example slightly richer, by adding bids ({c}, 2) and ({a, c}, 5),
again from different bidders. Now, the third and fourth bidders win, for a total value of 5 + 2= 7.
Without the third bidder, the second and fifth bidders would have won, for a total value of 1+ 5= 6.
Hence, the third bidder must pay 6− (7− 5)= 4. Without the fourth bidder, again, the second and
fifth bidders would have won, for a total value of 6. Hence, the fourth biddermust pay 6−(7−2)= 1.
This way of computing payments is usually called the Generalized Vickrey Auction (GVA).

It is sometimes also called the Clarke mechanism, or the VCG mechanism [for Vickrey, Clarke,
and Groves (Vickrey, 1961; Clarke, 1971; Groves, 1973)]. (Clarke and VCG refer to generalizations
beyond auctions.) TheGVAhas several nice properties. For one, it is truthful. To see this, wenote that
bidder i’s eventual utility is vi(Si)−πi= vi(Si)−(V̂−i−(V̂− v̂i(Si)))= vi(Si)+(V̂− v̂i(Si))− V̂−i. It
is impossible for i to affect V̂−i; therefore, i can focus on maximizing vi(Si)+ (V̂ − v̂i(Si))= vi(Si)+∑
j�=i v̂j(Sj). There is only one way in which this expression depends on i’s bid v̂i: her bid affects

the chosen allocation S1, . . . , Sn. Now, if i had complete control over the chosen allocation (which
she does not, but let us suppose for a second that she does), then she would choose the Sj to
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maximize vi(Si)+∑
j�=i v̂j(Sj). The winner determination algorithm, on the other hand, chooses the

Sj to maximize
∑
j v̂j(Sj)= v̂i(Si) +

∑
j�=i v̂j(Sj). The only difference between the two expressions

is that the first uses vi, and the second uses v̂i. But then, if bidder i truthfully reports v̂i= vi, the
two expressions will be the same, and the winner determination algorithm will choose exactly the
allocation that maximizes i’s utility! Hence, the GVA is truthful.
A very observant readermay have noticed that in the proof of truthfulness, the only property of the

payment term V̂−i thatweused is that i cannot affect itwithherbid.Therefore, if truthfulness is all that
we care about, we can replace the term V̂−i in the payment expression with any other term that does
not depend on i’s bid. The mechanisms that can be obtained in this way are theGrovesmechanisms
(the G in VCG). The GVA mechanism, however, does have some additional nice properties that
not all Groves mechanisms have. For one, it satisfies voluntary participation (aka. individual
rationality): a bidder never receives negative utility as a result of participating in the auction, as long
as she bids truthfully. This is because V̂ ≥ V̂−i (if this were false, it would mean that we had chosen
a suboptimal allocation), and hence vi(Si)− πi= vi(Si)+ (V̂ − v̂i(Si))− V̂−i ≥ vi(Si)− v̂i(Si); and
the last expression is zero if i reports truthfully. A final nice property of the GVA is the nondeficit
(aka. weak budget balance) property: at least as much money is collected from the bidders as is
given to them. In fact, no money is ever given to a bidder. This is because V̂−i ≥ V̂ − v̂i(Si)
(V̂ − v̂i(Si) is the value of an allocation that is feasible even when i is not present), and hence
πi= V̂−i − (V̂ − v̂i(Si)) ≥ 0.

16.10 Collusion and False-Name Bidding

The GVA is truthful, so it is not possible for an individual bidder to benefit from misreporting her
valuation function. However, if multiple bidders simultaneously misreport, that is, they collude,
then it is possible that all of them benefit from this. To some extent, this problem occurs even in a
single-item Vickrey auction. For example, suppose that there are three bidders with valuations 1, 3,
and 4. If the third bidder can convince the second bidder not to place any bid, then the third bidder
has to pay only 1 instead of 3. The third bidder may even pay the second bidder 1 for staying out, so
that they each increase their utility by 1 from this. [In general, the colluders need some protocol for
colluding (Graham and Marshall, 1987; Leyton-Brown et al., 2000, 2002), but we will not concern
ourselves with that here.]
Still, there is a limit on what colluders can achieve in a single-item Vickrey auction. For example,

they can never win the item at a price lower than the highest bid by a noncolluder; nor can they
reduce the seller’s revenuebelowwhat the sellerwouldhavemade if the colludershadnotparticipated.
It turns out that in a combinatorial auction, not even these properties are true. For example, consider
a GVA with only two items, a and b. Suppose two bidders have each placed a bid ({a, b}, 1). If these
are the only bidders, then one of them will win, and pay 1. However, let us now suppose that there
are two additional bidders (the colluders): one of them bids ({a}, 2) and the other bids ({b}, 2). The
colluders then win. How much does each colluder pay? If we remove one of the colluders, then
the other colluder still wins—that is, the remainder of the allocation does not change. Thus, each
colluder (individually) imposes no externality on the other bidders, and hence pays 0. The colluders
benefit from this (assuming they have some value for the items they receive), and the auction’s
revenue has actually decreased as a result of the additional bids. More detail on collusion in the GVA
can be found, for example, in work by Ausubel and Milgrom (2006) and Conitzer and Sandholm
(2006).
The same example can also be used to demonstrate a different vulnerability of the GVA. Suppose

that the auction is run in an open, anonymous environment such as the Internet. In such an auction,
it is usually possible for a single bidder to participate in the auction under multiple identifiers
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(for example, e-mail addresses). Thus, given two other bids ({a, b}, 1), a single bidder can place
a bid ({a}, 2) under one identifier, and a bid ({b}, 2) under another identifier. As a result, the
“false-name” bidder will win both items, and, as before, the price charged to each bid is 0. Hence,
bidders sometimes have an incentive to bid under multiple identifiers; that is, the GVA is not false-
name-proof (Yokoo et al., 2001, 2004).
It should be emphasized that this manipulation cannot be performed simply by submitting

multiple bids under a single identifier [for example by bidding ({a}, 2) OR ({b}, 2)]. In this case, to
compute the bidder’s GVApayment, we would remove the bidder’s OR-bid in its entirety, so that the
resulting payment would be 1. In the example where the bidder uses two different identifiers, there
would be no problem if we could tell that the two identifiers correspond to the same real bidder,
because in that case we would remove both identifiers’ bids simultaneously to compute the bidder’s
GVA payment. Unfortunately, it is generally not possible to tell which identifiers were created by
the same bidder.
One may wonder whether we can address some of these problems by using a combinatorial

auction mechanism other than the GVA. It has been shown that any mechanism that avoids these
issues (revenue nonmonotonicity, collusion, and false-name bidding) must have some unnatural
properties (Rastegari et al., 2007). Still, several false-name-proof combinatorial auctionmechanisms
have been designed (Yokoo et al., 2001; Yokoo, 2003; Yokoo et al., 2004). It is also possible to
make the use of multiple identifiers suboptimal by verifying the identities of some of the bidders
(Conitzer, 2007).

16.11 Computationally Efficient Truthful Combinatorial
Auctions

Another problem with the GVA is that it requires us to solve the winner determination problem
to optimality. In fact, to compute the GVA payments, we need to solve up to n additional WDP
instances: for each winning bidder, we need to solve the problem again with that bidder omitted.
[It should be noted that at least in some settings, some of the computational work can be reused
across the different instances (Hershberger and Suri, 2001).] An obvious idea is to not solve the
WDP to optimality, but rather to use an approximation algorithm that returns a solution that is close
to optimal. However, this effectively changes the mechanism, and there is no reason to think that
desirable properties such as truthfulness and voluntary participation will continue to hold (Nisan
and Ronen, 2001).
Let us consider the special case of single-minded bidders. One natural approximation algorithm is

the following. Sort the bids (Si, vi) by vi/|Si|, the per-item value of the bid, in descending order. Then,
consider the bids in this order, and accept any bid that can still be accepted. For example, suppose the
bids are, in sorted order, ({a}, 11), ({b, c}, 20), ({a, d}, 18), ({a, c}, 16), ({c}, 7), ({d}, 6). The algorithm
will accept the first two bids; the next three bids can then no longer be accepted, because one of their
items has already been allocated; finally, the last bid is accepted. The total value of this allocation is
11+20+6= 37 (which is less than the 20+18= 38 that could have been obtained by accepting just
the second and third bids). Now, if we wish to calculate the first bidder’s GVA payment using this
approximation algorithm, wemust remove this bid, and run the algorithm again. After removing the
first bid, the algorithm will actually accept the bids ({b, c}, 20) and ({a, d}, 18), the optimal solution.
Hence, the first bidder’s (approximated) GVA payment is 38 − (37 − 11)= 12. This is more than
the bidder’s valuation! It follows that this approximation of the GVA mechanism does not satisfy
voluntary participation (and hence it is also not truthful, because the bidder would have been better
off bidding 0).
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However, we can use this approximation algorithm for the WDP to obtain a truthful mechanism
that satisfies voluntary participation: we just need to compute the payments somewhat differ-
ently (Lehmann et al., 2002). For each winning bid, consider the first bid in the sorted list that was
forced out by this bid. The ratio vi/|Si| for that bid is what the winning bid must pay per item. For
example, in the above instance, the first bid forced out by the winning bid ({a}, 11) is ({a, d}, 18).
Hence, the bid ({a}, 11) pays 18/|{a, b}| = 9 per item—and since it wins only one item (a), that
means it pays 9. As for the winning bid ({b, c}, 20), the first bid forced out by it is ({c}, 7) (it is not
({a, c}, 16), because this bid was already forced out by ({a}, 11)), so the bid pays 7/|{c}| = 7 per item,
and since it wins two items, it pays 14. The final winning bid, ({d}, 6), forces no other bids out and
hence pays 0. Given that bidders are single-minded, this mechanism satisfies voluntary participation
and truthfulness (each winning bidder pays the lowest amount that they could have bid while still
winning).
The above approximation algorithm for the WDP has a worst-case approximation ratio ofm, the

number of items. If we sort the bids by vi/
√|Si| instead, then the approximation ratio is improved

to
√
m.

There is a significant body of work on computationally efficient truthful combinatorial auctions:
see, for example, Nisan and Ronen (2000); Mu’alem and Nisan (2002); Bartal et al. (2003); Archer
et al. (2003); Dobzinski et al. (2006); Bikhchandani et al. (2006); Dobzinski and Nisan (2007a,b).

16.12 Iterative Combinatorial Auctions and Preference
Elicitation

In a perfect world, every bidder would have a valuation function that can be concisely expressed
in the bidding language of the combinatorial auction. Unfortunately, in reality, this is often not
the case. This does not mean that bidders usually submit extremely long bids (such as an XOR
of 2m − 1 bundles): this is too impractical, not only because it requires the communication of an
exponential amount of information, but also because determining one’s valuation for a given bundle
is generally a nontrivial task. Instead, bidders bid on a few bundles on which they think their bids
will be competitive. But they may not know exactly on which bundles they would be competitive,
and if they do not bid on the right bundles, this results in decreased economic welfare.
A potential remedy for this is to, during the auction, give the bidders feedback on how they are

doing in the auction. This means that we must abandon the sealed-bid format, and instead consider
iterative auction mechanisms. We have already seen some examples of iterative auctions in the
single-item context, namely the English, Japanese, and Dutch auctions. For example, in the English
auction, a bidder knows if she is currently winning, and if she is not, she can choose to raise her bid.
The English and the Japanese auctions are ascending auctions.
It turns out that we can also create ascending combinatorial auctions. As an example, let us study

the iBundle ascending combinatorial auction (Parkes and Ungar, 2000). This auction maintains,
for each bidder i, for each bundle S, a current price pi(S). In each round of the auction, the bidder
is supposed to choose the bundle(s) most attractive to her at her current prices, that is, the set
argmaxS vi(S)− pi(S), and bid pi(S) on these bundles. The exception is if vi(S)− pi(S) < 0 for every
bundle S, in which case the bidder is supposed to drop out. If a bidder follows this strategy, she is said
to bid straightforwardly. At the end of the round, the winner determination problem is solved with
the submitted bids. Then, for every active bidder i that is not winning anything, for every bundle
S that she bid on, the price pi(S) is increased by some predetermined amount ε. Eventually, there
will be a round where every active bidder wins something, and at this point the auction terminates
with the current allocation and payments. This auction is known to have some nice properties:
for example, if the bidders’ valuations satisfy a condition known as buyer submodularity, then
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straightforward bidding is an ex-post equilibrium, and the GVA outcome results (Ausubel and
Milgrom, 2002). Informally, buyer submodularity means that the more bidders are already present,
the less having additional bidders adds to the final allocation value. Strategies are said to be in
ex-post equilibrium if for each bidder i, it is optimal to follow the strategy, assuming that the other
bidders follow their strategies (but regardless of what the other bidders’ valuations are). Numerous
other iterative combinatorial auctions have been proposed [for an overview, see (Parkes, 2006)], and
inherent limitations of this approach have also been studied (Blumrosen and Nisan, 2005).
More generally, the auctioneer can sequentially ask the bidders various queries about their

valuation functions, until the auctioneer has enough information to determine the final outcome.
If the final outcome is (always) the GVA outcome, then responding truthfully to the auctioneer is
an ex-post equilibrium. This flexible query-based approach is generally referred to as preference
elicitation (Conen and Sandholm, 2001). Common queries include value queries (“What is your
valuation forbundleS?”) anddemandqueries (“Given theseprices,whichbundle(s) doyouprefer?”).
Demand queries can use either item prices, where the price for a bundle is the sum of the prices
of the individual items, or bundle prices, where each bundle has a separate price (as we saw in
the iBundle auction above). For some restricted classes of valuation functions, it has been shown
that a polynomial number of queries suffices to learn a bidder’s valuation function completely (if
we assume that the valuation function lies in that class). For example, a valuation function can be
elicited using a number of (bundle-price) demand queries that is polynomial in the length of the
function’s XOR-representation (Lahaie and Parkes, 2004), though in general an exponential number
of queries is required if only item prices (and value queries) are allowed (Blum et al., 2004). Various
other results have been obtained on classes of valuation functions that can(not) be elicited using a
polynomial number of queries (Zinkevich et al., 2003; Santi et al., 2004; Blumrosen and Nisan, 2005;
Conitzer et al., 2005; Lahaie et al., 2005).
Without any restrictions on the valuation functions, negative results are known: for example, solv-

ing thewinner determinationproblem in general requires an exponential amount of communication,
regardless of what types of query are used (Nisan and Segal, 2005).

16.13 Additional Topics

In this final section,wemention a fewadditional topics andprovide some references for the interested
reader.
There are several important variants of (combinatorial) auctions, including (combinatorial)

reverse auctions and (combinatorial) exchanges. In a reverse auction, the auctioneer seeks to buy
one or more items, and the bidders submit bids indicating how much they need to be compensated
to provide the items. In an exchange, bidders can act as buyers as well as sellers. While these
variants display some significant similarities to regular (forward) auctions, there are also important
differences (Sandholm et al., 2002).
Quite a few researchers have tried to generalize Myerson’s expected-revenue maximizing auction

to combinatorial auctions; this turns out to be surprisingly difficult (Avery and Hendershott, 2000;
Armstrong, 2000; Conitzer and Sandholm, 2004; Likhodedov and Sandholm, 2004, 2005). A different
take on this problem is to design competitive auctions, which obtain a revenue that is within a factor
of the revenue that can be obtained with a single sale price (Goldberg et al., 2006).
A final important direction is the design of online auctions. “Online” here does not refer to

Internet auctions; rather, it refers to settings in which the bidders arrive at and depart from the
auction over time, and allocation decisions must be made before all the bidders have arrived. (More
detail can be found in, for example, Lavi and Nisan, 2000; Awerbuch et al., 2003; Blum et al., 2003;
Friedman and Parkes, 2003; Kleinberg and Leighton, 2003; Hajiaghayi et al., 2004, 2005; Bredin and
Parkes, 2005; Blum et al., 2006; Babaioff et al., 2007; Hajiaghayi et al., 2007; Parkes andDuong, 2007.)
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17.1 Introduction

This chapter concerns the generation ofpseudorandomsequences and the role of these sequences in
stream ciphers. Pseudorandom sequences are also used in various probabilistic algorithms that arise
in cryptography. In this latter context, however, the role of pseudorandomness is essentially the same
as in other probabilistic algorithms and we leave this aspect of pseudorandomness to other chapters.
The only completely secure cryptosystem is the one-time pad. In this private key system the

message alphabet is the integersmodulo an integerm. The key or keystream is a sequence of symbols
from themessage alphabet generated uniformly independently at random. The key is known to both
the sender and receiver. To encrypt a message, the key is added to the message symbol by symbol
modulom. From the point of view of Shannon’s information theory this system is unconditionally
secure. That is, an adversary who knows any subset of the symbols of the key (or, equivalently,
any set of known plaintext/ciphertext pairs) can determine any other symbol of the message with
probability no better than guessing. Such a system is further advantageous because encryption is as
fast as the method of generating the random symbols. The drawback is that sharing the key between
the sender and the receiver is no easier than sharing the message, since the key is as large as the
message. Thus the one-time pad is only practical when the sender and receiver have access to a
secure channel at some point (when they can share the key) and plan to use an insecure channel to
share a message at some later time. Such situations are rare.
A stream cipher uses a pseudorandom sequence as the keystream in place of a truly random one.

By pseudorandom we mean that the key is apparently random by various criteria that are related
to the effectiveness of the system. Since the actual encryption is simple and well understood, the
issues surrounding the effectiveness of a stream cipher have to do mainly with the generation of
keys. The symbols of the key must be difficult to determine from a subset of the symbols and the
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key must be efficiently generated. There is widespread belief in the cryptographic community that
stream ciphers are less secure than either well-designed block ciphers or public key systems. Thus
they are considered practical only if they achieve much higher speed. We stress, however, that the
relative security of types of cryptosystems is largely a matter of belief, often depending on unproved
complexity theoretic assumptions.
Stream ciphers can be implemented either in hardware, which has the advantage of speed of

execution, or in software, which has the advantages of speed of implementation and portability. The
choice often affects the choice of message alphabet. A binary alphabet is typically used in hardware
implementations. An alphabet of size 256 is often used in software implementations. In much of this
chapter we treat the case of stream ciphers based on binary sequences, since this case has been more
extensively studied. In many instances the analysis is considerably simpler with binary sequences.
Also, hardware implementations are essentially finite state devices. Their output sequences are thus
eventually periodic and this is often an assumption about the sequences used in stream ciphers.
As with most cryptography there are two aspects to the study of stream ciphers: their design and

their cryptanalysis. Of course there is a relationship. Stream ciphers must be designed to resist any
general cryptanalytic attacks and the cryptanalysis of a system depends on its design.

17.1.1 Classification and Modes of Stream Ciphers

In the greatest generality a stream cipher is a parametrized nonterminating finite automaton with
output. More precisely, it consists of

1. A state spaceA, a key spaceK, and a message alphabetM
2. A state change function F : K ×A×M→ A
3. An output function g : K ×A×M→M

For a givenmessage sequence x0, x1, . . . ∈M, initial stateα0 ∈ A, and key k ∈ K, the stream cipher
generates a state sequence and output (i.e., ciphertext) sequence by

αi+1 = F (k,αi, xi)
yi = g (k,αi, xi).

Most commonly
g(k,α, x) = x+ h(k,α) mod m,

where M is the integers modulo an integer m. In this case the sequence zi = h(k,αi) is called the
keystream and the pair (F, h) is called a keystream generator.
Keystreamgeneratorsmaybeclassifiedassynchronousorself-synchronizing.Inaself-synchronizing

generator the state depends on the previous few output symbols,

αi+1 = F
(
yi, . . . , yi−r+1

)
.

In effect the state consists of the previous r output symbols. The advantage of such a system is that
if symbols are lost, then the receiver can resynchronize after r output symbols have been received.
The disadvantage is that distorted symbols cause error propagation for r symbols.
In a synchronous generator the keystream is independent of the message sequence. That is,

F : K ×A→ A. Synchronous generators are unable to recover from lost symbols without resetting
to an initial state. However, an external mechanism can be added to solve the synchronization
problem. Distorted symbols result in no error propagation. Nonetheless, in most applications using
noisy channels it is likely that an underlying error correction mechanism will be used. Synchronous
generators are the most commonly used stream ciphers.



Pseudorandom Sequences and Stream Ciphers 17-3

Synchronous generators are often restricted to one of two special cases. In counter mode, αi+1 =
F(αi) and zi = h(k,αi). An example of a counter mode generator is the cyclotomic generator,
described below. In output feedback mode, αi+1 = F(k,αi) and zi = h(αi). Most of the feedback
register based generators described in this chapter run in output feedback mode.

17.2 Underlying Principles

Themathematical tools used to study cryptographically strong pseudorandomsequences are algebra,
information theory, and probability theory. In this section various formalizations of the notion of
randomness are described. We also describe the structure and analysis of linear feedback shift
registers. These are fundamental building blocks in the design of keystream generators. Of particular
importance in this analysis is the theory of finite fields [22,23].

17.2.1 Randomness

There are several different notions of randomness that have been applied to sequences. These include
information theoretic randomness, statistical randomness, unpredictability (a complexity theoretic
notion), and Kolmogorov complexity. The first three have the greatest relevance for cryptography,
and we describe them in more detail next.

17.2.1.1 Information Theoretic Randomness

The mathematical analysis of cryptographic systems was initiated by Shannon’s invention of infor-
mation theory [37]. Shannon’s approach was to analyze the information that can be derived about a
systemby an adversarywhohas unlimited computational resources. The analysis is probabilistic. The
cryptanalyst has a known ciphertext and knows the probability distribution of plaintexts, keys, and
ciphertexts. The a priori distribution on the plaintexts arises by assuming they lie in some restricted
class of strings such as a natural language. By conditioning this distribution on the known cipher-
text, a new distribution on plaintext is determined. The cryptanalyst is successful if one plaintext has
conditional probability close to one.
Let X be a discrete random variable whose distribution is given by pi = Pr(X = i). The entropy

of X is defined by

H(X) = −
∑
i,pi �=0

pi log
(
pi
)
.

The entropy is ameasure of uncertainty aboutX. Shannongave a set of properties that the uncertainty
intuitively should have and proved that the so-defined entropy function is the unique function that
has them. For any X, H(X) ≤ log(n), with equality if and only if pi = 1/n for all i. The notion of
entropy also plays a role in compression. It is a lower bound on the average number of bits required
to encode a finite set. An introduction to information theory and its role in coding theory and
cryptography can be found in the book by Welsh [38].
If X and Y are two random variables, the notion of entropy extends naturally to the joint entropy

H(X,Y), the conditional entropy H(X|Y) (the uncertainty about X if Y is known), and the mutual
information

I(X;Y) = H(X)−H(X|Y)

between X and Y (the information common to X and Y). If I(X;Y) = 0, then X and Y are
independent, so Y reveals nothing about X. Conversely, if I(X;Y) = H(X), i.e., is maximal, then
H(X|Y) = 0 so there is no uncertainty about X when Y is known.
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Now consider the case of a cryptosystem. Suppose that Xn = x1, x2, . . . , xn is an n-bit plaintext,
K is a key, and Yn = y1, y2, . . . , yn is the corresponding n-bit ciphertext. In general,

H
(
K|Yn) = H (

Xn|Yn)+ H (
K|Xn,Yn) .

If I(Xn;Yn) = 0, then the ciphertext reveals nothing of the plaintext and the system is said to have
perfect secrecy. In this case

H(K) ≥ H (
K|Yn) ≥ H (

Xn|Yn) = H (
Xn

)
.

Thus the uncertainty about the key must be at least as great as the uncertainty about the plaintext. It
follows that the average length of the minimal length encoding of the key must be at least as great as
that of the plaintext. That is, to achieve perfect secrecy the key must be as long as the plaintext. This
is a fundamental limit on the power of private key encryption.
At the other extreme, if I(Xn;Yn) is asymptotic to H(Xn), then for long enough plaintexts

knowledge of the ciphertext essentially determines the plaintext and the system can be broken
(although it still may require an exhaustive search to find the plaintext).
In the intermediate cases 0 < I(Xn;Yn) < rH(Xn) for somepositive constant r < 1. For arbitrarily

long messages there is some uncertainty about the plaintext. It follows that

H
(
K|Yn) > (1− r)H (

Xn
)

is bounded away from zero. Such a cryptosystem is called ideally secure. This means that the key
can never be determined from the ciphertext with perfect certainty. However, the uncertainty may
be small enough that significant portions of the plaintext are revealed.
Shannon also defined a measure of how much ciphertext is necessary to determine the key. The

unicity distance nu is theminimum length n such thatH(K|Yn) ∼ 0. Under reasonable assumptions,
we have

nu = H(K)

1− h ,
where h is the information rate of the plaintext (so 1− h is the redundancy).

17.2.1.2 Statistical Randomness

A sequence is statistically random if various statistical properties are close to those of a truly
random sequence. The failure of these properties to hold does not necessarily lead directly to a
cryptanalytic attack. However, such failure is reason for concern that an attack may be found in
the future. Following are some of the randomness criteria that have been considered for periodic
binary sequences. Let a = a0, a1, a2, . . . denote such a sequence. Its period, denoted ρ(a), is the least
positive integer n such that ai = ai+n for every i. The period of a keystream must be large.

17.2.1.2.1 Balance
A sequence is balanced if the number of occurrences of 0 equals the number of occurrences of 1 in
each period. In the extreme, a highly unbalanced sequence allows a cryptanalyst to read most of a
message either directly or by complementing all bits. In less extreme cases, unbalanced sequences
have been shown to leak essential information [18]. Of course if ρ(a) is odd, then a cannot be
perfectly balanced.

17.2.1.2.2 Subsequence Distribution
If r is any integer, we can count the number of occurrences of each binary r-tuple b0, . . . , br−1 in
a period of a (more precisely, we count the number of indices i such that 0 ≤ i ≤ n − 1, and
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ai = b0, a1 = bi+1, . . . air−1 = br−1). It is desirable that the distribution of occurrences be close to
uniform. A sequence of period 2r such that every binary r-tuple occurs exactly once in a period is
known as a de Bruijn sequence.

17.2.1.2.3 Autocorrelations
The autocorrelation with shift τ of a is defined as

Asma(τ) =
ρ(sma)−1∑
i=0

(−1)ai+ai+τ ,

or, equivalently, the number of bits in one period of a and a τ shift of a that are equal minus the
number of bits that are not equal. If a is independent of its τ shift, then the autocorrelation is zero,
while if for each i, ai determines ai+τ, then the autocorrelation is plus or minus ρ(a). Thus the
autocorrelation measures the extent to which a sequence is independent of its shifts. The failure of
the autocorrelation to be close to zero can sometimes be used to derive essential information about
a cryptosystem.

17.2.1.2.4 Run Property
A run in a sequence is a maximal subsequence consisting of only zeros or only ones. A binary
sequence can be thought of as a series of runs of varying lengths. A sequence has the run property
if the distribution of runs is close to what would be expected of a truly random sequence. If a run
starts at position i, then it has length r with probability 2−r .

17.2.1.2.5 Nonlinearity
Generally, linearity can be exploited in constructing cryptanalytic attacks. Thus, loosely speaking,
the sequence should not exhibit linear structure. This statement can be interpreted in various ways.
For example, the sequence defines a function from its set of indices to {0, 1}. Whenever we interpret
the index set as an algebraic structure (say, modular integers or a finite field), this function should
be highly nonlinear. Various approaches have been taken to defining the degree to which such a
function is nonlinear.
A Boolean function f on n bits satisfies the strict avalanche criterion (or SAC) if f (x̄)+ f (x̄ + ȳ)

is a balanced function of x̄ for every ȳ with ||ȳ|| = 1. Here ||ȳ|| denotes the number of ones in ȳ,
known as its Hamming weight. That is, changing any single bit of the input to f gives a function
that is uncorrelated with f . The function f satisfies SAC(k) if holding any k bits constant results in
a function that satisfies SAC. Preneel et al. gave conditions under which various SAC(k) hold [28].
More generally, f satisfies the propagation criterion of degree k if f (x̄) + f (x̄ + ȳ) is a balanced
function of x̄ for every ȳ with 1 ≤ ||ȳ|| ≤ k.
The Walsh transform of f is defined as

F̂(w̄) =
∑
x̄

(−1)f (x̄)+w̄·x̄.

Parseval’s theorem says that ∑
w̄

(
F̂(w̄)

)2 = 22n.

A function is bent if each Walsh transform achieves exactly the average value implied by Parseval’s
theorem, ∣∣∣F̂(w̄)

∣∣∣ = 2n/2

for every w [30]. That is, the maximum correlation of f with a linear function is as small as possible.
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The notions of correlation immunity and the degree of algebraic nonlinearity are described in
subsequent sections.

17.2.1.3 Unpredictability

In a very different attempt to define a notion of randomness suitable for cryptography, Yao [39]
and Blum and Micali [3] considered what would make it effectively impossible for an adversary to
determine the next bit of a sequence if a prefix were known. The adversary in their model is assumed
to have limited resources, so their definition of unpredictability is complexity theoretic.
In Blum and Micali’s model a generator G inputs a security parameter n and a random number

0 ≤ i < 2n and outputs a pseudorandom bit sequence a. Such a generator is a cryptographically
strong pseudorandom bit generator or CSPRB generator if the following hold.

1. The bits aj are easy to generate. That is, it should take time polynomial in n to output the
jth bit.

2. The bits are unpredictable. Given G, n, and a0, . . . , aj−1, but not i, it should be compu-
tationally infeasible to predict aj with probability significantly greater than 1/2.

More precisely, suppose the output from G has length p(n) if n is the security parameter.
A predicting family is a polynomial (in n) size family of circuits

C =
{
Cjn : j < p(n)

}
such that each Cjn has j inputs and one output. If the input is a0, . . . , aj−1, and the output is d, let Pj,i
be the probability that d = aj. Then G passes the next bit test C if for every polynomial q(n), every
large enough n, every j < p(n), and every i < 2n,

Pj,i <
1
2
+ 1
q(n)

.

A generator is perfect if it passes all polynomial size next bit tests. A different, but equivalent,
formulation was given by Yao. In Section 17.3.3, we describe Blum and Micali’s construction of a
generator that passes the next bit test assuming the hardness of the discrete log problem.

17.2.2 Feedback Shift Registers

Many devices that are proposed for generating cryptographically strong pseudorandom sequences
are based on linear feedback shift registers or LFSRs for short [14]. An LFSR of length r has an r-bit
state vector that is updated by shifting by one position and filling the vacated position by a linear
function of the previous state. More specifically, if we let the state be ā = (a0, . . . , ar−1), ai ∈ {0, 1},
then there is a linear feedback function

f (ā) =
(r−1∑
i=0
ciai

)
mod 2,

where each ci is a bit. The state is updated by replacing ā with (a1, . . . , ar−1, f (ā)). A diagram of an
LFSR is given in Figure 17.1.
In hardware the state change can be thought of as tapping the cells whose corresponding cis equal

1 and adding the values modulo 2. Thus LFSRs are extremely fast, especially when implemented in
hardware and when the number of tapped cells is small. They can be designed to generate sequences
of large period—up to 2r − 1. A sequence of period 2r − 1 output by an LFSR of length r is called
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a0 a1 ar – 1

cr – 1c1
f

c0

FIGURE 17.1 Linear feedback shift register.

an m-sequence. These sequences have many of the desirable statistical properties mentioned in
Section 17.2.1.2. They are optimally balanced for odd period sequences. Every subsequence of length
t ≤ r occurs 2r−t times, except the all-zero subsequence which occurs 2r−t − 1 times. The shifted
autocorrelations all equal −1. The distribution of subsequences of each length up to r is nearly
uniform and the distribution on runs is nearly perfect.
There is a useful algebraic theory of LFSRs. To describe this, some algebraic background is needed.

If q = 2r , then there is a unique finite field with q elements, called GF(q). An element α of GF(q)
is called primitive if every nonzero element of GF(q) is a power of α. (Compare to Section 10.5 of
Chapter 10 of this book). Primitive elements exist in every GF(q). The minimal degree polynomial
with coefficients in GF(2) = Z/2Z = {0, 1} for which α is a root is called a primitive polynomial.
We also need the trace function, defined by

Trr1(x) = x+ x2 + x4 + · · · + x2
r−1
.

The trace function maps GF(q) to GF(2), is nonzero, and is GF(2)-linear, thinking of GF(q) as a
vector space over GF(2). In fact, every such linear function is of the form x '→ Trr1(γx) for some
γ ∈ GF(q). These notions generalize to a settingwhere the base fieldGF(2) is replaced by an arbitrary
finite field of arbitrary characteristic. This makes it possible to extend the following analysis of LFSR
sequences to LFSRs whose entries lie in an arbitrary finite field.
We can associate to any eventually periodic sequence a the generating function

g(x) =
∞∑
i=0
aixi.

We can associate to any LFSR with feedback function
∑r−1
i=0 ciai the connection polynomial

q(x) =
r∑
i=1
cr−ixi − 1.

These are defined over GF(2). Then g(x) is a rational function and, when represented as a quotient
of two relatively prime polynomials, the denominator is the connection polynomial of the smallest
LFSR that outputs a. An LFSR sequence is an m-sequence if and only if the connection polynomial
is primitive. The period of a is the least n such that g(x) divides xn − 1. Also, it can be shown
that if the connection polynomial of an LFSR is irreducible, then there are elements γ,α ∈ GF(2r)
such that

ai = Trr1
(
γαi

)
.

The sequence a is an m-sequence if and only if α is primitive. It is these algebraic structures that
make it possible to analyze many of the statistical properties ofm-sequences mentioned above.
Despite their nice statistical properties m-sequences are cryptologically weak. This is due to the

linearity of the feedback function and the associated algebraic structures.
If a is any sequence, then the size of the smallest LFSR that outputs a is called the linear span or

linear complexity of a. We denote this quantity by λ(a). There is an algorithm, due to Berlekamp
and Massey [24] which, given 2λ(a) bits of a sequence, outputs a description of a minimal length
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BERLEKAMP–MASSEY (a)

1 input ais until the first nonzero ak−1 is found

2 g ← ak−1 · xk−1

3 pk−1 ← 0
4 qk−1 ← 1
5 m ← k − 1

6 pk ← xk−1

7 qk ← xk−1 + 1
8 while there are more bits
9 do input a new bit ak

10 g ← g + akxk

11 if g · qk ≡ pk

(
modxk+1

)
12 then qk+1 ← qk
13 pk+1 ← pk

14 else qk+1 ← qk + xk−mqm

15 pk+1 ← pk + xk−mpm

16 if deg
(
qk+1

)
> deg

(
qk

)
17 then m ← k
18 k = k + 1
19 return qk , pk

FIGURE 17.2 The Berlekamp–Massey algorithm.

LFSR that generates a. This algorithm is given in Figure 17.2. At the kth stage the best rational
representation of the generating functionmodulo xk is found. Details of the proof that the algorithm
achieves this and converges in 2λ(a) steps were given byMassey [24]. Furthermore, the Berlekamp–
Massey algorithm can be made efficient by computing the product in step 11 from previous values
in linear time. Thus if the algorithm examines T bits of a sequence, then it runs in time O(T2).
If the period of a sequence is exponentially larger than its linear span, then this time is quite small.
This is the case for m-sequences. Thus LFSRs are unsuitable for generating sequences for stream
ciphers. Moreover, sequences generated by other means must have large linear span or they will still
be susceptible to the Berlekamp–Massey algorithm.
Amajor goal of research on streamciphers has been to design efficient keystreamgeneratorswhose

output has large linear span. Despite the cryptographic weakness of LFSRs, their speed, simplicity,
and ability to be analyzed make them important building blocks for stream ciphers. They are useful
as well in other areas such as spread spectrum systems, radar systems, and Monte Carlo simulation.
Many variations on LFSRs have been proposed that gain cryptographic strength by introducing
some nonlinearity. Several of these are described in Section 17.3.
It has long been known that a small change in a sequence can result in an enormous change in the

linear span. For example, the all 0 sequence has linear span 0, but if we change every nth position to
a 1, then the resulting sequence has linear span n (any register of length less than n that outputs this
sequence must reach an all 0 state, and will output all 0s from then on, which is a contradiction).
Suppose a is any sequence of period n and b is another sequence with the same period that differs
from a in a small number k of bits per period. If a cryptanalyst is given a prefix ū = a0, . . . , am−1 of
a, she can run the Berlekamp–Massey algorithm for every m-tuple that differs from ū in at most k
positions. Among the resulting generators will be one that outputs b, although it may be problematic
deciding which generator to select. This led Ding et al. [10] to define the sphere complexity. Let
O(a, k) be the set of sequences of period n that differ from a in at least 1 and at most k positions.
Then the sphere complexity of a is defined as

SCk(a) = min
smb∈O(sma,k)

λ(b).
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Although less important than the linear span, it is desirable that the sphere complexity of a sequence
be large.
LFSRs canbegeneralized to feedback registerswhose entries are elements of anarbitraryfixedfinite

field GF(q). The coefficients ai are arbitrary elements of GF(q). Such a register outputs a sequence
of elements of GF(q). Essentially everything we have said about LFSRs applies in this more general
setting, although some slight modification is necessary in steps 14 and 15 of the Berlekemp–Massey
algorithm.

17.3 State of the Art

The importance of cryptanalysis is threefold. First, it reveals weaknesses in existing systems so
that users know what to avoid. Second, it provides a limited means of certification: users are
more confident in a system that has withstood attack for a reasonable time. This is important
in an area where formal proofs of security seem unlikely and systems often intentionally defy
formal analysis. Third, the study of cryptanalysis often reveals general principles for the design
of future cryptosystems. In addition to the Berlekamp–Massey algorithm there have been several
general methods of cryptanalysis of stream ciphers. In Section 17.3.1 we discuss correlation attacks
[12,26,36] and 2-adic rational approximation [20].
The ultimate goal of research on stream ciphers is to provide fast methods of securely transmit-

ting data. Methods that have been proposed in recent years include feedback shift register based
methods such as nonlinear filter generators [15]; nonlinear combiners [31]; clock-controlled shift
registers [13]; shrinking generators [7]; and cyclotomic generators [9]. There have also been several
recent proposals of generators that are not based on shift registers, and are suitable for software
implementations. These include RC4 and SEAL [29]. In Section 17.3.2 we survey these approaches.
In contrast to public key cryptosystems, the theoretical foundations of stream ciphers are generally

weak or only weakly connected to practice. In Section 17.3.3 we discuss complexity theoretic models
for stream cipher security [3,39]; and models for security against broad generalizations of the
Berlekamp–Massey algorithm [19].

17.3.1 Cryptanalysis

In this section we describe general methods of cryptanalyzing stream ciphers.

17.3.1.1 Correlation Attacks

Consider a situation in which one or more feedback registers are made to interact to produce an
output sequence. Suppose a cryptanalyst knows the structure of the feedback registers and how
they interact but not the start states. This is a typical arrangement when keystream generators are
implemented in hardware. The goal of the cryptanalyst then is to determine the initial states of the
registers from a known segment of key stream. If the generator is constructed so that the state is
large enough, then an exhaustive search is infeasible. The idea behind a correlation attack is to find
statistical correlations between keystream bits and state bits. These correlations can then be used to
improve searches for the initial states. Typically, exhaustive search is performed on the start state of
one of the underlying registers until the correlations match the prediction.
This general framework has been used to attack combination generators, nonlinear filter genera-

tors, and various clock-controlled shift registers. These attacks are described in greater detail in the
sections below on the specific generators.
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17.3.1.2 2-Adic Rational Approximation

The method of 2-adic rational approximation is based on a class of feedback registers invented by
Goresky and Klapper [20] that is analogous to LFSRs. These registers, called feedback with carry
shift registers or FCSRs, are based on algebra over the integers and 2-adic numbers just as LFSRs are
based on algebra over polynomials and power series. An FCSR of length r has an r-bit state vector
ā = (a0, . . . , ar−1) plus an integer memorym. The state is updated similarly to that of an LFSR, but
the addition is performed as integers rather than modulo 2. The low bit is fed back to the register
and the high bits are retained inm as a carry to the next state change. More precisely, there is a linear
feedback function

f (ā,m) = m+
r−1∑
i=0
ciai,

where each ci is a bit. The state is updated by replacing ā with(
a1, . . . , ar−1, f (ā,m) mod 2

)
and replacingm by ⌊

f (ā,m)/2
⌋
.

A diagram of an FCSR is given in Figure 17.3.
FCSRs are very simple and fast devices that can output sequences that are exponentially larger

than the size of the register. There are many analogies between LFSRs and FCSRs. Associated with
the output sequence a is the 2-adic number

α =
∞∑
i=0
ai2i.

The algebra of 2-adic numbers is like that of power series, but addition and multiplication are
performedwith carry tohigher terms insteadofmodulo2.Associatedwith theFCSR is the connection
number

q =
r∑
i=1
cr−ixi − 1.

An FCSR sequence is always eventually periodic. The associated 2-adic number α is rational, and q
is the denominator of a rational representation of α. Thus the cryptanalytic problem of finding the
smallest FCSR that outputs a given sequence is equivalent to the problem of finding the minimal
rational representation for a 2-adic number. This problem was solved by de Weger’s algorithm. An
adaptive version appears in [20], where the notion of 2-adic span (the minimal number of bits of
storage used by an FCSR that outputs a) is defined. As with linear span, in order for a sequence
to be cryptographically strong it must have large 2-adic span. It was further shown that sequences
generated by summation combiners (see Section 17.3.2.1) have relatively low 2-adic span. Various

a0 a1

c0 c1 cr – 1

ar – 1 m

Σ

FIGURE 17.3 Feedback with carry shift register.
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generalizations of FCSRs have been proposed by exploiting known generalizations of the algebra of
2-adic numbers.
Despite this cryptanalysis, maximal period FCSR sequences (ones for which 2 is a primitive

root modulo the connection number) have many desirable statistical properties. Their periods are
exponentially larger than the sizes of their generators, they are balanced, their arithmetic correlations
vanish, and they are nearly de Bruijn sequences. Thus they are potential substitutes form-sequences
as building blocks for keystream generators.

17.3.2 Keystream Generation

In this section we survey various methods of generating sequences for stream ciphers. Much of the
research in this area has concentrated on generating sequences with large linear span and immunity
to correlation attacks.

17.3.2.1 Linear Congruential Generators

Linear congruential generators are often suggested as pseudorandom generators because they are
simple, have large period, and are readily available on computer systems. However, they are highly
linear and hence are cryptographically weak.
A linear congruential generator is determined by an integer modulus, m, and a pair of integers,

u and v, with 0 < u < m and 0 ≤ v < m. A sequence of integers a0, a1, a2, . . . is generated by
choosing a0 arbitrarily and computing

an = uan−1 + v mod m.

If v is relatively prime tom and u has maximal order modulom (that is, ui = 1 mod m only ifφ(m)

divides i, where φ is Euler’s function), then this sequence has maximal period φ(m).
Several attacks on linear congruential generators have appeared in the literature. The one due to

Boyar assumes that u, v, and m are unknown and the cryptanalyst does not know the log(log(m))

low order bits of each an [4]. Lagarias and Reeds have described an attack on a generalization of the
linear congruential generator in which the linear function is replaced by an arbitrary polynomial.

17.3.2.2 Nonlinear Combiners

A nonlinear combiner takes the outputs from a set of k LFSRs and combines them with a nonlinear
function h : GF(2)k → GF(2). We denote by aj the output from the jth LFSR. Then the output b of
the nonlinear combiner is the sequence whose ith bit is bi = h(a1i , . . . , aki ). A diagram of a nonlinear
combiner with k = 2 is given in Figure 17.4.

a1
0 a1

1

a2
0 a2

1

c1
1c1

0

c2
0 c2

1

c1
r

1
–1

a1
r

1
–1

a2
r

2
–1

c2
r

2
–1

h

f2

f1

FIGURE 17.4 Nonlinear combiner.



17-12 Special Topics and Techniques

The Geffe generator is a special case using three LFSRs. The output from the third register is
used to select between the first two. That is, h(a1, a2, a3) = a3a1 ⊕ (¬a3)a2. The period of the Geffe
generator is n1n2n3 and the linear span is

λ
(
a1
)
λ
(
a3
)+ λ

(
a2
) (
1+ λ

(
a3
))
.

However, state information is leaked since

Prob
(
h
(
a1, a2, a3

) = a1) = Prob
(
h
(
a1, a2, a3

) = a2) = 3
4
.

Another special case is the threshold generator. This generator combines k LFSR sequences by
outputting a 1 if and only if the majority of the outputs are 1. That is,

h
(
a1, . . . , ak

)
=

⎧⎪⎨⎪⎩ 1 if
k∑
i=1
ai >

k
2

0 otherwise.

In case k = 3 the period is n1n2n3 and the linear span is

λ
(
a1
)
λ
(
a2
)+ λ

(
a2
)
λ
(
a3
)+ λ

(
a1
)
λ
(
a3
)
.

Once again, however, there is a positive correlation between the output sequenceb and each sequence
ai. Specifically, the mutual information I(b; ai) is 0.189 bits.
In the general case it is known that the period is bounded by

ρ(b) ≤ lcm
(
ρ
(
a1
)
, . . . , ρ

(
ak
))

and the linear span is bounded by

λ(b) ≤ h∗
(
λ
(
a1
)
, . . . , λ

(
ak
))

,

where h∗ is h thought of as a polynomial over the integers [32]. Further, Key [17] showed that these
inequalities become equalities when the a j are m-sequences with relatively prime periods. These
results generalize to sequences over arbitrary finite fields.
Nonlinear combiners can be further generalized by allowing the combining function to retain a

small amount of memory, saym bits. Such a combiner is specified by a pair of functions,

h : GF(2)k × GF(2)m → GF(2)

and

u : GF(2)k × GF(2)m → GF(2)m.

Thus if the state of the memory is c, then the combiner outputs bi = h(a1i , . . . , aki , c) and updates
the memory by c = u(a1i , . . . , aki , c). Of particular interest is the summation combiner which adds
its input sequence with carry, using the extra memory bits to save the carry. That is,

h
(
a1, . . . , ak, c

)
= c+

∑
j

a j mod 2

and

u
(
a1, . . . , ak, c

)
=

⎢⎢⎢⎣⎛⎝c+∑
j

a j
⎞⎠/2

⎥⎥⎥⎦ ,
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where we treat c as an integer. Rueppel [31] showed that if the input sequences to a summation
combiner arem-sequences with relatively prime periods ρ1, . . . , ρk, then the output of the sequence
has period

∏
i ρi and linear span close to its period. Summation combiners are susceptible to a 2-adic

rational approximation attack.
Combiner generators are vulnerable to correlation attacks. This was first observed by Siegenthaler.

The cryptanalyst is assumed to know the combining function h and the individual LFSRs, but not
the initial states of the LFSRs. This is equivalent to saying that the cryptanalyst knows the individual
LFSR sequences but not the phase shifts that gave rise to the keystream. The idea of Siegenthaler’s
correlation attack is to pick one of the input sequences to h and compute the correlation of each phase
shift with the known bits of the keystream until one is found that matches the predicted correlation.
The time needed to determine the initial states of all the LFSRs is proportional to the sum of their
periods times the number of known keystream bits. This is much smaller than the time needed to
do an exhaustive search of all states, which is proportional to at least the products of the periods of
the sequences. An attack such as this that attacks a piece of a generator at a time is sometimes called
a divide-and-conquer attack.
To compute statistics it is assumed that each input to h is a sequence of independent uniformly

distributed binary random variables. Let b be the output sequence and suppose b0, . . . , bn−1 are
known. For each j let pj be the probability that the jth input to h equals the output. If pj is close to
1/2, then nmust be enormous. On the other hand suppose pj is far from 1/2. For each phase shift τ
the correlation

Csmaj,smb(τ)
def= 1
n

n−1∑
i=0

(−1)a ji+τ(−1)bi

is computed. For some T the phase shifts that give the T best correlations are chosen as candidates.
(Best means closest to 2pj − 1, the a priori expected correlation.) If n and T are large enough, then
the probability that the correct phase shift is in the candidate set is large. For example, suppose the
length of the jth LFSR is 41, pj = 0.75, and n = 300. Then the probability that the correct phase shift
is among the best 1000 candidates is 0.98.
In order to build a combiner that resists this correlation attack, it is necessary that all the prob-

abilities pj be close to 1/2. However, even if this is the case it may be possible to find a correlation
between the output from h and a small subset of its inputs. In this case a similar divide-and-conquer
attack can be used. The goal is then to find a combining function h that has no such correlations.
This gives rise to the notion of correlation immunity, which was defined by Siegenthaler [34].

DEFINITION 17.1 A function h(x1, x2, . . . , xk) : GF(2)k → GF(2) is mth order correlation
immune if the random variable given by any m-tuple of xjs is statistically independent of
h(x1, x2, . . . , xk).

This condition is equivalent to the condition that, for every choice of binary vector w̄ =
(w1, . . . ,wk) with ||w̄|| ≤ m, h(x1, x2, . . . , xk) is statistically independent of the inner product
w̄ · x̄. It can also be shown that h ismth order correlation immune if and only if Ĥ(w̄) = 0 whenever
1 ≤ ||w̄|| ≤ m (where Ĥ(w̄) is the Walsh transform of h).
Siegenthaler showed that there is a trade-off between the order of correlation immunity and

the attainable nonlinearity. The nonlinear order of h is the maximum number of variables in any
monomial in the algebraic normal form of h. If h ismth-order correlation immune and 1 ≤ m < k,
then its nonlinear order is at most k − m. This is lowered to k − m − 1 if h is balanced and
m �= k− 1, and this is tight. Since both measures cannot be large, memoriless nonlinear combiners
are cryptographically weak.
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Combiners with memory were invented in part to remedy this. For example, a combiner with
output function

h
(
x̄, ȳ

) = k∑
i=1
xi + g

(
ȳ
)
mod 2

is (n − 1)st-order immune for any nonzero g and any state change function u. Thus g and u
can be chosen to satisfy any nonlinearity conditions. Meier and Staffelbach [26] observed that the
correlation immunity of such combiners arises because the linear functions applied to input bits in
computing the correlations fail to take earlier bits into account. However, if at stage i one considers
all bits {

aj� : 0 ≤ � ≤ i and 1 ≤ j ≤ k
}
,

then there must be correlations between the ith output bit bi and linear functions of the form

i∑
�=0

k∑
j=1
w�,ja

j
�.

For the summation combiner and for general combiners with a single bit of memory Meier and
Staffelbach found explicit linear functions for which these correlations are large. This analysis was
generalized to combiners with arbitrary amounts of memory by Golić [12], who showed that if the
size of the memory is sufficiently large, then the correlations between inputs and outputs can be kept
small.

17.3.2.3 Nonlinear Filter Generators

A nonlinear filter generator applies a nonlinear function h to the state of a linear feedback shift
register to produce the output sequence b. Thus if the register has length r, then h is a function from
GF(2)r to GF(2). For speed and ease of implementation it is desirable that h have few terms when
expressed as a polynomial. If n is the period of the underlying LFSR sequence, then it is possible
to generate any sequence of period dividing n by a nonlinear filter generator. However, when the
function h is expressed as a polynomial, it may have as many terms as the period of the sequence.
Key [17] showed that if h has degree d then

λ(b) ≤
d∑
i=1

(
r
i

)
.

This result was generalized by Chan et al. [6] to registers with nonlinear feedback functions.
It follows from Key’s result that h must have high degree. Lower bounds are the real need for
cryptographic purposes but such results have been rare. Kumar and Scholtz [21] showed that if h is
a bent function and 4 divides r, then

λ(b) ≥ 2r/4
(
r/2
r/4

)
∼ 2

2r/2√
πr

.

Weaker lower bounds for more general classes of filter generators have been shown by Rueppel [31].
It is unknown how to construct filter generators with maximal linear span where h has few terms.
Chan and Games considered the following generalization. Let a be an m-sequence over a finite

field GF(q). Let h : GF(q) → GF(2). Let bi = h(ai). The sequence b is called a geometric sequence.
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If q is even, then h can be represented algebraically and results of Herlestam [16] and Brynielsson
can be used to show that if h(x) =∑q−1

i=0 cixi, then

λ(b) =
∑
ci �=0

λ(a)||i||

≤ qlog2(λ(sma)+1).

To be cryptographically strong, a register of this size would need a linear span close to qλ(a). Chan
and Games showed that if q is odd, then λ(b) can be made as large as qλ(sma)−1. Furthermore,
geometric sequences have optimal autocorrelations (and in some cases low cross-correlations).
However, Klapper later showed that if one considers these sequences as sequences over GF(q) (that
simply happen to have only two values), then the linear span is low and, by exploiting the imbalance
of the sequences, the parameter q can be found with a probabilistic attack [18].
Filter generators are vulnerable to correlation attacks. This was first observed by Siegenthaler [35].

The easiest way to see this is to consider a filter generator whose underlying LFSR has length r as a
nonlinear combiner with r input sequences. The LFSRs generating the input sequences are identical,
but the initial state of the ith register is the second state of the (i − 1)st register. Then the same
correlation attack that was used on a nonlinear combiner can be used. In fact the attack is now faster
since all the underlying registers have the same structure. It is only necessary to cycle through the
set of initial states once looking for correlations.

17.3.2.4 Clock-Controlled Generators

A quite different way to introduce nonlinearity in a generator is to irregularly clock certain parts of
the generator. A survey of these clock-controlled generators as of 1989 was given by Gollman and
Chambers [13]. In a simple case, two LFSRs are used: L1 and L2 of lengths n1 and n2, respectively.
We are also given a function

f : {0, 1}n1 → Z.

At each step we clock L1 once and extract f (si)where si = (si,1, . . . , si,n1) is the ith state of L1. Register
L2 then changes state (i.e., is clocked) f (si) times and the bit produced by the last state change is taken
as the ith output of the clock-controlled generator (if b is the output from L2, this is ci = bσ(i), where
σ(i) =∑i

i=0 f (si)). The case when f (si) = si,1 is called the stop-and-go generator and is weak, since
each change in the output reveals that a 1 has been generated by L1. Also, there is a large correlation
between consecutive output bits. The strength is improved by taking f (si) = 1 + si,1, giving rise to
the step-once-twice generator.
For general clock-controlled generators, if ρi is the period of L1 and T is the sum of the f values

of the states of L1 in one period, then the period of the output sequence c is

ρ(c) = ρ1ρ2/ gcd (T, ρ2) .

Assuming gcd(T, ρ2) = 1, the period ismaximal.Wemake this assumption for the remainder of this
discussion. The linear span of c is upper bounded by λ(c) ≤ n2ρ1, hence is large but not maximal. If
L1 generates anm-sequence, then the stop-and-go generator achieves the upper bound. If L1 and L2
generate the same m-sequence, then both the stop-and-go and step-once-twice generators achieve
the maximum linear span [1].
Several authors have described correlation attacks on clock-controlled shift registers. For example,

Golić showed that in some circumstances the feedback polynomial and the initial state of the clocked
register can be determined [11].
A variation on the stop-and-go generator, called the alternating step generator, was proposed by

Günther. Two stop-and-go generators are used, sharing the same control (L1) register. The outputs
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FIGURE 17.5 Cascaded clock
controlled shift register of
height= 3.

are then added modulo 2. Let ρ2 and ρ′2 be the periods of the L2 reg-
isters, which have lengths n2 and n′2. Assume that the control register
produces a de Bruijn sequence of period 2m and the connection poly-
nomials for the L2 registers are irreducible. Then the output period
is 2mρ1ρ2. The output linear span satisfies(

n2 + n′2
)
2m−1 < λ(c) ≤ (

n2 + n′2
)
2m.

Günther also gave conditions under which the distribution of sub-
sequences and the autocorrelations are close to ideal. Unfortunately,
the alternating step generator is vulnerable to a divide-and-conquer
attack against the control register.
Clock-controlled shift registers can be extended by using a cascade of registers, each output

sequence clocking the next register. The structure may be modified so that the output from stage
k − 1 both clocks stage i and is added to the output of stage k modulo 2. A diagram of a cascaded
clock controlled shift register of height 3 is given in Figure 17.5.
If 0,1 clocking is used (that is, a cascaded stop-and-go generator), each LFSR has maximal period

and length n, and all LFSRs have distinct primitive connection polynomials, then the output period
is (2n − 1)k and the linear span is n(2n − 1)k−1. For arbitrary s, t clocking suppose the LFSRs have
irreducible degree d connection polynomials and period p with p2 � |(2p−1 − 1). Then the output
period is pn and the output linear span is at least d(pn−1)/(p−1). The distribution of subsequences
of any fixed length approaches the uniform distribution as k approaches infinity.
Correlation attacks may be used to recover state information about the last stage of a cascaded

clock controlled shift register. Another attack based on iteratively reconstructing the states of the
registers is possible in some circumstances [5]. The cryptanalyst is assumed to know the individual
shift register sequences but not the correct phase shifts. She attempts to determine the phase shift
of each stage in turn, starting with the last stage. In some cases if she guesses the phase of a given
stage and reverses the register one step at a time, then the reconstructed output from the preceding
stage eventually locks into the correct phase. This allows the reconstruction to be repeated at the
preceding stage.
With a self-clocking generator a single LFSR is used to clock itself. The case when the clocking

function satisfies f (si) = d if si,1 = 0 and f (si) = k if si,1 = 1 is called the [d, k] self-decimation
generator, to which we restrict our attention. We also assume the underlying LFSR has maximal
period 2n−1. The state graph of a [d, k] self-decimation generatormay not be purely cyclic. If d �= k,
then the (eventual) period is atmost (3/4)(2n−1). In case gcd(d, 2n−1) = 1 and 2d ≡ k mod 2n−1
or 2n−1d ≡ k mod 2n−1 the period is exactly (2/3)(2n−1). The distribution of short subsequences
is close to uniform. There is evidence that the linear span is at least 2n−1 but this has not been proved.
The drawback to the [d, k]-self decimation generator is that each output bit reveals a state bit and
reveals which state bit is revealed by the next output bit. One way of avoiding this is to use different
state bits for output and clocking control.

17.3.2.5 The Shrinking Generator

A somewhat different type of clocking occurs in the shrinking generator [7]. Again, we start with
a pair of LFSRs, L1 and L2, with lengths n1 and n2 and output sequences a and b. At each stage, if
ai = 1, then bi is output. Otherwise no bit is output. Thus the output c is a shrunken version of
b: cj = bij if ij is the position of the jth 1 in a. If a and b are m-sequences and ρ(a) and ρ(b) are
relatively prime, then c has period

ρ(c) = ρ(b)2n1−1 = (
2n2 − 1

)
2n1−1.
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The linear span of c satisfies

n12n2−2 < λ(c) ≤ n12n2−1.
It can also be shown that the distribution on fixed length subsequences in c is close to uniform. One
drawback is the irregularity of the output. A string of zeros in a leads to a delay in generating the next
bit. Buffering can be used to alleviate this problem. A variation called the self-shrinking generator,
where a single register clocks itself, has also been considered.

17.3.2.6 Cyclotomic Generator

Ding [9] proved a lower bound on the linear span of a sequence based only on its period. If n is an
integer with prime factorization

n =
t∏
i=1
peii ,

q is a prime power relatively prime to n, and a is a periodic sequence of period n over GF(q), then

λ(a) ≥ max
{
ordpi(q) : 1 ≤ i ≤ t

}
.

The sphere complexity is similarly bounded. If k < min{||a||, n− ||a||}, where ||a|| is the Hamming
weight of a single period of a, then

SCk(a) ≥ max
{
ordpi(q) : 1 ≤ i ≤ t

}
.

In particular, if the period n is prime and q is a primitive element modulo n, then the linear span
is at least n − 1, as is the sphere complexity for k < min{||a||, n − ||a||}. When n is prime, various
conditions guarantee that 2 is a primitive element modulo n. For example, (1) n4t ± 1, t an odd
prime; or (2) n = t1t2 ± 1, each ti an odd prime and 2ti �≡ −1 mod n.
Sequences satisfying the hypotheses of the above results can be produced by a class of generators

called cyclotomic generators whose analysis is based on the theory of cyclotomic numbers. These
generators use a base register that counts by ones modulo n. A function h is then applied to the value
of the counter to produce an output bit. The simplest case is the cyclotomic generator of order 2k,
for which

h(i) =
(
i(n−1)/2k mod n

)
mod 2.

Here (x mod n) mod 2 means reduce xmodulo n to a residue in the range 0 to n− 1, then take the
parity. It can further be shown that the autocorrelations of these sequences are ideal. Several
generalizations of this generator have also been considered by Ding [9].

RC4(a)

1 while more bytes are needed
2 x ← x+ 1
3 y ← y+ P[x]
4 swap P[x] and P[y]
5 output P[P[x] + P[y]]

FIGURE 17.6 The RC4 stream
cipher.

17.3.2.7 RC4

RC4 is a byte-oriented stream cipher designed by Rivest for RSA
Data Security, Inc. in 1987. It is intended for use in software. Its
details were unpublished and proprietary until 1994, when they
were anonymously leaked on the sci.crypt newsgroup. The state
consists of two nonnegative integer variables x and y, each less than
256, and an array P of 256 bytes. P must contain a permutation of
{0, 1, . . . , 255}. A sequence of bytes is generated by the pseudocode
in Figure 17.6. All addition is modulo 256.
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The key is an array of bytes, K[0], . . . ,K[m − 1] for some m. This is used to initialize the state
as follows: The variables x and y are set to 0 and the array P is set to (0, 1, . . . , 255). Then the RC4
algorithm in Figure 17.6 is iterated 256 times, with line 3 replaced by

y← y+ P[x] + K[x mod m],
andwith line 5 deleted. Finally, x and y are reset to 0.Very little is publicly known about the security of
RC4. RSA Data Security, Inc. claims the algorithm is immune to linear and differential cryptanalysis
[8], has no small cycles, and is highly nonlinear.

17.3.2.8 SEAL

Software-optimized encryption algorithm (SEAL) was proposed in 1993 by Rogaway and Copper-
smith [29]. Since it is quite new, little is known about its cryptanalysis. SEAL is designed for use in
software. It depends on a 32-bit architecture and uses eight 32-bit registers and about 3 kB of cache.
It is claimed to have a data rate ten to thirty times faster than DES, the most popular block cipher.
A basic design principle of SEAL is to generate a large table in a preprocessing stage. This stage is

relatively slow but is intended to take place concurrently with the (generally slow) key exchange at
the beginning of a session. In such a setting the preprocessing of SEAL incurs little extra cost. The
table is generated by a complex mix of bit-wise ands, bit-wise ors, bit-wise exclusive-ors, bit-wise
complements, concatenations, shifts, and additions modulo 232.
The input to SEAL is a 160 bit string a and a message size L. For each a, a function SEALa is deter-

mined from the set of positive integers to the set of infinite binary strings. Encryption is performed
by computing the bit-wise exclusive or of the nthmessage and the first L bits of SEALa(n). In practice
only the first 128 �L/128� bits of SEALa(n) are generated. Again, the computation of SEALa(n) is
a complex mix of bit-wise ands, bit-wise ors, bit-wise exclusive-ors, bit-wise complements, con-
catenations, shifts, and additions modulo 232, plus table lookups using the tables generated in the
preprocessing stage.
The assumed strength of SEAL depends on the fact that, if a is chosen uniformly at random, then

SEALa(n) is computationally indistinguishable from a random L-bit function of n.

17.3.3 Universal Security

In this section we consider the existence of universally secure generators from several theoretical
viewpoints. We start with complexity theoretic considerations.

17.3.3.1 Blum–Micali Discrete Log Generator

Blum and Micali designed a generator whose security is based on the assumed hardness of the
discrete log problem [3]. Suppose p is a prime number and g is a generator of Z∗p , the multiplicative
group of integers modulo p. If x ∈ Z∗p , then the discrete logarithm of x with respect to g is the
unique integer k such that x = gk mod p. The discrete log problem is to find k given p, g, and x.
This problem is widely believed to be computationally infeasible. If x is a quadratic residue modulo
p, then its discrete log is of the form 2t with 0 ≤ t < (p − 1)/2. Its square roots are gt and
gt+(p−1)/2. The latter is called the principle square root. The discrete log problem is polynomial time
reducible to the problem of determining whether an element is a principle square root. Define the
predicate

ψp(x) =
{
1 if x < (p− 1)/2,
0 otherwise.
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The state of a Blum–Micali generator is an element x ∈ Z∗p . At each stage the generator outputsψ(x)
and changes state to gx mod p. It can be shown that if a certain assumption about the infeasibility
of solving the discrete log problem with polynomial size circuits is true, then the Blum–Micali
generator is perfect in the sense of Section 17.2.1.3 in Section 17.2 when the initial state (seed) is
chosen randomly.

17.3.3.2 Other Perfect Generators

The Blum–Micali generator is actually an example of a general construction that can be based on any
one-way permutation f (in the case of the discrete log generator, f (x) = gx) and binary predicate B
on the domain of the predicate (in the case of the discrete log generator, B(x) = ψp(x)). There is a
notion of an unpredictable predicate that guarantees that the resulting generator is perfect. The goal
is to design a predicate whose unpredictability is equivalent to some problem that is infeasible. Such
a predicate is called hard core for f . In reality we have no proof of infeasibility for the problems that
arise this way, so belief in the security of such generators depends on belief in the infeasibility of the
underlying problem (e.g., the discrete log problem).
One such construction is based on the infeasibility of inverting RSA ciphertexts. If n = pq is

a product of two primes and e is relatively prime to (p − 1)(q − 1), then the domain is Z∗n. The
permutation is f (x) = xe and the hard core predicate is the least significant bit. It can be shown
that if RSA ciphertexts cannot be inverted in expected polynomial time, then the RSA generator is
perfect.
Another such construction is based on the infeasibility of computing square roots modulo a

product of two primes that are congruent to 3 modulo 4 [2]. This problem is known to be equivalent
to factoring the modulus. Here the domain is the set of quadratic residues modulo an RSAmodulus
(i.e., a product of two large primes), the permutation is squaring, and the hard core predicate is the
least significant bit. It can be shown that if it is impossible to compute modular square roots with
polynomial size circuits on a polynomial fraction of the moduli n, correctly on all but a polynomial
fraction of Z∗n, then the quadratic residue generator is perfect.
There have been several recent results that show that other bits (in addition to the least significant

bit) are hard core, thus expanding the suite of perfect generators. For example, Näslund showed that
any bit in a random linear function modulo a random prime is hard core for any one-way function.

17.3.3.3 Provable Security

Several attacks on stream ciphers synthesize a generator given a prefix of the keystream. The
synthesized generator belongs to a specific class of generators F . If enough bits are available, the
attack should produce the smallest generator (in the sense of the size of the state space) in F
that outputs the given sequence. The Berlekamp–Massey and the 2-adic rational approximation
algorithms are examples of such attacks.
Klapper [19] studied the question of whether there exists a family of generators that resists all such

attacks. For a family F and a sequence a the size of the smallest generator is denoted λF (a). Such
an attack A is called effective if it runs in polynomial time and is successful whenever the number
of bits available is at least a fixed polynomial in λF (a). The existence of an effective F-synthesizing
algorithm implies that λF (a) is a measure of security for stream ciphers, analogous to the linear
span. By a diagonalization argument it can be shown that there exists a family of efficiently generated
sequences S such that, for any effective algorithm synthesizing generators in a familyF , λF (a) grows
superpolynomially in the log of the period of a ∈ S. Various generalizations of this result are possible
for weaker notions of security.
A quite different approach to provable security was taken by Maurer [25]. He considered stream

ciphers based on the availability of a public global source of randomness. Maurer described such a
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randomized stream cipher that is perfectly secure with high probability. The proof of this result is
based on Shannon’s information theory. The sender and receiver need only share a short key, while
the cryptanalyst must examine an infeasible number of random bits in order to attack the system.
The drawback to this system is the difficulty in making a source of a large number of truly random
bits publicly available.

17.4 Research Issues and Summary

In this article we provide a survey of techniques related to pseudorandom sequence generation
and its role in cryptography. Stream ciphers, the resulting systems, are generally much faster than
other cipher systems. Thus they are useful when high-speed secure communications is needed.
Proving their security, however, is more difficult than that of many public key systems. Techniques
for generating sequences that have cryptographically strong properties are presented, as well as
techniques for cryptanalyzing sequences. A number of measures of randomness are also described.
A variety of sequence generators are presented.Many of these are based onmodifications of linear

feedback shift registers to eliminate vulnerability to Berlekamp–Massey type attacks. In most cases
the best that can be said is that the generators resist certain known attacks and have various desirable
randomness properties. In some cases the security of a generator is described in complexity theoretic
(and in particular asymptotic) terms. Unfortunately such generators tend to be slow.
A few of the cryptanalytic techniques presented are general and can be tried on any stream cipher.

Such techniques give rise to general measures of security. More often, cryptanalytic techniques are
specific to generators or classes of generators. Nonetheless, they can sometimes be adapted to other
classes of generators. Attempting the cryptanalysis of a generator is important for its certification as
a secure system.
One focus of current research is the development of new techniques of keystream generation.

There are no known provably secure efficient keystream generators, so their need persists. When
each new technique of cryptanalysis is developed, new generators are needed that resist the new
attack, as well as all old attacks. The difficulty faced by designers of keystream generators is that
the presence of enough structure to prove that a generator resists known attacks and has other
desirable properties often leads to the development of new cryptanalytic techniques to which the
generator is vulnerable. The ideal would be to design a type of keystream generator that resists all
computationally feasible cryptanalytic attacks, is efficient, and has an efficient description. This is a
goal for security defined in various models.
Simultaneously, considerable research is focused on developing new cryptanalytic techniques. The

challenge is to find exploitable structure in systems that are oftendesigned tohave little clear structure
or to combine several types of apparently incompatible structure. The search for cryptanalytic tools
may at first seem perverse and counter productive. However, when a system has weaknesses it is
important that potential users be aware of this. These weaknesses may be known already to hostile
cryptanalysts who are unlikely to advertise their knowledge.

17.5 Further Information

Research on pseudorandom sequences and stream ciphers is extensively published in the IEEE
Transactions on Information Theory and the Journal of Cryptology.
Many major results appear initially in the proceedings of the annual conferences Crypto, held

in Santa Barbara, California, Eurocrypt, held in various countries in Europe, and Asiacrypt, held
in various countries in Asia and Australia. The proceedings of these conferences appear in the
Springer-Verlag Lecture Notes in Computer Science series. Crypto and Eurocrypt are held under the
auspices of the IACR, the International Association for Cryptologic Research.
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Many papers have also appeared at specialtyworkshops such as “Fast Software Encryption,”whose
proceedings also appear in the Springer-Verlag Lecture Notes in Computer Science series.
Information about the IACR and about many conferences on cryptography can be found at the

IACR web-site, http://www.iacr.org/∼iacr/.
The chapter by Rueppel in Simmon’s Contemporary Cryptography [36] provides a more detailed

summary of the state of the art as of 1990.
Menezes, van Oorschot, and Vanstone’s CRC Handbook of Applied Cryptograpy [27] provides a

thorough summary as of 1996.
A thorough treatment of the basic analysis of linear feedback shift registers can be found in

Golomb’s classic Shift Register Sequences [14].
Many aspects of shift registers, stream ciphers, and linear span are treated in Rueppel’s Analysis

and Design of Stream Ciphers [31].
Many of the more practical aspects of stream ciphers, as well as a thorough bibliography, can be

found in Schneier’s Applied Cryptography [33].
Good sources for the mathematical foundations of the study of pseudorandom sequences are

Lidl and Niederreiter’s Finite Fields [22] and McEliece’s Finite Fields for Computer Scientists and
Engineers [23].

Defining Terms

Autocorrelation: The number of positions where a periodic binary sequence agrees with a shift of
itself minus the number of places where it disagrees.
Balance: The number of zeros minus the number of ones in a single period of a periodic binary
sequence.
Clock-controlled generator: A keystream generator in which one LFSR is used to determine which
output symbols of a second LFSR are used as the final output.
Correlation attack:A cryptanalytic attack on a keystream generator based on improving key search
by exploiting correlations between output bits and initial state or seed bits.
Correlation immunity: A measure of resistance of a nonlinear combiner to correlation attacks.
Cryptographically strong pseudorandombit generator (CSPRB):An efficient family of keystream
generators such that it is infeasible to predict bits with probability significantly greater than one half.
Entropy: A formal measure of the uncertainty in a random variable.
Feedback with carry shift register (FCSR): A feedback register similar to an LFSR, but where the
addition in the feedback function is performed with carry, the carry being retained for the next stage
in extra memory.
Information theory: The mathematical study of the information content of random variables.
Keystream generator: A device or algorithm for generating a pseudorandom sequence.
Linear feedback shift register (LFSR): A device for generating infinite periodic sequences. The
state updates by shifting its state vector one position and generating a new state symbol as a linear
function of the old state vector. The output is the symbol shifted out of the register.
Linear span:Also called the linear complexity, the length of the shortest linear feedback shift register
that outputs a given sequence.
m-Sequence: A maximal period linear feedback shift register sequence.
Next bit test: A family of circuits used to predict the next bit of a sequence given a prefix of the
sequence.
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Nonlinear combiner: A keystream generator in which the outputs of several LFSRs are combined
by a nonlinear function. The combining function may have a small amount of memory.
Nonlinear filter generator: A linear feedback shift register modified so the output is computed as a
nonlinear function of the state.
One-time pad: A stream cipher in which the key bits are chosen independently at random.
Pseudorandom sequence: An infinite periodic sequence that behaves like a truly random sequence
with respect to various measures of randomness.
Stream cipher: A private key cryptosystem in which the key is added to the plaintext symbol by
symbol modulo the size of the plaintext alphabet.
Strict avalanche condition (SAC): A nonlinearity condition. A function satisfies SAC if changing
any single bit results in a function uncorrelated with f .
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18.1 Introduction

The increased power and interconnectivity of computer systems and the advances in memory sizes,
disk storage capacity, and networking bandwidth allow data to be collected, stored, and analyzed
in ways that were impossible in the past due to the restricted access to the data and the expensive
processing (in both time and resources) of them. Huge data collections can be analyzed by powerful
techniques (e.g., data mining techniques [12]) and sophisticated algorithms thus making possible
linking attacks combining information available through different sources to infer information that
was not intended for disclosure. For instance, by linking deidentified medical records (i.e., records
where the explicit identifiers such as the social security numbers (SSN) have been removed) with
other publicly available data or by looking at unique characteristics found in the released medical
data, a data observer will most certainly be able to reduce the uncertainty about the identities of
the users to whom the medical records refer, or—worse—to determine them exactly. This identity
disclosure often implies leakage of sensitive information, for example, allowing data observers to
infer the illness of patients. The need for privacy is therefore becoming an issue that most people
are concerned about. Although there are many attempts to create a unified and simple definition of
privacy, privacy by its own nature is a multifaceted concept that may encompass several meaning,
depending on different contexts.
In this chapter, we focus our attention on the technological aspect of privacy within today’s global

network infrastructure, where users interact with remote information sources for retrieving data or
for using online services. In such a context, privacy involves the following three different but related
concepts.

18-1
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• Privacy of the user. It corresponds to the problem of protecting the relationship of users
with a particular action and outcome. Since we focus on network infrastructures, we are
interested in protecting the relationship between a user and the messages the user sends,
which can be, for example, queries for retrieving some information or requests for using
a particular online service.

• Privacy of the communication. It corresponds to the classical problem of protecting the
confidentiality of personal informationwhen transmitted over the network (orwith other
forms of communication), and to the problem of protecting the privacy of a request to a
service provider hiding the content of the request from every party, as well as from the
service provider.

• Privacy of the information. It involves privacy policies as well as technologies for ensuring
proper data protection. A basic requirement of a privacy policy is to establish both the
responsibilities of the data holder with respect to data use and dissemination, and the
rights of the user to whom the information refers to regulate such use and dissemination.
Each user should be able to control further disclosure, view data collected about the user
and, possibly, make or require corrections.

We now discuss these three aspects more in details.

18.1.1 Privacy of the User

Privacy of the user concerns protecting the identities of the parties that communicate through a
network to avoid possible attacks that have the main purpose to trace who is communicating with
whom, or who is interacting with which server or searching for which data. This problem can be
solved by providing techniques and protocols that guarantee an anonymous communication among
different parties. In particular, anonymous communication is about the protection of the relationship
between senders and the messages they send, called sender anonymity, between recipients and the
messages they receive, called recipient anonymity, or both, meaning that anonymous senders send
messages to anonymous recipients. In the literature, there are a number of approaches providing
anonymous communication.
Mix networks, first proposed by Chaum [8], are a way of achieving anonymity on communication

networks. Intuitively, a mix is a special node in a network that relays messages in such a way that
an outside observer cannot link an outgoing message with an incoming message. Several mix nodes
can also be chained to relay a message anonymously. Since their introduction, a large amount of
research on mixnets has been performed and different mixnet topologies have been studied and
compared [36].
Onion routing [38] is another solution for ensuring anonymous connections. The main goal of

onion routing is to guarantee thatmalicious users cannot determine the contents ofmessages flowing
from a sender to a recipient, and that they cannot verify whether the sender and the recipient are
communicatingwith each other. Onion routing also provides sender anonymitywhile preserving the
ability of the recipient to send a reply to the sender. With onion routing, a network includes a set of
onion routers, which work as the ordinary routers, combined withmixing properties.When a sender
wants to communicate anonymously with a particular recipient, an anonymous connection has to be
set up. The sender therefore connects to a particular onion router that prepares an onion. An onion
is a layered data structure including information about the route of the anonymous connection. In
particular, the onion router randomly selects other onion routers and generates a message for each
of such a router, providing it with symmetric keys for decrypting messages, and telling it which the
next hop (an onion router or the final recipient) in the path will be. Note that anonymity is only
provided from the first to the last onion router. The connections from the sender to the first onion
router, and from the last onion router to the recipient are not anonymous.
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Tor [17] allows users to communicate anonymously on the Internet. Tor is primarily used for
anonymous TCP-based applications. Basically, messages are encrypted and then sent through a
randomly chosen path of different servers in such a way that an observer cannot discover the source
and the destination of the message.
Crowds [34] provides anonymity based on the definition of groups of users, called crowds, who

collectively perform requests. In this way, each request is equally likely to originate from any user
in the crowd. Each user is represented by a local jondo stored on the user’s machine that receives
a request from the user and removes from such a request all identifying information. A jondo acts
as a Web proxy that can forward both the user’s and other users’ requests to the end server, or to
another jondo. In this way, since a jondo cannot tell whether or not a request has been initiated
by the previous jondo (or the one before it, and so on), users maintain their anonymity within the
crowd. The communications along a path of jondos is encrypted and such a path remains the same
for the whole session, meaning that requests and replies follow the same path.

18.1.2 Privacy of the Communication

Privacy of the communication is related to two aspects: (1) protection of the confidentiality
of personal information sent through a network; and (2) protection of the content of requests
to prevent, for example, user profiling. The confidentiality of the personal information transmitted
over the network can be ensured by adopting protocols (e.g., SSL) that encrypt it. The need for
protecting also the request content arises because there are many real-world scenarios where the
request content could bemisused by service providers. For instance, consider amedical database that
contains information about known illnesses, symptoms, treatment options, specialists, and treat-
ment costs. Suppose that a user submits a query to the medical database to collect information about
a specific illness. Any other user, including the database administrator, who is able to observe such a
query can then infer that the requestor, or a near relative/friend,might suffer from that specific illness.
The problem of protecting the request content is known as Private Information Retrieval (PIR)

problem [10]. There are many different ways for formally defining the PIR problem. The first
formulation assumes that a database can be modeled as an N-bit string and a user is interested
in privately retrieving the ith bit of the N bits stored at the server, meaning that the server does
not know which is the bit the user is interested in. Starting from this formulation, many results
and advancements have been obtained. In particular, depending on the assumptions about the
computational power of the service provider, PIR proposals can be classified into two main classes:
theoretical PIR and computational PIR. Theoretical PIR does not make any assumption about the
computational power of the service provider and the privacy of the request must then be provided
independently from the computational power of an attacker. Computational PIR assumes that a
request is private if the service provider must solve a computationally intractable problem to break
it. A naive solution to the theoretical PIR problem consists in completely downloading the database
at the client side and performing the research on the local copy of the data. Such a solution however
has a high communication cost, especially when the database contains a huge data collection. In [10]
the authors prove that if there is only one copy of the database stored on one service provider, there
is no solution to the theoretical PIR problem that is better than the solution corresponding to the
download of the whole database. By contrast, if there arem copies of the data been stored at different
noncommunicating servers, the theoretical PIR problem can be solved by submittingm independent
requests (each single request does not provide any information about the bit on which the user is
interested in) to the corresponding service providers. The m results are then combined by the user
to obtain the answer to their request [5,10,23]. The computational PIR problem is typically solved
by encrypting the request submitted to the service provider [7,9,26]. By exploiting properties of the
encryption function, the server computes the encrypted result of the request, which can be decrypted
only by the requestor.
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Note that the PIR problem can also be seen as a Secure Multiparty Computation (SMC) problem
[19,41]. The main goal of SMC is to allow a set of parties to compute the value of a function f
on private inputs provided by the parties without revealing to them the private inputs of the other
parties. The SMC problem is usually solved by modeling function f through a Boolean circuit,
where gates correspond to protocols that require the collaboration among parties, since they know
the input and share knowledge on the output. Other examples of SMC problems are represented
by privacy-preserving statistical analysis [18] and privacy-preserving data mining [4,30]. The SMC
problem will be discussed in more details in Chapter 14.

18.1.3 Privacy of the Information

Privacy of the information is related to the definition of privacy policies expressing and combining
different protection requirements, as well as the development of technologies for ensuring proper
data protection. An important aspect of the data protection issue relates to the protection of the
identities of the users to whom the data refer, meaning that the anonymity of the users must be
guaranteed. Anonymity does not imply that no information at all is released, but requires that
information released be nonidentifiable. More precisely, given a collection of personal information
about a user, the privacy of the user is protected if the value of the user’s personal information is
kept private. Whenever a subset of the personal information can be used to identify the user, the
anonymity of the user depends on keeping such a subset private. For instance, a recent study [22]
shows that in 2000, 63% of the U.S. population was uniquely identifiable by gender, ZIP code,
and full date of birth. This means that while these individual pieces of information do not
identify a user and therefore the user is anonymous according to the usual meaning of the term, the
combined knowledge ofgender,ZIP code, and fulldate of birthmay result in the unique
identification of a user. Note also that anonymity is always related to the identification of a user
rather than the specification of that user. For instance, a user can be univocally identified through
her SSN but in the absence of an information source that associates that SSN with a specific identity,
the user is still anonymous. Ensuring proper anonymity protection then requires the investigation
of the following different issues [13].

• Identity disclosure protection. Identity disclosure occurs whenever it is possible to
reidentify a user, called respondent, from the released data. Techniques for limiting
the possibility of reidentifying respondents should therefore be adopted.

• Attribute disclosure protection. Identity disclosure protection alone does not guarantee
privacy of sensitive information because all the respondents in a group could have the
same sensitive information. To overcome this issue, mechanisms that protect sensitive
information about respondents should be adopted.

• Inference channel protection. Given the possibly enormous amount of data to be consid-
ered, and the possible interrelationships between data, it is important that the security
specifications and enforcement mechanisms provide automatic support for complex
security requirements, such as those due to inference and data association channels [15].

Protection of anonymity is a key aspect inmany different contexts, where the identities of the users
(or organizations, associations, and so on) to whom the data refer have been removed, encrypted, or
coded. The identity information removed or encoded to produce anonymous data includes names,
telephone numbers, and SSNs. Although apparently anonymous, the deidentified data may contain
other identifying information that uniquely or almost uniquely distinguishes the user [14,20,21],
such as the gender, ZIP code, and full date of birth mentioned above. By linking such
an information to publicly available databases (e.g., many countries provide access to public records
to their citizens thus making available a broad range of personal information) associating them to
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the user’s identity, a data recipient can determine to which user each piece of released information
belongs, or restrict the user’s uncertainty to a specific subset of users. To avoid this, specific data
protection norms apply to data collected for a given purpose that state that such data can be further
elaborated for historical, statistical, or scientific purposes, provided that appropriate safeguards
are applied. In general, the “appropriate safeguards” depend on the method in which the data are
released. In the past, data were principally released in the form ofmacrodata, which are statistics on
users or organizations usually presented as two-dimensional tables, and through statistical databases,
which are databases whose users may retrieve only aggregate statistics [1]. Macrodata protection
techniques are based on the selective obfuscation of sensitive cells [13]. Techniques for protecting
statistical databases follow two main approaches [16]. The first approach restricts the statistical
queries that can be made (e.g., queries that identify a small/large number of tuples) or the data that
canbepublished. The second approachprovides protectionby returning to the user amodified result.
The modification can be enforced directly on the stored data or at run time (i.e., when computing
the result to be returned to the user). Many situations require today that the specific microdata,
that is, data actually stored in the database and not an aggregation of them, are released. The
advantage of releasing microdata instead of specific precomputed statistics is an increased flexibility
and availability of information for the users. At the same time, however, microdata, releasing more
specific information, are subject to a greater risk of privacy breaches. Several techniques have been
proposed in the literature to protect the disclosure of information that should be kept private [11,13].
In this chapter, we focus on k-anonymity [35], an approach that, compared to the other commonly
used approaches (e.g., sampling, swapping values, and adding noise to the data while maintaining
some overall statistical properties of the resulting table), has the great advantage of protecting
respondents’ identities while releasing truthful information.
In the remainder of this chapter, we describe the k-anonymity concept (Section 18.2) and illus-

trate some proposals for its enforcement (Sections 18.3 and 18.4). Note that k-anonymity protects
identity disclosure, while remaining exposed to attribute disclosure [35]. We will see then how
some researchers have just started proposing extensions to k-anonymity to protect also attribute
disclosure [31] (Section 18.5).

18.2 k-Anonymity: The Problem

Although k-anonymity is a concept that applies to any kind of data, for simplicity its formulation
considers data represented by a relational table. Formally, let A be a set of attributes, D be a set
of domains, and dom: A → D be a function that associates with each attribute A ∈ A a domain
D= dom(A) ∈ D, containing the set of values that A can assume. A tuple t over a set {A1, . . . ,Ap} of
attributes is a function that associates with each attribute Ai a value v ∈ dom(Ai), i= 1, . . . , p.

DEFINITION 18.1 (Relational table) Let A be a set of attributes, D be a set of domains, and
dom : A → D be a function associating each attribute with its domain. A relational table T over
a finite set {A1, . . . ,Ap}⊆ A of attributes, denoted T(A1, . . . , Ap) is a set of tuples over the set
{A1, . . . ,Ap} of attributes.

Notation dom(A,T) denotes the domain of attribute A in T, |T| denotes the number of tuples
in T, and t[A] represents the value v associated with attribute A in t. Similarly, t[A1, . . . , Ak]
denotes the subtuple of t containing the values of attributes {A1, . . . ,Ak}. By extending this notation,
T[A1, . . . , Ak] represents the subtuples of T containing the values of attributes {A1, . . . ,Ak}, that is,
the projection of T over {A1, . . . ,Ak}, keeping duplicates.
In the remainder of this chapter, the relational table storing the data to be protected is called

private table, denoted PT. Each tuple t in PT reports data referred to a specific respondent (usually
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SSN Name ZIP MaritalStatus Sex Disease

1 22030 married F hypertension
2 22030 married F hypertension
3 22030 single M obesity
4 22032 single M HIV
5 22032 single M obesity
6 22032 divorced F hypertension
7 22045 divorced M obesity
8 22047 widow M HIV
9 22047 widow M HIV

10 22047 single F obesity

FIGURE 18.1 An example of private table PT.

an individual). For instance, Figure 18.1 illustrates an example of private table over attributes
SSN, Name, Zip, MaritalStatus, Sex, and Disease containing 10 tuples. Here, the identity
information, that is, attributes SSN and Name, have been removed. The attributes (columns) of PT
can be classified as follows.

• Identifiers. Attributes that uniquely identify a respondent. For instance, attribute SSN
uniquely identifies the person with which it is associated.

• Quasi-identifiers. Attributes that, in combination, can be linked with external
information, reducing the uncertainty over the identities of all or some of the respon-
dents to whom information in PT refers. For instance, the set of attributes ZIP,
MaritalStatus, and Sex may represent a quasi-identifier that can be exploited for
linking PTwith an external information source that associates ZIP, MaritalStatus,
and Sex with Name and Address.

• Confidential attributes. Attributes that contain sensitive information. For instance,
attribute Disease can be considered sensitive.

• Nonconfidential attributes.Attributes that donot fall into any of the categories above, that
is, they do not identify respondents, cannot be exploited for linking, and do not contain
sensitive information. For instance, attribute FavoriteColor is a nonconfidential
attribute.

Although all the explicit identifiers (e.g., SSN) are removed from a private table PT, that is public
or semipublic released, the privacy of the respondents is at risk, since quasi-identifiers can be used
to link each tuple in PT to a limited number of respondents. The main goal of k-anonymity is
therefore to protect the released data against possible reidentification of the respondents to whom
the data refer.
The k-anonymity requirement is formally stated by the following definition [35].

DEFINITION 18.2 (k-anonymity requirement) Each release of data must be such that every
combination of values of quasi-identifiers can be indistinctly matched to at least k respondents.

The k-anonymity requirement implicitly assumes that the data owner knows how many respon-
dents each released tuple matches. This information can be known precisely only by explicitly
linking the released data with externally available data. Since it is not realistic to assume that the data
owner knows the data in external tables, the definition of k-anonymity translates the k-anonymity
requirement in terms of the released data themselves. k-anonymity requires each respondent to be
indistinguishable with respect to at least other k − 1 respondents in the released table, as stated by
the following definition.
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DEFINITION 18.3 (k-anonymity) Let T(A1, . . . , Ap) be a table, and QI be a quasi-identifier
associated with it. T is said to satisfy k-anonymity with respect to QI iff each sequence of values in
T[QI] appears at least with k occurrences in T[QI].

The definition of k-anonymity represents a sufficient (but not a necessary) condition for the
k-anonymity requirement. As a matter of fact, if a subset of QI appears in a publicly available
table, the combination of the released k-anonymous table with the public table never allows an
adversary to associate each released tuple with less than k respondents. For instance, the private
table in Figure 18.1 is 1-anonymous w.r.t. QI = {ZIP, MaritalStatus, Sex}, since there are
unique combinations of values of the quasi-identifying attributes (e.g., 〈22030, single,M〉). However,
the same table is 2-anonymous with respect to QI = {MaritalStatus}. To correctly enforce
k-anonymity, it is then necessary to identify the quasi-identifiers. The identification of quasi-
identifiers depends onwhich data are known to a potential adversary. Since different adversariesmay
have different knowledge, and it seems highly improbable to exactly knowwhich data are available to
each adversary, the original k-anonymity proposal [35] assumes to define a unique quasi-identifier
for each private table, including all attributes that are possibly externally available.

18.2.1 Generalization and Suppression

Although different data disclosure protection techniques have been developed (e.g., scrambling,
swapping values, and adding noise), k-anonymity is typically enforced by combining two nonper-
turbative protecting techniques, called generalization and suppression, which have the advantage of
preserving the truthfulness of the information, in contrast to other techniques that compromise the
correctness of the information [13].

18.2.1.1 Generalization

Generalization consists in substituting the values in a column (or cell) of PT[QI] with more general
values. Each attribute A in PT is initially associated with a ground domain D= dom(A,PT). The
generalization maps each value v ∈ D to a more general value v′ ∈ D′, where D′ is a generalized
domain for D. Given a ground domain D, we distinguish two classes of generalizations depending
on how the generalized domain D′ is defined.

• Hierarchy-based generalization. This technique is based on the definition of a general-
ization hierarchy for each attribute in QI, where the most general value is at the root of
the hierarchy and the leaves correspond to the most specific values (i.e., to the values in
the ground domain for the attribute). A hierarchy-based generalization maps the values
represented by the leaf vertices with one of their ancestor vertices at a higher level (see
Section 18.3). As an example, attribute ZIP can be generalized by suppressing, at each
generalization step, the rightmost digit.

• Recoding-based generalization. This technique is based on the recoding into intervals
protection method [13] and typically assumes a total order relationship among values in
the considered domain. The ground domain of each attribute in QI is partitioned into
possibly disjoint intervals and each interval is associated with a label (e.g., the extreme
interval values). A recoding-based generalization maps the values in the ground domain
with the intervals they belong to (see Section 18.4).

It is interesting to note that one of themain differences between hierarchy-based and recoding-based
generalizations is that while hierarchies need to be predefined, intervals for the recoding are usually
computed at runtime during the generalization process. Accordingly, the k-anonymity algorithms
adopting a hierarchy-based generalization will receive as an input the generalization hierarchies
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associated with attributes in QI, while the k-anonymity algorithms adopting a recoding-based
generalization will have the additional task of defining the intervals.

18.2.1.2 Suppression

Suppression consists in removing from the private table a cell, a column, a tuple, or a set thereof.
The intuition behind the introduction of suppression is that the combined use of generalization
and suppression can reduce the amount of generalization necessary to satisfy the k-anonymity
constraint. As a matter of fact, when a limited number of outliers (i.e., tuples with less than k
occurrences) would force a great amount of generalization, their suppression allows the release of
a less general (more precise) table. For instance, the suppression of tuples 3, 6, 7, and 10 of the
private table in Figure 18.1 satisfies 2-anonymity with respect to QI = {ZIP, MaritalStatus,
Sex} without any generalization.

18.2.2 Classification of k-Anonymity Techniques

Generalization and suppression can be applied at different granularity levels, which correspond
to different approaches and solutions to the k-anonymity problem, and introduce a taxonomy
of k-anonymity solutions [11]. Such a taxonomy is orthogonal to the type of generalization (i.e.,
hierarchy- or recoding-based) adopted.

Generalization can be applied at the level of:

• Attribute (AG): Generalization is performed at the level of column; a generalization step
generalizes all the values in the column.

• Cell (CG): Generalization is performed on individual cells; as a result a generalized table
may contain, for a specific column, values at different generalization levels.
Generalizing at the cell level has the advantage of allowing the release of more specific
values (since generalization can be confined to specific cells rather than hitting whole
columns). However, besides a higher complexity of the problem, a possible drawback
in the application of generalization at the cell level is the complication arising from the
management of values at different generalization levels within the same column.

Suppression can be applied at the level of

• Tuple (TS): Suppression is performed at the level of row; a suppressionoperation removes
a whole tuple.

• Attribute (AS): Suppression is performed at the level of column; a suppression operation
obscures all the values of a column.

• Cell (CS): Suppression is performed at the level of single cells; as a result a k-anonymized
table may wipe out only certain cells of a given tuple/attribute.

Figure 18.2 summarizes the different combinations of generalization and suppression at all
possible granularity levels (including combinations where one of the two techniques is not adopted).
It is interesting to note that the application of generalization and suppression at the same granularity
level is equivalent to the application of generalization only (AG_≡AG_AS and CG_≡CG_CS),
since suppression can be modeled as a generalization of all domain values to a unique value.
Combinations CG_TS (cell generalization, tuple suppression) and CG_AS (cell generalization,
attribute suppression) are not applicable since the application of generalization at the cell level
implies the application of suppression at that level too.
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Suppression
Generalization Tuple Attribute Cell None

Attribute AG_TS AG_AS AG_CS AG_
≡ AG_ ≡ AG_AS

Cell CG_TS CG_AS CG_CS CG_
not applicable not applicable ≡ CG_ ≡ CG_CS

None _TS _AS _CS _
not interesting

FIGURE 18.2 Classification of k-anonymity techniques.

18.3 k-Anonymity with Hierarchy-Based Generalization

The problem of k-anonymizing a private table by exploiting generalization and suppression has
been widely studied and a number of approaches have been proposed. In this section we focus on
those solutions that adopt a hierarchy-based generalization (together with suppression) to achieve
k-anonymity. Before discussing such solutions, we first formally define how generalization can be
performed by adopting a predefined hierarchy and we then discuss the problem complexity.
For each ground domainD ∈ D, we assume the existence of a set of generalized domains. The set

of all ground and generalized domains is denoted Dom. The relationship between a ground domain
and domains generalization of it is formally defined as follows.

DEFINITION 18.4 (Domain generalization relationship) Let Dom be a set of ground and gen-
eralized domains. A domain generalization relationship, denoted ≤D, is a partial order relation on
Dom that satisfies the following conditions:

C1: ∀Di,Dj,Dz ∈ Dom: Di ≤D Dj,Di ≤D Dz ⇒ Dj ≤D Dz ∨ Dz ≤D Dj
C2: all maximal elements of Dom are singleton

Condition C1 states that, for each domain Di, the set of its generalized domains is totally ordered
and each Di has at most one direct generalized domain Dj. This condition ensures determinism
in the generalization process. Condition C2 ensures that all values in each domain can always be
generalized to a single value. The definition of the domain generalization relationship implies the
existence, for each domain D ∈ Dom, of a totally ordered hierarchy, called domain generalization
hierarchy and denoted DGHD. Each DGHD can be graphically represented as a chain of vertices,
where the top element corresponds to the singleton generalized domain, and the bottom element
corresponds to D.
Analogously, a value generalization relationship, denoted ≤V, can also be defined that associates

with each value vi ∈Di a unique value vj ∈Dj, where Dj is the direct generalization of Di. The
definition of the value generalization relationship implies the existence, for each domain D ∈ Dom,
of a partially ordered hierarchy, called value generalization hierarchy and denotedVGHD. EachVGHD
can be graphically represented as a tree, where the root element corresponds to the unique value in
the top domain in DGHD, and the leaves correspond to the values inD. Figure 18.3 shows an example
of domain and value generalization hierarchies for attributes ZIP, Sex, and MaritalStatus.
AttributeZIP, with domainZ0 = {22030, 22032, 22045, 22047}, is generalized by suppressing, at each
step, the rightmost digit. Attribute Sex, with domain S0 = {M, F}, is generalized to the not_released
value (domain S1). Attribute MaritalStatus, with domain M0 = {single, married, divorced,
widow}, is first generalized to the been_married and never_married values (domain M1), and then
to the not_released value (domain M2).
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M F

Z2 = {220**}

DGHS0
VGHS0

S0 ={M, F}

S1 = {not_released} not_released

22047220452203222030

2204*2203*

220**

Z1= {2203*,2204*}

Z0 = {22030, 22032, 22045, 22047}

DGHZ0
VGHZ0

(b)(a)

M2 = {not_released}

M1 = {been_married, never_married}

M0 = {married, widow, divorced, single}

not_released

never_ marriedbeen_married

DGHM0
VGHM0

(c)

married widow divorced single

FIGURE 18.3 Examples of domain and value generalization hierarchies: (a) ZIP. (b) Sex. (c) MaritalStatus.

Since most k-anonymity approaches work on sets of attributes, the definition of domain gen-
eralization hierarchy is extended to tuples of domains. A domain tuple DT=〈D1, . . . , Dn〉 is an
ordered set of domains composed through the Cartesian product to impose coordinate-wise order
among domains. Since each domainDi ∈ DT is characterized by a total order domain generalization
hierarchy DGHDi , domain tuple DT is characterized by a domain generalization hierarchy DGHDT
defined as DGHDT =DGHD1× · · ·×DGHDn . DGHDT is a lattice where the bottom element is DT and
the top element is the tuple composed of all top elements in DGHDi , i= 1, . . . , n. Each path from
the bottom to the top element in DGHDT is called generalization strategy and represents a possi-
ble strategy for generalizing quasi-identifier QI= {A1, . . . , An}, where dom(Ai)=Di, i= 1, . . . , n.
Figure 18.4 illustrates the domain generalization hierarchy built on the domain tuple 〈Z0,M0,S0〉
and obtained through the combination of the domain generalization hierarchies DGHZ0 , DGHM0 , and
DGHS0 illustrated in Figure 18.3.

[2, 0, 1]

[1, 1, 0]

[1, 0, 0]

[2, 0, 0]

[2, 1, 0]

[2, 2, 0]

[2, 2, 1]

[0, 0, 1]

[0, 2, 0]

[0, 2, 1]

[1, 2, 1]

[1, 1, 1]

[0, 1, 0]

[1, 2, 0]

[0, 1, 1]

[0, 0, 0]

[1, 0, 1]

[2, 1, 1]

(b)(a) DGH DT VL DT

Z2, M1, S0

Z2, M0, S0

Z2, M2, S0

Z1, M0, S0

Z2, M0, S1

Z1, M1, S0

Z1, M1, S1

Z1, M0, S1

Z0, M1, S0

Z0, M0, S0

Z2, M1, S1

Z2, M2, S1

Z1, M2, S0

Z0, M1, S1

Z0, M2, S1

Z0, M2, S0

Z1, M2, S1

Z0, M0, S1

FIGURE 18.4 Domain generalization hierarchy (a) and distance vector hierarchy (b) for DT = 〈Z0,M0,S0〉.
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Given a private table PT and its quasi-identifier QI, the application of generalization and sup-
pression produces a generalized table T containing less information (more general values and less
tuples) than PT, formally defined as follows.

DEFINITION18.5 (Generalized table) LetTi(A1, . . . ,An) andTj(A1, . . . ,An) be two tables defined
on the same set of attributes. Table Tj is said to be a generalization (with tuple suppression) of table
Ti, denoted Ti)Tj, iff:

1. |Tj| ≤ |Ti|.
2. ∀A ∈ {A1, . . . , An}: dom(A,Ti) ≤D dom(A,Tj).
3. It is possible to define an injective mapping associating each tuple tj ∈ Tj with a tuple
ti ∈ Ti, such that ti[A] ≤V tj[A], for all A ∈ {A1, . . . , An}.

Given a private table PT and its quasi-identifier QI, there may exist different generalized tables
that satisfy k-anonymity. Among all possible generalized tables, we are interested in a table that
minimizes information loss, meaning that is k-anonymous and does not remove, through gener-
alization and suppression, more information than necessary. As an example, consider the private
table in Figure 18.1 with QI = {ZIP, MaritalStatus, Sex} and suppose that k= 3. The gen-
eralized table in Figure 18.5a corresponding to the top element 〈Z2,M2,S1〉 in DGHDT , which is
composed of 10 identical tuples (all the cells in each column have been generalized to the same
value), is 3-anonymous but it removes more information than necessary. In fact, the generalized
table corresponding to 〈Z2,M1,S0〉 in Figure 18.5b is 3-anonymous and it is more specific than the
table corresponding to 〈Z2,M2,S1〉, since it contains more specific values for MaritalStatus
and Sex attributes.
The goal of k-anonymity is to compute a generalized k-anonymous table, while maintaining as

much information as possible. This concept is captured by the definition of k-minimal generalization.
The formal definition of k-minimal generalization requires the introduction of the concept of
distance vector.

DEFINITION 18.6 (Distance vector) Let Ti(A1, . . . , An) and Tj(A1, . . . , An) be two tables
such that Ti)Tj. The distance vector of Tj from Ti is the vector DVi,j=[d1, . . . , dn], where dz,
z= 1, . . . , n, is the length of the unique path between dom(Az,Ti) and dom(Az,Tj) in the domain
generalization hierarchy DGHDz .

The dominance relationship ≤ on integers is then extended on the set of distance vectors as
follows.Given twodistancevectorsDV =[d1, . . . , dn] andDV ′ = [d′1, . . . , d′n],DV ≤DV ′ iffdi≤ d′i,

ZIP MaritalStatus Sex

220 ∗ ∗ not_released not_released

220 ∗ ∗ not_released not_released

220 ∗ ∗ not_released not_released

220 ∗ ∗ not_released not_released

220 ∗ ∗ not_released not_released

220 ∗ ∗ not_released not_released

220 ∗ ∗ not_released not_released

220 ∗ ∗ not_released not_released

220 ∗ ∗ not_released not_released

220 ∗ ∗ not_released not_released

(a) 〈Z2,M2,S1〉

ZIP MaritalStatus Sex

220 ∗ ∗ been_married F

220 ∗ ∗ been_married F

220 ∗ ∗ never_married M

220 ∗ ∗ never_married M

220 ∗ ∗ never_married M

220 ∗ ∗ been_married F

220 ∗ ∗ been_married M

220 ∗ ∗ been_married M

220 ∗ ∗ been_married M

(b) 〈Z2,M1,S0〉

ZIP MaritalStatus Sex

2203∗ been_married F

2203∗ been_married F

2203∗ never_married M

2203∗ never_married M

2203∗ never_married M

2203∗ been_married F

2204∗ been_married M

2204∗ been_married M

2204∗ been_married M

(c) 〈Z1,M1,S0〉

FIGURE 18.5 Examples of generalized tables.
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i= 1, . . . , n. For eachPT[QI]definedondomain tupleDT,wecan thereforedefineapartiallyordered
hierarchy of distance vectors, denoted VLDT , containing the distance vectors of all the generalized
tables of PT[QI]. Each VLDT can be graphically represented as an isomorphic lattice to DGHDT .
The height of a distance vector DV in VLDT , denoted height(DV ,VLDT), is equal to the sum of the
elements in DV. The height of VLDT corresponds to the height of its top element. As an example,
Figure 18.4b illustrates the VLDT lattice defined on DT=〈Z0,M0,S0〉 and therefore isomorphic to
the DGH in Figure 18.4a.
Note that given an element in DGHDT and the corresponding generalized table, Definition 18.5

allows any amount of suppression to achieve k-anonymity. However, we are interested in a table
obtained by suppressing theminimumnumber of tuples necessary to achieve k-anonymity at a given
level of generalization.
It is worth noting that, given a hierarchy of distance vectors VLDT , the generalized tables corre-

sponding to the distance vectors at the same height and ensuring minimality in suppression may
suppress a different number of tuples. Since the joint use of generalization and suppression permits
to maintain as much information as possible in the released table, the question is whether it is
better to generalize, loosing data precision, or to suppress, loosing completeness. The compromise
proposed by Samarati [35] consists in establishing a threshold MaxSup to the maximum number of
tuples that can be suppressed; within this threshold, generalization decides minimality. Given this
threshold on the number of tuples that can be suppressed, a k-minimal generalization is defined as
follows.

DEFINITION 18.7 (k-Minimal generalization) Let Ti and Tj be two tables such that Ti ) Tj,
and let MaxSup be the specified threshold of acceptable suppression. Tj is said to be a k-minimal
generalization of table Ti iff:

1. Tj satisfies k-anonymity enforcing minimal required suppression, that is, Tj satisfies
k-anonymity and ∀Tz : Ti ) Tz,DVi,z=DVi,j, Tz satisfies k-anonymity⇒ |Tj| ≥ |Tz|

2. |Ti| − |Tj| ≤ MaxSup

3. ∀Tz : Ti ) Tz and Tz satisfies conditions 1 and 2⇒ ¬(DVi,z < DVi,j).

This definition states that a generalization Tj of a table Ti is k-minimal if it satisfies k-anonymity
(condition 1), it does not suppress more tuples than MaxSup (condition 2), and there does not exist
another generalization of Ti satisfying these conditions and characterized by a distance vector lower
than that of Ti (condition 3). As an example, consider the private table in Figure 18.1 with QI =
{ZIP, MaritalStatus, Sex} and suppose that k= 3 and MaxSup= 2. The generalized table in
Figure 18.5c is a k-minimal generalization forPT. As amatter of fact, it is 3-anonymous (condition 1),
it suppresses less than 2 tuples (condition 2), and the generalized tables characterized by distance
vectors lower than [1, 1, 0] do not satisfy these two conditions: the generalized table corresponding
to [1, 0, 0] requires to suppress at least 7 tuples; and the generalized tables corresponding to [0, 1, 0]
and [0, 0, 0] require to suppress all the tuples.
Given a private table PT, there may exist more than one k-minimal generalization since DGHDT

is a lattice and two solutions may be noncomparable. Furthermore, the definition of k-minimal
generalization only captures the concept that the least amount of generalization and the minimal
required suppression to achieve k-anonymity is applied. Different preference criteria can be applied
in choosing a preferred minimal generalization, among which [35]:

• minimum absolute distance prefers the generalization(s) with the smallest absolute dis-
tance, that is, with the smallest total number of generalization steps (regardless of the
hierarchies on which they have been taken);
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• minimumrelativedistanceprefers thegeneralization(s)with the smallest relativedistance,
that is, thatminimizes the total numberof relative steps (a step ismade relative bydividing
it over the height of the domain hierarchy to which it refers),

• maximum distribution prefers the generalization(s) with the greatest number of distinct
tuples,

• minimum suppression prefers the generalization(s) that suppresses less tuples, that is, the
one with the greatest cardinality.

18.3.1 Problem Complexity

All the models with hierarchies investigated in the literature (AG_TS, AG_, CG_, and _CS), as well
as _AS, are NP-hard. The complexity results of all these models with hierarchies derive from the
NP-hardness of _CS and _AS. To formally prove the NP-hardness of such problems, and without
loss of generality, each table T can be seen as a matrix ofm rows (tuples) and n columns (attributes).
Each row xi, i= 1, . . . , m, is an n-dimensional string defined on an alphabet Σ, where each c ∈ Σ

corresponds to an attribute value. For instance, the projection over QI of the private table in
Figure 18.1 is a matrix with 10 rows and each row is a string of three characters of the alphabet Σ=
{22030, 22032, 22045, 22047, married, single, divorced, widow, F,M}.
The NP-hardness of _AS has been proved for |Σ| ≥ 2 [32], while the NP-hardness of the _CS

problem for |Σ| ≥ 3 has been proved with a reduction from the “Edge partition into triangles”
problem [3], which is an improvement on theNP-hardness proved for _ASwhen the size of alphabet
Σ is equal to the number n of attributes. NP-hardness of _CS and _AS clearly implies NP-hardness of
CG_ and AG_, respectively. This implication holds since suppression can be considered as a special
case of generalization, where all hierarchies have height of 1. Note also that NP-hardness of AG_
implies NP-hardness of AG_TS, where, as in the existing proposals, tuple suppression is regulated
with the specification of a maximum number of tuples that can be suppressed. Nevertheless, the
computational complexity of the general AG_TS model (where the number of tuples that can be
suppressed is no more a constant value given as input, but it should be minimized as part of the
solution) is still an open issue. Note that the decisional versions of _AS, _CS, AG_, AG_TS, and
CG_ are obviously in NP [3].
We now give the proof of NP-hardness for _CS and we briefly describe the result for _AS.

THEOREM 18.1 The _CS 3-anonymity problem is NP-hard even for a ternary alphabet.

PROOF The proof [3] is a reduction from the NP-hard problem of “Edge partition into trian-
gles” [25], which can be formulated as follows: given a graph G= (V ,E) with |E| = 3m for some
integer m, can the edges of G be partitioned into m triangles with disjoint edges?
To facilitate the description of the reduction from “Edge partition into triangles,” the proof will

first describe the simpler reduction from “Edge partition into triangles and 4-stars” and then it will
describe a reduction from “Edge partition into triangles.” The overall proof therefore consists in two
main steps. First, we show that, given a graph G= (V ,E) with |E| = 3m , we can construct a table T
such that an optimal 3-anonymous solution forT costs at most 9m (i.e., T is obtained by suppressing
at most 9m cells from PT) if and only if G can be partitioned into a collection ofm disjoint triangles
and 4-stars (a 4-star is a graph with 3 edges and 4 vertices, having one degree 3 and the others
degree 1). Second, we show how to define a table T′ from G such that an optimal 3-anonymous
solution for T′ costs at most 9m

⌈
log2(3m+ 1)

⌉
if and only if G can be partitioned into a collection

ofm disjoint triangles. In the following, we use character ∗ to denote suppressed cells.
Edge partition into triangles and 4-stars. Given a graph G= (V ,E) with |E| = 3m and |V| = n, we
can construct a table T that contains 3m rows (one for each edge) and n attributes (one for each
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FIGURE 18.6 An example of construction of T from a graph, as described in the proof of Theorem 18.1.

vertex). The row corresponding to edge (i, j) has 1 in positions corresponding to attributes i and j;
0 otherwise.
Suppose that G can be partitioned into a collection of m disjoint triangles and 4-stars. Consider

first a triangle with vertices i, j, and k. By suppressing the cells in the rows corresponding to edges
(i, j), (i, k), and (j, k) and columns i, j, and k, we get 3 identical rows containing 3 ∗s each and 0
anywhere else. Consider now a 4-star with vertices i, j, k, and h and edges (i, h), (j, h), and (k, h). By
suppressing the cells in the rows corresponding to edges (i, h), (j, h), and (k, h) and columns i, j, and
k, we get 3 identical rows containing 3 ∗s each, with a single 1 (corresponding to attribute h) and 0
anywhere else. Since for each triangle and for each 4-star we obtain three identical generalized tuples
by suppressing 9 cells, table T is 3-anonymous of cost 9m. As a simple example, consider the tables
in Figure 18.6, where the first three rows correspond to a triangle and the last three rows to a 4-star.
The anonymized table on the right side shows the suppressed cells.
Suppose to have a 3-anonymous table TA of cost at most 9m that is a generalization of T. We

want to show that the graph G corresponding to T can be partitioned into a collection ofm disjoint
triangles and 4-stars. Since G is a simple graph and therefore there are no edges with the same
end vertices, any 3 rows in the corresponding table T are distinct and differ in at least 3 positions;
otherwise there would be multiple edges. This implies that each modified row in the anonymized
table TA contains at least 3 ∗s, as explained above, and the overall number of ∗s in TA is at least
9m. From the previous hypothesis, we have that the cost of TA is exactly 9m, and each row of TA
contains 3 ∗s. Therefore TA contains only clusters of 3 identical rows. In fact, any tuple in the
anonymized table TA belonging to a group of more than 3 equal tuples would contain at least 4 ∗s.
The corresponding graph contains then only edges composing either triangles or 4-stars. In fact,
while each modified row in a triangle has 3 ∗s and 0 elsewhere (see Figure 18.6), each modified tuple
in a 4-star contains 3 ∗s, a single 1, and 0 elsewhere (see Figure 18.6). No other configuration is
possible. The overall solution corresponds to a partition of edges into triangles and 4-stars.
We now show the reduction from the “Edge partition into triangles” problem.

Edge partition into triangles. To prove that _CS 3-anonymity is reduced from “Edge partition into
triangles,” the informal idea is to make 4-stars costing more ∗s than triangles. A slightly different
construction of the table from a graph G = (V ,E) with |E| = 3m and |V| = n is then required. Let
t= ⌈

log2(3m+ 1)
⌉
. We define a new table T′ where each row has t blocks of n columns. Consider

an arbitrary ordering of the edges in E and express the rank of an edge e= (v1, v2) in binary notation
b1b2 . . . bt . In the tuple corresponding to edge e, each block has 0 in all columns but the columns
corresponding to the vertices v1 and v2, for which two configurations are possible: conf0 has a 1 in
column v1 and a 2 in column v2, and conf1 has a 2 in column v1 and a 1 in column v2. The lth block
in the row corresponding to e has configuration confbl . For instance, with respect to the graph shown
in Figure 18.6, the edges are ranked from 1 (001 in binary notation) to 6 (110 in binary notation).
Figure 18.7 illustrates table T′ corresponding to the graph.We now show that the cost of the optimal
3-anonymity solution of T′ is at most 9mt if and only if E can be partitioned intom disjoint triangles.
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T ′
i j k h i j k h i j k h

001 (i, j) 1 2 0 0 1 2 0 0 2 1 0 0
010 (i, k) 1 0 2 0 2 0 1 0 1 0 2 0
011 (j, k) 0 1 2 0 0 2 1 0 0 2 1 0

100 (i, h) 2 0 0 1 1 0 0 2 1 0 0 2
101 (j, h) 0 2 0 1 0 1 0 2 0 2 0 1
110 (k, h) 0 0 2 1 0 0 2 1 0 0 1 2

=⇒

T ′A (T ′ anonymized)
i j k h i j k h i j k h

(i, j) ∗ ∗ ∗ 0 ∗ ∗ ∗ 0 ∗ ∗ ∗ 0
(i, k) ∗ ∗ ∗ 0 ∗ ∗ ∗ 0 ∗ ∗ ∗ 0
(j, k) ∗ ∗ ∗ 0 ∗ ∗ ∗ 0 ∗ ∗ ∗ 0

(i, h) ∗ ∗ ∗ 1 ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗
(j, h) ∗ ∗ ∗ 1 ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗

(k, h) ∗ ∗ ∗ 1 ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗

FIGURE 18.7 An example of construction of T′ from the graph in Figure 18.6, as described in the proof of
Theorem 18.1

Suppose that E can be partitioned intom disjoint triangles. As previously discussed, every triangle
in such a partition corresponds to a cluster with 3t ∗s in each tuple. Thus, we get a 3-anonymity
solution of cost 9mt.
Suppose to have a 3-anonymity solution of cost at most 9mt. Again, any 3 tuples differ in at least

3t columns and the cost of any solution is at least 9mt. Hence, the solution cost is exactly 9mt and
each modified row has exactly 3t ∗s. Thus, each cluster has exactly 3 equal rows. We now show, by
contradiction, that the corresponding edges form a triangle and cannot be a 4-star. Suppose, on the
contrary, that the 3 rows form a 4-star. Let h be the common vertex and consider the integer {1, 2}
assigned by each of the 3 edges to h in conf0. Two of the three edges must have assigned the same
digit to h. However, since these two edges differ in rank, there must exist at least one block where
they have a different configuration (and therefore, a different digit in the column corresponding to
h). Thus, the rows corresponding to the 3 edges contain an additional ∗ corresponding to column
h in addition to the 3t ∗s corresponding to the remaining 3 columns (e.g., see the last 3 tuples of
Figure 18.7). This contradicts the fact that each row has exactly 3t ∗s. Therefore, E can be partitioned
intom disjoint triangles. �

The corresponding theorem for _AS has been proved with a proof similar to the one that was
proposed for _CS [32]. The result is the following.

THEOREM 18.2 The _AS problem for k > 2 is NP-hard for any alphabet Σ such that |Σ| ≥ 2.

Theproof is a reduction from the “k-dimensional perfectmatching” problem: given a k-hypergraph
G= (V ,E) is there a subset S of G with |V|/k hyperedges such that each vertex of G is contained in
exactly one hyperedge of S?
By orchestrating Theorems 18.1 and 18.2 and the observations given in this section, we have the

following result.

COROLLARY 18.1 Problems _AS, _CS, AG_, AG_TS, and CG_ are NP-hard for k > 2, and for
any alphabet Σ such that |Σ| > 2.

18.3.2 Algorithms for k-Anonymity

Since the hierarchy-based generalization has been proposed first, the solutions based on such a
type of hierarchy have been studied in more depth than the ones based on the recoding-based
generalization. Here, we present two exact algorithms, both belonging to theAG_TS class, and both
aimed at finding a k-minimal solution for a given PT [28,35]. We also briefly describe the most
important approximation algorithms proposed for k-anonymizing a private table.
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Besides the two exact algorithms described in the following, Sweeney [37] proposed an exact
algorithm (AG_TS class) that exhaustively examines all potential generalizations (with suppression)
for identifying a minimal one satisfying the k-anonymity requirement. This approach is however
impractical for large datasets.

18.3.2.1 Samarati’s Algorithm

The first algorithm introduced for k-anonymizing a private table PT was proposed along with the
definition of k-anonymity [35]. This algorithm follows theminimum absolute distance criterion (see
Section 18.3) to determine a k-minimal generalization of PT.
Given a private table PT such that |PT| ≥ k,∗ the algorithm restricts its analysis to PT[QI],

where QI= {A1, . . . ,An} is defined on the domain tupleDT=〈D1, . . . , Dn〉 (i.e., dom(Ai,PT)=Di,
i= 1, . . . , n).
Given a domain generalization hierarchy DGHDT , each path from the bottom to the top element in

DGHDT represents a generalization strategy that is characterized by a locally minimal generalization
defined as follows.

DEFINITION 18.8 (Locally minimal generalization) Let DGHDT be a domain generalization
hierarchy, k be the anonymity threshold, and MaxSup be the suppression threshold. Any path in
DGHDT is characterized by a locally minimal generalization, which is the lowest generalization in the
path that satisfies k-anonymity and suppresses a number of tuples lower than MaxSup.

A locally minimal generalization represents the k-anonymous generalization that maintains the
most information with respect to a given generalization strategy.

Example 18.1

Consider the table in Figure 18.1 and the domain generalization and distance vector hierarchies

in Figure 18.4. If k= 3 and MaxSup= 2, along path 〈Z0,M0,S0〉 → 〈Z1,M0,S0〉 → 〈Z2,M0,S0〉 →
〈Z2,M1,S0〉 → 〈Z2,M2,S0〉 → 〈Z2,M2,S1〉, the generalized table corresponding to 〈Z2,M1,S0〉 (see
Figure 18.5b) is a locally minimal generalization.

The definition of locally minimal generalization can be exploited to compute k-minimal general-
izations, on the basis of the following theorem.

THEOREM 18.3 [35] Let Ti(A1, . . . An)=PI[QI] be a table to be generalized and let
DT=〈D1, . . . , Dn〉 (Dz= dom(Az,Ti), z= 1, . . . , n) be the domain tuple of its attributes. Every
k-minimal generalization of Ti is a locally minimal generalization for some strategy in DGHDT.

Note that a locallyminimal generalizationmaynot correspond to a k-minimal generalization, since
a generalization may be locally minimal along one path but not along another one. With respect to
Example 18.1, the locallyminimal generalization 〈Z2,M1,S0〉 is not a k-minimal generalization, since
the generalized table corresponding to 〈Z1,M1,S0〉 (see Figure 18.5c) is k-anonymous, suppresses
a number of tuples lower than MaxSup and contains more specific values for the ZIP attribute.
Exploiting Theorem 18.3, a naive method to compute a k-minimal generalization consists in finding
all locally minimal generalizations by visiting all the paths in DGHDT , starting from the bottom and
stopping at the first generalization that both satisfies k-anonymity and suppresses a number of tuples

∗ Note that if 1 ≤ |PT| < k, a k-anonymous version of PT does not exist.
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lower than MaxSup. By discarding the locally minimal generalizations that are dominated by other
locally minimal generalizations, only k-minimal generalizations of PT are maintained. However,
since the number of paths in DGHDT may be very high, such a naive strategy is not viable. The key
idea exploited by Algorithm 18.1 in Figure 18.8 to reduce the computational time is that the number
of tuples that need to be suppressed to satisfy k-anonymity decreases while going up in a path.

THEOREM 18.4 [35] Let Ti=PT[QI] be a table to be generalized and Tj and Tz be two of
its generalizations (i.e., Ti)Tj and Ti)Tz) enforcing minimal required suppression. Then, DVi,j <

DVi,z ⇒ |Tj| ≤ |Tz|.

From Theorem 18.4, it follows that given two generalized tables Tj and Tz of PT such that
DVi,j < DVi,z, if Tj is k-anonymous and suppresses a number of tuples lower than MaxSup, also Tz
is k-anonymous and suppresses a number of tuples lower than MaxSup. Furthermore, if there is no
solution that guarantees k-anonymity suppressing a number of tuples lower than MaxSup at height
h, there cannot exist a solution at height h′ < h that guarantees it. Such a consequence is exploited
by the Algorithm 18.1 to compute a k-minimal generalization for PT[QI], by performing a binary
search on the heights of distance vectors.
The algorithm takes as input the projection T over quasi-identifying attributes of the private table

PT, the anonymity constraint k, the suppression threshold MaxSup, and the domain generalization
hierarchies for the attributes composing the quasi-identifier. During the initialization phase, the
algorithm first builds VLDT (i.e., the distance vector lattice based on the domain generalization
hierarchies) and a matrix VT, with a row for each distinct tuple t in T with less than k occurrences
and a column for each distinct tuple in T. Each entry VT[x, y] of the matrix contains the distance
vector [d1, . . . , dn] between tuples x = 〈v1 . . . vn〉 and y=〈v′1 . . . v′n〉, where di, i= 1, . . . , n, is the
distance from the domain of vi and v′i to the domain to which they generalize to the same value.
The binary search phase visits the lattice VLDT as follows. Variable high is first initialized to the
height of VLDT and all the generalized tables corresponding to distance vectors at height � high2 �
are first evaluated. If there is at least one generalized table satisfying k-anonymity and suppressing
a number of tuples lower than MaxSup, the algorithm evaluates the generalized tables at height
� high4 �, otherwise those at height � 3high4 �, and so on. The algorithm stops when it reaches the lowest
height in VLDT where there is at least a generalized table satisfying k-anonymity and the MaxSup
constraint.
To check whether or not at a given height h there is a table that satisfies k-anonymity and the

MaxSup suppression threshold, for each distance vector vec at height h the algorithm calls function
Satisfy. Function Satisfy computes the number of tuples req_sup that need to be suppressed for
achieving k-anonymity in table Tvec corresponding to the vec distance vector. For each row x in
VT, Satisfy computes the sum c of the occurrences of tuples y (column of the matrix) such that
VT[x, y]≤vec. As a matter of fact, all tuples such that VT[x, y]≤vec will be generalized to the same
value in Tvec as x. Therefore, if c < k, c is added to req_sup since the considered tuples will be outliers
forTvec andwill be therefore suppressed to satisfyk-anonymity. If req_sup is lower thanMaxSup,Tvec
satisfies k-anonymity and the MaxSup threshold and Satisfy returns true; otherwise it returns false.

Example 18.2

Consider the private table in Figure 18.1 with QI = {ZIP, MaritalStatus, Sex} and the corre-

sponding hierarchies in Figure 18.4. Also, suppose that k= 3, and MaxSup= 2. The algorithm builds

matrix VT illustrated in Figure 18.9, which is composed of seven rows (all quasi-identifying values

appear less than 3 times in PT) and 7 columns since there are 7 distinct values for QI in PT (t1= t2,
t4= t5, and t8= t9).
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Algorithm 18.1 (Samarati’s Algorithm)

INPUT
T = PT[QI]: private table
k: anonymity requirement
MaxSup: suppression threshold
∀A ∈ QI, DGHA: domain generalization hierarchies

OUTPUT
sol: distance vector corresponding to the k-minimal generalization of PT[QI]

MAIN
Let VLDT be the distance vector hierarchy
/* matrix initialization phase */
Outlier:= ∅ /* set of outlier values */
order(T) /* order the tuples in the table */
V := ∅ /* set of distinct tuples */
counter[t1] := 1 /* first tuple */
for i:=2 . . . |T| do

if ti �= t(i−1) then /* if the i-th is different from the (i− 1)th tuple */
V := V∪{ti}
counter[ti] := 1
if counter[t(i−1)]< k then Outlier:= Outlier∪{t(i−1)}

else counter[ti] := counter[ti] + 1
for j:=1 . . . |V | do

for i:=1 . . . |Outlier| do
VT[i,j] := distance(vj,outlieri)

/* binary search phase */
low:= 0
high:= height(*,VLDT )
sol:= *
while low<high do

h:= � low+high
2 �

Vectors:= {vec|height(vec,VLDT )=h}
reach_k:= false
while Vectors�= ∅ ∧ reach_k �=true do

let vec be a vector in Vectors
Vectors := Vectors − {vec}
if Satisfy(T,vec,VT,|Outlier|,|V |) then

sol:= vec
reach_k := true

if reach_k=true then high := h
else low := h+1

return(sol)

SATISFY(T,vec,VT,rows,columns)
req_sup := 0
for i:=1 . . . rows do

c := 0
for j:=1 . . . columns do

if VT[i,j]≤vec then
c := c + counter[vj]

if c<k then req_sup := req_sup + c
if req_sup<MaxSup then return(true)
else return(false)

FIGURE 18.8 Algorithm that computes a k-minimal generalization.
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1 2 3 4 5 6 7
t1/t2 t3 t4/t5 t6 t7 t8/t9 t10

1 t1/t2 [0,0,0] [0,2,1] [1,2,1] [1,1,0] [2,1,1] [2,1,1] [2,2,0]
2 t3 [0,2,1] [0,0,0] [1,0,0] [1,2,1] [2,2,0] [2,2,0] [2,0,1]
3 t4/t5 [1,2,1] [1,0,0] [0,0,0] [0,2,1] [2,2,0] [2,2,0] [2,0,1]
4 t6 [1,1,0] [1,2,1] [0,2,1] [0,0,0] [2,0,1] [2,1,1] [2,2,0]
5 t7 [2,1,1] [2,2,0] [2,2,0] [2,0,1] [0,0,0] [1,1,0] [1,2,1]
6 t8/t9 [2,1,1] [2,2,0] [2,2,0] [2,1,1] [1,1,0] [0,0,0] [0,2,1]
7 t10 [2,2,0] [2,0,1] [2,0,1] [2,2,0] [1,2,1] [0,2,1] [0,0,0]

FIGURE 18.9 An example of the VTmatrix computed with respect to the table in Figure 18.1.

By exploiting the hierarchies in Figure 18.4, the algorithm computes the distance vectors between

pairs of tuples. For instance, VT[1,4]= [1, 1, 0], which is the distance vector of the generalized table

at which t1 = t2 = 〈22030, married, F〉 and t6 = 〈22032, divorced, F〉 are generalized to the same value

〈2203*, been_married, F〉.
Once VT has been computed, the algorithm starts with the binary search phase and evaluates

first the generalizations at height �5/2�= 2, that is, the tables corresponding to distance vectors

[2, 0, 0], [1, 1, 0], [1, 0, 1], [0, 1, 1], and [0, 2, 0]. The table corresponding to [1, 1, 0] satisfies 3-anonymity

suppressing only one tuple. It is easy to see that for each row but the last one of the VT matrix in

Figure 18.9, there are 3 tuples that are generalized to the same tuple. The algorithm then evaluates

tables at height �5/4�= 1, that is, the tables corresponding to distance vectors [1, 0, 0], [0, 1, 0], and
[0, 0, 1]. Since none of these tables is 3-anonymous and suppresses a number of tuples lower than

MaxSup, the solution returned by the algorithm is [1, 1, 0], which corresponds to 〈Z1,M1,S0〉.

The time complexity of the algorithm in Figure 18.8 is exponential in the number (n) of
attributes in QI.
First, the algorithm builds the domain generalization hierarchy for QI (VLDT) from the given

domain generalization hierarchies of the individual attributes in QI. This step requires a complexity
of O(|DGH|) in time. Second, the algorithm sorts the tuples in the table with a standard sorting
algorithm in polynomial time. The third step initializes the matrix VT, and it requires a time
proportional to its dimension (O(m2 · n)). The last step computes a minimal generalization with a
binary search in the lattice that verifies the anonymity of the generalized tables corresponding to
each node of the lattice considered. Note that, even if this is a binary search, the lattice contains, in
the middle level, a huge number of possible generalizations. For instance, even if we assume that QI
contains only attributes with domain generalization hierarchies of height 2, the number of possible
generalizations in the middle level of the corresponding DGH is

( n
n/2

) ∈ O(2n/2). Therefore, in the
worst case, the time complexity of the binary search phase is upperbounded by |DGH| · (n ·m), where
|DGH| = n ·∏n

i= 1 hi with hi the height of the domain generalization hierarchy of the single attribute
Ai in QI. The overall time complexity of the algorithm is then O((n · m) · (m + |DGH|)), where
|DGH| ∈ O(n · (hmax)n) and hmax=max{h1, . . . , hn}.

18.3.2.2 Incognito

The Incognito algorithm [28] has been proposed for computing a k-minimal generalization by using
a domain generalization hierarchy DGHDT on the domain tuple of the quasi-identifier, where the
vertices in DGHDT are only the vertices that correspond to k-anonymous generalized tables.
Since the computational cost of the k-anonymization algorithms is mainly due to the verification

of the k-anonymity condition on a great number of generalizations of the private tablePT, Incognito
reduces the number of tables for which this verification is necessary by exploiting the observation
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that if a table T with quasi-identifier QI is k-anonymous, T is k-anonymous with respect to any
quasi-identifiers Q⊂QI.

DEFINITION 18.9 (Subset property) Let T(A1, . . . ,An) be a table and QI= {A1, . . . ,Am} be its
quasi-identifier. If T is k-anonymous with respect to QI, T is k-anonymous with respect to any
Q ⊆QI.

This subset property represents a necessary (not sufficient) condition for k-anonymity. As a
matter of fact, a table T can be k-anonymous with respect to QI only if T is k-anonymous with
respect to any subset of QI. Incognito then excludes a priori the generalizations in DGHDT that
cannot be k-anonymous with respect to QI. To this purpose, Incognito iteratively builds all the
domain generalization hierarchies on subsets of QI, excluding at each step the vertices representing
generalizations that do not satisfy k-anonymity (see Figure 18.10).
At the first iteration, for each Ai∈QI, Incognito builds DGHDi with Di = dom(Ai,PT). For

each DGHDi , Incognito then follows a bottom-up breadth-first search on the domain generalization
hierarchy. If a tableTv corresponding tovertex v inDGHDi satisfiesk-anonymity, Incognitomarks true

Algorithm 18.2 (Incognito Algorithm)

INPUT
T = PT[QI]: private table where QI = {A1, . . . , An} and DT = 〈dom(A1,PT), . . . , dom(An,PT)〉
k: anonymity requirement
∀D ∈ DT , DGHD: domain generalization hierarchies where for all v ∈ DGHD, mark(v) is set false

OUTPUT
DGHD: restricted version of DGHDT

MAIN
for i=1 . . . n do

Di := {D|D⊆ DT ∧ |D| = i} /* all subsets of i elements in QI */
for each D∈ Di do

if i �= 1 then DGHD := Compose(D)
for h=0 . . . height(*) do /* * represents the root node in DGHD */

/* height(v) denotes the length of the path from the bottom element in DGHD to v */

Vh := {v|v ∈ DGHD ∧ height(v)=h ∧mark(v)=false}

for each v ∈ Vh do
let Tv be the generalized table corresponding to vertex v
if Satisfy(Tv,k) then
for each v′|v′ ∈ DGHD ∧ v ≤ v′ do mark(v′):=true

return(DGHD)

COMPOSE(D)
DGHD := (V ,E)
i := 1
for each Di ∈ {D′ ⊂D:|D′| = |D| − 1} do

V i := {v|v ∈ DGHDi ∧mark(v)=true}
i := i + 1

V := V1 × . . . × Vi

for each v ∈ V do mark(v) := false
E := {(vi,vj)|vi,vj∈V ,vi ≤ vj, � ∃vz ∈V ,vi ≤ vz ∧ vz ≤ vj}

return(DGHD)

FIGURE 18.10 Algorithm that computes reduced generalization hierarchies.
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v and all vertices v′, such that v ≤ v′, without explicitly computing the generalizations corresponding
to v′ to check if they are k-anonymous.∗
At the second iteration, for each subset {Ai,Aj}⊆QI, Incognito builds DGH〈Di,Dj〉 with

Di= dom(Ai,PT) and Dj= dom(Aj,PT). The domain generalization hierarchy DGH〈Di,Dj〉 is built
by combining (through function Compose) DGHDi and DGHDj . For the subset property the Com-
pose function removes from DGH〈Di,Dj〉 all those vertices that represent domain tuples containing
generalized domains for Di (or Dj) marked false in DGHDi (or DGHDj).
At iteration i, the algorithm builds the domain generalization hierarchies on subsets of QI

composed of i attributes, using the vertices marked true in the domain generalization hierar-
chies computed at iteration i − 1. It terminates at iteration i= |QI|, when it evaluates the domain
generalization hierarchy for the whole quasi-identifier.

Example 18.3

Consider the private table in Figure 18.1 with QI = {ZIP, MaritalStatus, Sex} and assume

that k= 3 and MaxSup= 2. Figure 18.11 illustrates, on the left-hand side, the complete domain

generalization hierarchies for all the subsets of QI, and on the right-hand side, the subhierarchies

computed by Incognito at each iteration.

Iteration 1

• DGH〈Z0〉. Vertices 〈Z0〉, 〈Z1〉, and 〈Z2〉 are marked true, since table T〈Z0〉 satisfies 3-

anonymity by suppressing a number of tuples lower than MaxSup.

• DGH〈M0〉. Vertex 〈M0〉 is marked false, since to satisfy 3-anonymity, in table T〈M0〉 we need
to suppress more than 3 tuples. Vertex 〈M1〉 and vertex 〈M2〉 are marked true since table

T〈M1〉 satisfies 3-anonymity by suppressing a number of tuples lower than MaxSup.

• DGH〈S0〉. Vertices 〈S0〉 and 〈S1〉 are marked true, since table T〈S0〉 satisfies 3-anonymity

by suppressing a number of tuples lower than MaxSup.

Iteration 2

• DGH〈Z0,M0〉. Since 〈M0〉 has beenmarked false in the previous iteration, this hierarchy does

not include vertices 〈Z0,M0〉, 〈Z1,M0〉, and 〈Z2,M0〉. Vertex 〈Z0,M1〉 is marked false, since

T〈Z0,M1〉 satisfies 3-anonymity only if more than 3 tuples are suppressed. Vertices 〈Z0,M2〉,
〈Z1,M2〉, 〈Z2,M2〉, 〈Z1,M1〉, and 〈Z2,M1〉 are instead marked true, since tables T〈Z0,M2〉 and
T〈Z1,M1〉 satisfy 3-anonymity by suppressing a number of tuples lower than MaxSup.

• DGH〈Z0,S0〉. Vertex 〈Z0,S0〉 is marked false since T〈Z0,S0〉 satisfies 3-anonymity only if

more than MaxSup tuples re suppressed. Vertices 〈Z0,S1〉, 〈Z1,S1〉, 〈Z2,S1〉, 〈Z1,S0〉,
and 〈Z2,S0〉 are marked true, since tables T〈Z0,S1〉 and T〈Z1,S0〉 satisfy 3-anonymity by

suppressing a number of tuples lower than MaxSup.

• DGH〈M0,S0〉. Since 〈M0〉 has beenmarked false in the previous iteration, this hierarchy does

not include vertices 〈M0,S0〉 and 〈M0,S1〉. All the other vertices in thehierarchy aremarked

true, since table T〈M1,S0〉 satisfies 3-anonymity by suppressing a number of tuples lower

than MaxSup.

Iteration 3

• DGH〈Z0,M0,S0〉. Since DGH〈Z0,M0〉 does not contain vertices 〈Z0,M0〉, 〈Z1,M0〉, and 〈Z2,M0〉,
and vertex 〈Z0,M1〉 has been marked false, this hierarchy does not contain vertices

∗ Incognito applies the monotonicity property of k-anonymity stating that if a table T is k-anonymous all its generalized
tables are k-anonymous.
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Complete Hierarchies Incognito Subhierarchies

Iteration 1 Z2 M2

Z1 M1 S1

Z0 M0 S0

Z2 M2

Z1 M1 S1

Z0 S0

Iteration 2 Z2 , M2

Z1, M2 Z2 ,M1

Z0 , M2 Z1 , M1 Z2 , M0

Z0 , M1 Z1, M0

Z0 , M0

Z2 , M2

Z1 , M2 Z2 , M1

Z0 , M2 Z1 , M1

Z2 , S1

Z1, S1 Z2 , S0

Z0 , S1 Z1, S0

Z0 , S0

Z2 , S1

Z1 , S1 Z2 , S0

Z0 , S1 Z1, S0

M2 , S1

M1, S1 M2 , S0

M0 , S1 M1, S0

M0, S0

M2 , S1

M1 , S1 M2 , S0

M1 , S0

Iteration 3 Z2, M2, S1

Z2, M2 , S0 Z2, M1, S1 Z1, M2,S1

Z2, M1 , S0 Z2, M0,S1 Z1, M1, S1 Z1, M2 , S0 Z0, M2,S1

Z2, M0, S0 Z1, M1, S0 Z1, M0,S1 Z0, M1, S1 Z0, M2,S0

Z1, M0, S0 Z0, M1, S0 Z0, M0,S1

Z0, M0, S0

Z2, M2, S1

Z2, M2, S0 Z2, M1, S1 Z1, M2, S1

Z2, M1,S0 Z1, M1, S1 Z1, M2, S0 Z0, M2, S1

Z1, M1, S0

FIGURE 18.11 Subhierarchies computed by Incognito for the table in Figure 18.1.

〈Z0,M0,S0〉, 〈Z1,M0,S0〉, 〈Z2,M0,S0〉, 〈Z0,M0,S1〉, 〈Z1,M0,S1〉, 〈Z2,M0,S1〉, 〈Z0,M1,S0〉,
and 〈Z0,M1,S1〉. Analogously, since vertex 〈Z0,S0〉 has been marked false in DGH〈Z0 ,S0〉,
this hierarchy does not contain vertex 〈Z0,M2,S0〉. Vertices 〈Z1,M1,S0〉, 〈Z1,M1,S1〉,
〈Z1,M2,S0〉, 〈Z1,M2,S1〉, 〈Z2,M1,S0〉, 〈Z2,M1,S1〉, 〈Z2,M2,S0〉, and 〈Z2,M2,S1〉aremarked

true, since table T〈Z1,M1,S0〉 satisfies 3-anonymity by suppressing a number of tuples lower

than MaxSup. Analogously, vertex 〈Z0,M2,S1〉 is marked true, since table T〈Z0,M2,S1〉
satisfies 3-anonymity by suppressing a number of tuples lower than MaxSup.
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Incognito iteratively builds the domain hierarchies of increasing dimension until the hierarchy
DGHDT containing the entire QI is built. While in most cases some hierarchies are not built entirely,
since some vertices are removed at iteration i due to the results obtained at iteration i − 1, in the
worst case all the hierarchies are completely built. Let Dom be the set of all ground and generalized
domains for the quasi-identifier QI, n be the number of attributes composing QI, and m be the
number of tuples in PT. We can note that each subset of Dom appears exactly in one of the domain
generalization hierarchies on subsets of QI, therefore the cost of all the hierarchies computed in the
worst case by Incognito is upperbounded by (n · 2Dom), where n is the upperbound of the cost of
each single vertex (since each vertex has at most one component for each attribute in QI) and 2Dom
is the number of possible vertices. Since Incognito, in the worst case, tests if table PT, generalized
according to each subset of Dom, is k-anonymous and suppresses a number of tuples lower than
MaxSup, its complexity is in O((n ·m) · n · 2Dom).

18.3.2.3 Approximation Algorithms

Exact algorithms for solving the k-anonymity problem for AG_TS and AG_ are, due to the
complexity of the problem, exponential in the size of the quasi-identifier. The exact algorithms
for models _CS and CG_ can be much more expensive, since the computational time can be expo-
nential in the number of cells in the table.
The first approximation algorithm for _CS was proposed by Meyerson and Williams [32] and

guarantees a O(k log(k))-approximation. The best-known polynomial approximation algorithm
for _CS guarantees a O(k)-approximate solution [2]. Such an O(k)-approximate algorithm con-
structs a complete weighted graph from the original private table PT. Each vertex in the graph
corresponds to a tuple in PT, and the edges are weighted with the number of different attribute val-
ues between the two tuples represented by extreme vertices. The algorithm then constructs, starting
from the graph, a forest composed of trees containing at least k vertices each, which represent the
groups of tuples of at least k elements that are generalized to the same value for k-anonymization.
Some cells in the vertices are suppressed to guarantee that all the tuples in the same tree have the
same quasi-identifier value (i.e., to achieve k-anonymity). The cost of a vertex is evaluated as the
number of cells suppressed, and the cost of a tree is the sum of the costs of its vertices. The cost
of the final solution is equal to the sum of the costs of its trees. In constructing the forest, the
algorithm limits the maximum number of vertices in a tree to be 3k − 3. Partitions with more
than 3k − 3 elements are decomposed, without increasing the total solution cost. With the con-
struction of trees with no more than 3k − 3 vertices, the authors prove that their solution is a
O(k)-approximation.
An approximation algorithm forCG_ is described in [3] as a direct extension of the approximation

algorithm for _CS [2]. For taking into account the generalization hierarchies, each edge has a weight
that is computed as follows. Given two tuples ti and tj and an attribute A, the generalization cost
hti,tj(A) associated withA is the lowest level of the value generalization hierarchy VGHdom(A,PT) such
that tuples ti and tj have the same generalized value for A. The weight w(e) of the edge e = (ti, tj) is
therefore w(e) = ΣAhti,tj(A)/lA , where lA is the number of levels in VGHdom(A,PT). The solution of
this algorithm is guaranteed to be a O(k)-approximation.
Recently, Park and Shim [33] described an algorithm for _CS withO(log k)-approximation ratio,

but the overall time complexity is O((nm)2k).
Besides algorithms that compute k-anonymized tables for any value of k, ad hoc algorithms for

specific values of k have also been proposed. For instance, to find better results for Boolean attributes,
in the cases where k= 2 or k= 3, an ad hoc approach has been provided [3]. The algorithm for k= 2
exploits the minimum-weight [1, 2]-factor built on the graph constructed for the 2-anonymity. The
[1, 2]-factor for a graph G is a spanning subgraph of G built using only vertices with no more than 2
outgoing edges. Such a subgraph is a vertex-disjoint collection of edges and pairs of adjacent vertices
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and can be computed in polynomial time. Each component in the subgraph is treated as a cluster,
and a 2-anonymized table is obtained by suppressing each cell for which the vectors in the cluster
differ in value. This procedure is a 1.5-approximation algorithm. The approximation algorithm for
k= 3 is similar and guarantees a 2-approximation solution.

18.4 k-Anonymity with Recoding-Based Generalization

The algorithms described in the previous section assume that the generalizations follow a predefined
hierarchy. However, also a recoding-based generalization can be adopted for k-anonymity [6,24,27]
that exploits an order relationship among values in the attribute domains. The algorithms adopting a
recoding-basedgeneralization are thereforenot forced to followapredefined strategy for generalizing
values.

DEFINITION 18.10 (Recoding function) LetD= {v1, . . . , vx} be a domain on which a total order
relationship is defined. A recoding function ρ : D → 2|D| for D partitions the domain in a set of
(possibly disjoint) intervals I1, . . . , Iy (y ≤ x), such that ⋃y

i= 1 Ii=D and ∀vi ∈ Ia,∀vj ∈ Ib, with
a �= b, vi ≤ vj iff a < b.

As an example, consider attribute MaritalStatus and the VGHM0 in Figure 18.3. A possible
order among the values inM0 is {married, widow, divorced, single}. A recoding function can partition
M0 into two intervals I1 = [married, widow] and I2=[divorced, single].
Recoding-based generalization associates with each interval Ij a value vj representing the values

of the ground domain belonging to Ij. Any value in PT that belongs to Ij is then generalized to vj.
The main advantage of a recoding-based generalization strategy is that it is possible to analyze

solutions that would not be investigated adopting a hierarchy-based generalization, and this might
improve the quality of the final solution. However, since recoding-based generalization strategies are
based on the total order among attribute values, they are influenced by such an ordering, which may
be difficult to define when the attribute domain does not have a characterizing ordering relationship.
Furthermore, when the domain is categorical,∗ it might be difficult to represent the values obtained
by the generalization process, since the set of values that need to be indistinguishable in the released
table might not be similar. In some cases, the only way to describe an interval of values is the
direct enumeration of its elements. For instance, the two subsets [married, widow] and [divorced,
single] are described by enumerating their elements, while the set [married, widow, divorced] can
be described as been_married.

18.4.1 Algorithms for k-Anonymity

We now describe two k-anonymization algorithms adopting recoding-based generalization: k-
Optimize and Mondrian multidimensional k-anonymity.

18.4.1.1 k-Optimize

Bayardo and Agrawal [6] propose an AG_TS algorithm called k-Optimize, based on a recoding-
based generalization defined on the quasi-identifying attributes. k-Optimize determines a solution
minimizing a predefined cost function that measures the loss of information due to generalization
and suppression.

∗ An attribute is categorical if it can assume a limited and specified set of values on which arithmetic operations cannot
be defined. For instance, attribute MaritalStatus is categorical.
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k-Optimize assumes the existence of a total order relationship among the attributes composing
QI, and a total order relationship on each of the domains of the quasi-identifying attributes. It uses
these total order relationships to associate an integer value, called index, with each interval in any
domain of the quasi-identifier attributes. Note that, at initialization time, any value in any domain
of QI represents an interval itself. The index assignment reflects the total order relationship among
quasi-identifying attributes and within their domains.

Example 18.4

Consider the private table in Figure 18.1 with QI = {ZIP, MaritalStatus, Sex} and suppose

that ZIP precedes MaritalStatus that, in turn, precedes Sex. Suppose also that the values

within the domain of each of these attributes follow the same order as the leaves in the hierarchies in

Figure 18.3. Figure 18.12 illustrates the index values assigned assuming that each value represents an

interval. As it is visible from the figure, due to the order among attributes, the index values associated

with the intervals of the ZIP domain are lower than the index values associated with the intervals of

the domains of MaritalStatus and Sex. Furthermore, within each domain the assignment of

the index values follow the total order among intervals.

Given a set of indexes I , a generalization is represented by the union of individual index values.
As an example, with reference to Figure 18.12, the union of index values 1 and 2 means that the
ZIP values 22030 and 22032 have been generalized to the same indistinguishable value. Since only
contiguous index values can be unioned for generalization purposes, their union is represented by the
least index value. This implies that given a set I of index values, if an index value I does not appear in
I , the index I has been generalized to the nearest value appearing in I and lower than I. For instance,
with respect to the set of indexes in Figure 18.12, the set I ={1, 3, 5, 8, 9, 10} implicitly indicates that
index 2 has been generalized to the same value as 1, 4 to the same value as 3, and 6 and 7 to the same
value as 5. Since the least value in any attribute domain will certainly appear in any generalization,
it can be omitted in the representation of I , assuming that it always implicitly belongs to the
generalized domain. Consequently, the set I ={1, 3, 5, 8, 9, 10} can be represented as I ={3, 8, 10}.
This set of index values represents the following interval values: {[1,2],[3,4]}, corresponding to
{[22030,22032],[22045,22047]}; {[5,6,7],[8]}, corresponding to {[married,widow,divorced],[single]};
and {[9],[10]}, corresponding to {[M],[F]}. Note that the empty set { } represents the most general
anonymization. For instance, with reference to Example 18.4, { } corresponds to the generalizations
{1} for attribute ZIP, {5} for attribute MaritalStatus, and {9} for attribute Sex, which in
turn correspond to the generalized values ZIP: {[22030, 22032, 22045, 22047]}; MaritalStatus:
{[married,widow,divorced,single]}; and Sex: {[M,F]}.
Each generalized table that can be obtained fromPT adopting a recoding-based generalization can

be represented as a subset of the indexes I associated with the original domains of quasi-identifying
attributes. Each of these solutions is associated with a cost, reflecting the information loss caused by
the chosen generalization and by the tuples suppressed to achieve k-anonymity.
To compute the optimal generalized table, k-Optimize builds a set enumeration tree over the set I

of index values, where each node corresponds to a generalized table of the original private table PT.
The root node of the tree is the empty set. The children of a node node enumerate the sets that can
be formed by appending a single element of I to node, with the restriction that this single element

ZIP MaritalStatus Sex
〈[22030] [22032] [22045] [22047] 〉 〈[married] [widow] [divorced] [single]〉 〈[M] [F]〉

1 2 3 4 5 6 7 8 9 10

FIGURE 18.12 Index assignment to attributes ZIP, MaritalStatus, and Sex.
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Algorithm 18.3 (k-Optimize Algorithm)

INPUT
I: set of index values corresponding to the original domains of PT[QI]
k: anonymity requirement

OUTPUT
I′: set of index values representing the k-anonymous generalized table

MAIN
root := { }
best.cost :=∞
best.sol := null
Optimize(root,best)

OPTIMIZE(node,best)
if Satisfy(node) then
cost := Cost(node)
if cost≤best.cost then
best.cost := cost
best.sol := node

for each i∈ {idx|idx ∈ I ∧ (∀j ∈ node, idx ≥ j ∨ node = ∅)} do
child := node ∪ {i}
lb := LowerBound(child)
if lb≤best.cost then
best :=Optimize(child,best)

else
Prune(root,node) /* prune nodes having node as a subset */

return(best)

FIGURE 18.13 k-Optimize algorithm adopting a preorder traversal strategy.

must follow every element already in node, according to the given total order. Figure 18.14 illustrates
a set enumeration tree over I ={2, 3, 4} (e.g., this tree could represent the set enumeration tree
for attribute ZIP). The consideration of a tree guarantees the existence of a unique path between
the root and each node. The visit of the set enumeration tree using a standard traversal strategy is
equivalent to the evaluation of each possible solution to the k-anonymity problem.
Algorithm k-Optimize (see Figure 18.13) visits the set enumeration tree built on the basis of the

given private table PT, keeping track of the best generalization (variable best) found at each step.
For each visited node node in the tree that satisfies the k-anonymity constraint (function Satisfy), it
computes (functionCost) the cost cost of the generalization strategy represented by node. If the cost
of the solution associated with node is lower than best.cost, that is, the lowest cost found during the
visit at that point, node becomes the new locally best solution and its cost becomes the comparison
term for the following visited nodes. Since the number of nodes in the tree is 2|I|, this approach is
not practical and the authors have therefore proposed heuristics and pruning strategies to reduce
the computational costs of the k-Optimize algorithm [6]. The idea is that if none of the nodes in
the subtree rooted at a child child of node can have a cost lower than the locally optimal solution
computed before visiting child, k-Optimize prunes the subtree rooted at child without visiting the
solutions it contains. To this purpose, for each visited node node, k-Optimize computes the lower
boundof the cost function for the subtree rooted at each of its children child (functionLowerBound),
that is, the lowest possible cost that a solution in the subtree can have. The lower bound for a subtree
child is computed by noting that the solutions in the subtree rooted at child need to suppress a greater
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{ }

{2}

{2, 3} {3, 4}{2, 4}

{2, 3, 4}

{3} {4}

FIGURE 18.14 An exam-
ple of set enumeration tree
over set I = {2, 3, 4} of
indexes.

number of tuples than node to guarantee k-anonymity, since they repre-
sent more specific solutions. If this lower bound is higher than the locally
optimal solution, the subtree rooted at child is pruned. Note that when
a subtree is pruned also additional nodes can be removed from the tree
(procedure Prune). For instance, consider the set enumeration tree in
Figure 18.14 and suppose that node {2, 4} is pruned. This means that all
the solutions that contain index values 2 and 4 are not optimal, therefore
also node {2, 3, 4} can be pruned.
k-Optimize can always compute the best solution in the space of the
generalization strategies. Since the algorithm tries to improve the solution
at each visited node evaluating the corresponding generalization strategy,
it is possible to set a maximum computational time, and obtain a good,
but nonoptimal, solution.

18.4.1.2 Mondrian Multidimensional Algorithm

LeFevre et al. [27] propose a CG_ algorithm for anonymizing a private table PT based on multi-
dimensional global recoding, by extending the single-dimensional recoding-based generalization to
the multidimensional case.
On the basis of the order of values defined for all the domains of attributes composing QI, a

multidimensional generalization function defines a set of multidimensional regions. These regions
correspond to the intervals defined in the single-dimensional scenario. Let QI= {A1, . . . , An} be a
quasi-identifier and D = {D1, . . . , Dn} be the set of ground domains of the attributes A1, . . . , An.
Each domain inD is a dimension for the multidimensional space, where PT[QI] can be represented
as a set of points: each tuple t ∈ PT[QI] represents a point in the multidimensional space defined
byD and its coordinates are the values assumed by the quasi-identifying attributes in t.
A multidimensional region within such a space is represented by two tuples p= (p1, . . . , pn)

and v= (v1, . . . , vn) such that pi ≤ vi, i= 1, . . . , n. A tuple t = (t1, . . . , tn) belongs to the region
represented by 〈p, v〉 if pi ≤ ti ≤ vi, i= 1, . . . , n. A multidimensional region can therefore be seen
as an n-dimensional rectangular, whose edges are parallel to the axis. As an example, consider the
private table in Figure 18.1 and suppose thatQI= {MaritalStatus,Sex}. Figure 18.15a provides
a graphical representation of the multidimensional space determined by D = {M0, S0}, where the
domain of attributeSex is represented on the x-axis and the domain of attributeMaritalStatus

(a)

M F 

married

widow

divorced

single

2

2

11

13

MaritalStatus

married

married

single

single

single

(widow, divorced, single)

(married, widow, divorced)

(married, widow, divorced)

(married, widow, divorced)

(widow, divorced, single)

(b)

Sex

F

F

F

F

M

M

M

M

M

M

FIGURE 18.15 An example of strict multidimensional partitioning (a) and corresponding generalized table (b).
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is represented on the y-axis. Regions are delimited by lines parallel to the axis and points are
associated with the number of occurrences of the corresponding quasi-identifier values in PT[QI].
A strict multidimensional partitioning is a set of multidimensional regions that cover the whole space
defined onD.

DEFINITION 18.11 (Strict multidimensional partitioning) Let QI be a quasi-identifier and
D={D1, . . . , Dn} be the set of domains for the attributes composing it. A strict multidi-
mensional partitioning is a set of nonoverlapping multidimensional regions covering the space
defined byD.

A strictmultidimensional partitioning of the space defined byD represents the generalized tableT
obtained by making all the tuples belonging to the same multidimensional region indistinguishable,
that is, by generalizing the tuples in the same region to the same generalized tuple. For instance,
Figure 18.15b represents a possible generalized table corresponding to the regions in Figure 18.15a,
where the generalized values of attributes MaritalStatus and Sex are obtained by listing all
values that belong to a given region.
A strict multidimensional partitioning for a private table PT is k-anonymous if any multidimen-

sional region in the space defined byD contains either zero or at least k tuples of PT. The problem of
computing the optimal (i.e., the one that minimizes information loss) strict k-anonymous multidi-
mensional partitioning is NP-hard, since its decisional version can be reduced from the well-known
partition problem [27]. It is important to note here that this result is not implied by the NP-hardness
of the hierarchy-based k-anonymity problem demonstrated in [32], since the two problems are
different and cannot be reduced one to the other.
Given the set of points along with the number of their occurrences induced by private table PT

on the multidimensional space defined by D, a multidimensional cut for such a set of points is an
axis-parallel cut that produces two disjoint sets of points. A multidimensional cut perpendicular
to dimension Di, corresponding to attribute Ai in QI, is performed at a given value v of Di. Any
tuple t such that t[Ai] ≤ v will belong to one partition, while any tuple t such that t[Ai] > v will
belong to the other one. A multidimensional cut is allowable with respect to a given k-anonymity
constraint if and only if the resulting regions contain a set of points representing at least k tuples of
the original table (i.e., the sumof the occurrences of the points in the region obtained is at least k). The
recursive application of allowable multidimensional cuts on the original set of points representing
PT generates a multidimensional strict partitioning.

DEFINITION 18.12 (Minimal strict multidimensional partitioning) A strict multidimensional
partitioning, composed of regions R1, . . . , Rr , isminimal if there does not exist an allowable multi-
dimensional cut for any of the sets of points in its regions.

For instance, for k= 2, the strict multidimensional partitioning in Figure 18.15a is minimal, since
none of its regions can be further split obtaining two regions containing at least 2 tuples each.
The maximum number of points contained in any region Ri in a minimal strict multidimensional

partitioning is 2n(k−1)+o, where n= |QI| is the number of dimensions (i.e., attributes composing
the quasi-identifier), k is the k-anonymity constraint, and o is the maximum number of occurrences
of a quasi-identifier value in PT (i.e., the maximum number of copies of the same point in the
multidimensional space), as formally proved in [27].
The algorithmproposed in [27], and illustrated in Figure 18.16, is a greedy solution to theminimal

multidimensional k-anonymity problem. The algorithm receives in input the set partition of points
together with their occurrences that represent a private table PT, and the k value. The algorithm
cuts the given n-dimensional space in two nonoverlapping spaces and is recursively applied to each



Theory of Privacy and Anonymity 18-29

Algorithm 18.4 (Mondrian Algorithm)

INPUT
partition={p|p = 〈p1, . . . , pn〉 ∧ pi ∈ Di, i = 1, . . . , n〉}: set of points that represent private table PT[QI]
k: anonymity requirement

OUTPUT
T : k-anonymized table for PT[QI]

MAIN
Anonymize(partition)

ANONYMIZE(partition)
if(no allowable multidimensional cut for partition) then
return Generalize(partition) /* generalize all the tuples in partition to the same value */

else
dim := ChooseDimension(partition) /* choose the dimension for the cut */
fs := frequency_set(partition, dim) /* frequency of the values in the domain of dim */
split_val := find_median(fs) /* find the split point as the median for dim wrt fs */
lhs := {p∈partition|pdim≤split_val} /* first partition created */
rhs := {p∈partition|pdim>split_val} /* second partition created */
return Anonymize(rhs)∪Anonymize(lhs) /* recursive call */

FIGURE 18.16 Mondrian multidimensional k-anonymity algorithm.

resulting space, until the minimal strict multidimensional partitioning is reached. At each recursive
call, the algorithm chooses the dimension with the widest (normalized) range of values. It then splits
the region by performing a strict multidimensional cut perpendicular to the chosen dimension,
adopting as a split value the median of partition projected on the chosen dimension. If the cut is
allowable, the algorithm is recursively called on each of the two regions obtained; otherwise the
cut is not performed. As an example, consider the private table in Figure 18.1 and suppose that
QI={MaritalStatus, Sex}. Figure 18.17 represents an example of step-by-step execution of the
algorithm in Figure 18.16, where k= 2. The algorithmfirst chooses theSex dimension and performs
a cut at value “M,” obtaining the regions in Figure 18.17b. The algorithm is then recursively called
on the region characterized by Sex=M. This call causes a cut on attribute MaritalStatus at
value “single.” The two resulting regions (Figure 18.17c) cannot be further partitioned and, therefore
the algorithm executes the recursive call on the region characterized by Sex=F. This call causes a
cut on attribute MaritalStatus at value “widow.” The two resulting regions cannot be further
partitioned. The result obtained by the algorithm is then represented in Figure 18.17d.
This algorithm is greedy, since it chooses the dimension to exploit for the next cut on the

basis of the local properties of the multidimensional region. It represents a O(n)-approximation
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FIGURE 18.17 Spatial representation (a) and possible partitioning (b–d) of the table in Figure 18.1.
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algorithm for the k-anonymity problem (with recoding-based generalization and adopting strict
multidimensional cuts), supposing o/k to be a constant ratio. The time complexity for the given
algorithm is O((n · m) · log(n · m)), when (n · m) is the number of cells composing the original
private table.
Besides strict multidimensional partitioning, also relaxed multidimensional partitioning can be

adopted for the k-anonymity problem. Themain difference of relaxedmultidimensional partitioning
with respect to strict multidimensional partitioning is that the regions covering the multidimen-
sional space defined byD can be potentially overlapping. When adopting relaxed multidimensional
partitioning, each tuple in PT is generalized following the values of one of the regions to which the
point corresponding to the tuple belongs. Therefore, duplicate values in PT can be generalized to
different values in the released table. The Mondrian algorithm proposed can be adapted to operate
also with relaxed multidimensional partitioning. In this case, it computes a 2-approximate solution
of the problem.

18.5 Attribute Disclosure Protection

Even if k-anonymity represents a solution to the problem of identity disclosure, since it protects
respondents from attacks aimed at reducing the uncertainty about their identities, it does not protect
from attribute disclosure. As a matter of fact, attribute disclosure is possible even on tables protected
against identity disclosure.
Machanavajjhala, Gehrke, and Kifer define two possible attacks to k-anonymous tables:

homogeneity attack (already noted in [35]) and background knowledge attack [31]. Consider a
k-anonymized table, where there is a sensitive attribute and suppose that all tuples with a specific
value for the quasi-identifier have the same sensitive attribute value. Under these homogeneity
assumptions, if an attacker knows the quasi-identifier value of a respondent and knows that this
respondent belongs to the population represented in the table, the attacker can infer which is
the value for the sensitive attribute for the known respondent, since all the tuples with the given
quasi-identifier value have the same value for the sensitive attribute. For instance, consider the
3-anonymous table in Figure 18.18, where Disease is a sensitive attribute. If Alice knows
that her friend Hellen is a married female living in an area with ZIP code 22030, she can infer
that Hellen suffers from hypertension, since all tuples with 〈2203∗,been_married,F〉 as a
quasi-identifier value are characterized by Disease=“hypertension.”
The background knowledge attack is instead based on a priori knowledge of the attacker of

some additional external information. For instance, with reference to the 3-anonymous table in
Figure 18.18, suppose that Alice knows that Bob is a single man living in 22032 area. Alice can

ZIP MaritalStatus Sex Disease

2203∗ been_married F hypertension

2203∗ been_married F hypertension

2203∗ never_married M obesity

2203∗ never_married M HIV

2203∗ never_married M obesity

2203∗ been_married F hypertension

2204∗ been_married M obesity

2204∗ been_married M HIV

2204∗ been_married M HIV

FIGURE 18.18 An example of 3-anonymous table.
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then infer that Bob suffers of obesity or HIV. Suppose now that Alice knows that Bob is thin.
Alice can infer with probability equal to 1 that Bob suffers of HIV.
To prevent homogeneity and background knowledge attacks,Machanavajjhala, Gehrke, andKifer

introduce the notion of �-diversity [31].

DEFINITION 18.13 (�-Diversity principle) Let T(A1, . . . ,An,S) be a table, QI= {Ai, . . . ,An} be
its quasi-identifier, � be a user-defined threshold, and S be a sensitive attribute. A set of tuples in T
having the same value for QI, called q-block, is said to be �-diverse if it contains at least � different
values for S. T is said to be �-diverse if all its q-blocks are �-diverse.

If a k-anonymous table is �-diverse, the homogeneity attack is no more applicable, since each q-
block has at least � (≥2) distinct sensitive attribute values. Analogously, the background knowledge
attack becomes more complicate as � increases, because the attacker needs more knowledge to
individuate a unique value associable with a predefined respondent. For instance, if �= 2, only two
of the three q-blocks in the table in Figure 18.18 are �-diverse, while the third is not �-diverse (�= 1).
Machanavajjhala et al. [31] prove that �-diversity satisfies the monotonicity property with respect

to DGHDT . Monotonicity means that if Ti guarantees �-diversity, any Tj, such that Ti)Tj satisfies
�-diversity. This implies that any algorithm originally thought for k-anonymity can also be used
to achieve �-diversity, by simply checking the �-diversity property every time a table is tested for
k-anonymity.
Note that the original definition of �-diversity considers the presence of one sensitive attribute

only and cannot be simply extended to sets of attributes, since �-diversity may be violated even if
each sensitive attribute separately satisfies it. If the private table contains more than one sensitive
attribute, �-diversity can be achieved by ensuring that the given table is �-diverse with respect to
each sensitive attribute Si separately, running the algorithm considering, as a quasi-identifier, QI
unioned with all sensitive attributes but Si.
After the introduction of �-diversity, the problem of attribute disclosure has received much

attention, and different proposals have been studied [39,40]. p-sensitive k-anonymity [39] is another
approach very similar to �-diversity that considers the case of table PT with more than one sensitive
attribute.
(α, k)-anonymity [40] takes a different approach to the attribute disclosure problem. It supposes

that not all the values in the domain of a sensitive attribute are equally sensitive. For instance,
the obesity value for attribute Disease is not sensitive, while the HIV value is sensitive. To the
aim of protecting the association of quasi-identifying values with sensitive values, (α, k)-anonymity
imposes a different constraint to k-anonymous tables. If dom(S,PT) has only one sensitive value s,
every q-block must have a relative frequency of s not greater than α, meaning that the number of
occurrences of s in the block divided by the cardinality of the block cannot be greater than α.

DEFINITION 18.14 ((α,k)-Anonymity) Let Ti(A1, . . . ,An,S) and Tj(A1, . . . ,An,S) be two tables
with QI= {A1, . . . ,An} such that Ti[QI])Tj[QI], S be a sensitive attribute, s be the only sensitive
value in dom(S,Ti), and 0 < α < 1 be a user-defined threshold. Tj is α-deassociated with respect
to QI and s if the relative frequency of s in every q-block is not greater than α. Tj is said to be
(α, k)-anonymous if it satisfies both the k-anonymity and the α-deassociation constraints.

For instance, consider the 3-anonymous table in Figure 18.18, and suppose that the unique
sensitive value for Disease is HIV. Suppose also that α= 0.4 and k= 3. The table in Figure 18.18
is not (0.4, 3)-anonymous because the last q-block does not satisfy the 0.4-deassociation constraint,
since the sensitive value appears twice in a block of 3 tuples with a relative frequency of 0.67. The
other two q-blocks are 0.4-deassociated.
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The (α, k)-anonymization problem is NP-hard since, considering a binary alphabet, it can be
reduced from the edge partition into the 4-cliques problem [40]. Since also (α, k)-anonymity is a
monotonic property with respect to DGHDT , the classical k-anonymity algorithms can be adopted to
achieve it. However, a local recoding strategy that adopts a top-down approach (i.e., starting from
a completely generalized table, it selectively specializes the table without violating (α, k)-anonymity
constraint) can produce better results [40].
Although �-diversity protects data against attribute disclosure, this protection leaves space to

attacks based on the distribution of values inside q-blocks. Li et al. [29] show that �-diversity suffers
from two attacks: the skewness attack and the similarity attack. As an example of skewness attack,
consider the 2-diverse table in Figure 18.19 and the binary sensitive attribute Diabetes, which
is characterized by a skewed distribution. The table has a q-block having 2 out of 3 tuples with
a positive value for Diabetes and only one tuple with a negative value for it. Even if the table
satisfies 2-diversity, it is possible to infer that respondents in the given q-block have 67% probability
of contracting diabetes, compared to the 30% of the whole population. Furthermore, if the values
for the sensitive attribute S in a q-block are distinct but semantically similar, an external recipient
can however infer important information on it by applying a similarity attack. For instance, with
reference to the table in Figure 18.19, it is possible to infer that single males living in the 2203∗ area
have the cholesterol value between 250 and 260, since all the tuples in this q-block have these values
for the considered sensitive attribute.
To counteract these attacks, Li et al. [29] introduce the t-closeness requirement, which is a stronger

requirement than �-diversity.

DEFINITION 18.15 (t-Closeness principle) Let Ti(A1, . . . ,An,S) and Tj(A1, . . . ,An,S) be two
tables such that Ti[A1, . . . ,An])Tj[A1, . . . ,An], S be a sensitive attribute, and t be a user-defined
threshold. A q-block in Tj satisfies t-closeness if the distance between the distribution of S in this
q-block and the distribution of S in Ti is lower than t. Tj satisfies t-closeness if all its q-blocks satisfy
t-closeness.

By imposing that the distribution of sensitive values in the released table must be similar to
the distribution in the private table, t-closeness helps in preventing both skewness and similarity
attacks. As a matter of fact, all the sets of tuples with the same QI value in the released table have
approximately the same sensitive value distribution as the whole original population. t-closeness
is a difficult property to achieve since t-closeness requires to measure the distance between two
distributions of values, either numerical or categorical. In [29], the authors propose to adopt the
Earth Mover’s Distance (EMD) measure. The advantage of this measure is that, as demonstrated
in the paper, it can be easily integrated with the Incognito algorithm due to its generalization and

ZIP MaritalStatus Sex Diabetes Cholesterol

2203∗ been_married F N 230

2203∗ been_married F N 220

2203∗ never_married M Y 250

2203∗ never_married M Y 260

2203∗ never_married M N 250

2203∗ been_married F N 275

2204∗ been_married M N 285

2204∗ been_married M Y 210

2204∗ been_married M N 190

FIGURE 18.19 An example of 3-anonymous and 2-diverse table.
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subset properties, which imply monotonicity with respect to both the number of attributes and the
generalization level chosen.

18.6 Conclusions

The management of privacy in today’s global infrastructure is a complex issue, since it requires the
combined application of solutions coming from technology (technical measures), legislation (law
and public policy), ethics, and organizational/individual policies and practices. We focused on the
technological aspect of privacy, which involves three different but related dimensions: privacy of the
user, privacy of the communication, and privacy of the information (data protection). The chapter
discussed the data protection dimension of privacy, which is more generally related to the collection,
management, use, and protection of personal information. The data protection aspect requires the
investigation of different problems including the problem of protecting the identities (anonymity) of
the users to whom the data refer. This problem is becoming more and more difficult because of the
increased information availability and ease of access as well as the increased computational power
provided by today’s technology. Many techniques have been developed for protecting data released
publicly or semipublicly from improper disclosure.
In this chapter, we presented a specific technique that has been receiving considerable attention

recently, and that is captured by thenotionof k-anonymity.Wediscussed the concept of k-anonymity
and described two classes of algorithms for its enforcement, which differ by the generalization
technique (i.e., hierarchy-based or recoding-based) adopted. We also discussed recent proposals
for attribute disclosure protection, which are aimed at extending the k-anonymity algorithms with
additional properties.
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